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SparkSQL &7t

1 SparkSQL B EHIE

1.1 Hive and Shark

SparkSQL BYRIE 2 Shark ,45%4:% RDBMS {BX I8 MapReduce AR A RIREHIE
EFFHTR , Hive fizm4d: | ©2AiE—=1T7E Hadoop £RY SQL-on-Hadoop TH. B
= MapReduce i+ EIIEFXENPERESZMIEIZERE 7 AEN /0, FENZEITHE , A
TiE5 SQL-on-Hadoop BIZEE , KERY SQL-on-Hadoop TEFAT4E , HhRIE =
RIZ :

® MapRHA] Drill

® Clouderag9Impala

® Shark

Hrp Shark 2{H5FILGE Spark &SIMEHIARZ— , BIER T TEFRIIA THEINA
FEE. M. BUT=MER |, FEZEEE1THE Spark 5|2 £, {5 SQL EHRRIEE
5% 10-100 {ZHYEF.

Hive Architecture Shark Architecture

. cu | joec |
Driver iCachE Mgi,

sl Wl soL | Query
Parser | Optimizer

B soL | Query
Parser | Optimizer

1.2 Shark #1 SparkSQL

BE , BEE Spark UARE , XTFEROEIEIRY Spark FIBASEG , Shark 33F Hive BIK S

( 20KA Hive BREAfENTES. EIRULESESE ), #2977 Spark #Y One Stack Rule Them All
HBEES ST, HI297 Spark FSNMAMEIEESR . FTLARRH T SparkSQL IiH. SparkSQL #i#
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FIRE Shark BIES , IREXT Shark B—&R , WIRFFITFE (In-Memory Columnar
Storage ) Hive &M% BT A& T SparkSQLAES ;HFHERL 7 XT Hive AU 4 SparkSQL
TICTEEUEFRS. teeiiit. B EAEESEI TIRANAE  BEoig "B— | BiEXs".

o MIBHBAE BFEZA Hive ,ifaLAM RDD. parquet 3Z{4. JSON STEAZRENEGRE |
FRIRAEZESTHFFREN RDBMS #ELAK cassandra & NOSQL 4k ;

o MHEEMILIE [R7TREX In-Memory Columnar Storage, byte-code generation &
ARSI, B&513# Cost Model MEEF TG, IRENSEDEITIES ;

o A RAE FTitE SQL WiEEENTES. DITRRIARIERERRILIERTEN , #H T
.

2014 & 6 A 1 H Shark InE#0 SparkSQL IRBAYERFA Reynold Xin &% 4Z1EXT Shark

9% , BEIBANBRTERIEM SparkSQL INB £ , Zitt , Shark B9AREE L7 aiE , (BEREItA
RHFNEL : SparkSQL #1 Hive on Spark,

Development ending;
transitioning to Spark SQL

|

Spark SQL Hive on Spark

A new SOL engine designed Help existing Hive users
from ground-up for Spark migrate to Spark

Hrh SparkSQL {E4 Spark £ — RS EARE |, MABXET Hive , REFZS Hive ; M
Hive on Spark 2— Hive W&RRITX , iZ1TXi& Spark {E Hive IRES |ZE2— |, BHE
i, Hive BABZIRFT—15IZ , oTLAKA Map-Reduce, Tez, Spark %5|Z,

1.3 SparkSQL E9t%gE

Shark B9 , {#18 SQL-on-Hadoop BItERELL Hive BT 10-100 {SHYES :
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|.7 TB Real Warehouse Data on 100 EC2 nodes

BB, BT Hive BIPREI , SparkSQL AUMEEN B EAEARIIE ? BIAZE Shark HEXIF
Hive BRtFHE BB 4REIRRT , (BERIEIEEMNR :

TPC-DS Results
M shark-092 |l SparkSoL + codegen

400 sec
300 sec
200 sec While
100 sec

0 sec
Query 19 Query 53 Query 34 Query 59

A4 SparkSQL RIMBERSEIEAKRRIETFHE ? £2 SparkSQL £ FE LRI THAL
A : BE57=6#& (In-Memory Columnar Storage )

SparkSQL HREIEERFHFHEFERARESH VM BRFEST MeEXAREIIEHE
T ERf7R.
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Row Storage Column Storage
B

ZFEA TSR S AEMERE IR FE S BRAMS.

MFRESH VM [WREFELN 8 MNREREEM 12-16 FHRIGIMNTE  F—
270MB 8 TPC-H lineitem table i , SEFIXMASNEARE , £6E/H 970MB EARIRES
B (BEEZ 2~ 5 EGTRERETE ), B/ ERXMHLI MR CRTE—1 VM g,
SNERZAN/I 200B HYEHRICR | 32G AUMERIE™4 1.6 (2SR |, XAZRIXISR , XJF GC 3k
i, ATREEEHFE L2 SHRYBTEISRANIE (JVM RULIRUICERRT B S PRI SR EE 2 4MEX ).
SERXMAFFELD XN TFETREFTER Spark ki , RBERBHARIET,
XNFRFIIEFMERR |, BATEIRESIEEENGIRARELENRZME | 18 Hive SUHFRISIREUE
KB (0 array, map F) SEFRUEFER—IFLEEREE. XtF , §1M581E— JVM
XI5, NTISEETLAMRER GC FIRERIEIETRE | SM , rTLAUER{EEE CPU FFHERIEN
E4875% (NFERD, TRERDSFELES X ) BEREHE | BEE8NE  WTothESs
PUREFRNREREY | HRERBERANES  RERSXLIINEERE—RE 555
EANRFHTITE,

B : FRMAEREAR ( bytecode generation , B CG)

EHEEERPE I BRNRFREREYPHRAI £ERHT VM NRFRES [,
teanan ™ —Eif

SELECT a + b FROM table

EXANEAE , NRRAEARN SQLIERRRELIE | RFER—IFREIN (BRI TRE
Add 1 , BEFEET ), EPEEEXMRATRIRR  SSMNERRR 7 M58

1. JHFRERREL Add.eval() , FEMIA Add FIARYEEESE
2. VHFERERREL a.eval() , FEHIA a RUEUEEE

3. TXE a FUEIESRELRZ Int |, %A

4. JHFREREL b.eval() , FEMIA b RUZHESE

5. #E b RUEHEXRELE Int |, K8

6. JEA Int 25849 Add
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7. REFEEITESER
HpZ ) RS REIEREAVER | RREEVEARSTR CPU NIEERVKELE | IBERIT.
Spark1.1.0 7£ catalyst t&RAY expressions 10T codegen &R , WNRFEADSFTIRBLER

K (& spark.sql.codegen 248 ), SparkSQL FEHTHIEEITRIRIATR , XITLECHIFRIATUR
FFERICHED | siSRIE , ARisfT. W EAlF , ILfcE] Add 757 -

nullTerm
primitiveTerm {termFor
nullTerm

{defaultPrimitive(resultType)}

resultCode {termForType(resultType)}

.children

EREESCIRER AN ™S

val a: Int = inputRow.getint(0)
val b: Int = inputRow.getint(1)
val result: Int = a + b
resultRow.setint(0, result)

X3F Sparkl.1.0 , X3 SQL FTALEE T CG K/t , BIRARILASE codegen &R, CG {L{LAYE
MEFXRMKEE scala2.10 RUZEITAIHEIE ( runtime reflection ), X33 SQL =iflpy CG
%, LSRR TERER
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Interpreting “a+b”

Integer addition

1. Virtual call to Add.eval)
2. Virtual call to a.eval()
3. Return boxed Int Add
/ 4. Virtual call to b.eval() %
SELECT a + b FROM table 5. Return boxed Int A“fi:me leit?u*e'
6.
7.

Return boxed result

def generateCode(e: Expression): Tree = e match {
case Attribute(ordinal) ==
q"inputRow.getInt(Sordinal)"
case Add(left, right) ==

anm val a: Int = inputRow.getInt(0)
{ val b: Int = inputRow.getInt(1)
val leftResult = ${generateCode(left)} . _
val rightResult = S{generateCode(right)} val result: Int =a +b
leftResult + rightResult resultRow.setInt(@, result)

}
}

C : Scala {Xm3fkit

54 , SparkSQL 7E(# M Scala ERAEHIRHE , REBEAESNN. 55 GC B ; REEMN
THRSRBAEE |, EXTRFPFRR , REFERR—EO | IRZEER LR, TEE—
A Scala (SR ULRITEE -

e Scala FP features that kill performance:
o Cwption
For-loop / map / filter / foreach / ...
< MNumeric[T] / Ordering(T] / ...
< Immutable objects (GC stress)

¢ Have To Resort To:
o null
While-loop and vars
o Manually specialized code for primitive types
Reusing mutable objects

2 SparkSQL i=175%43
FTFRERBEWERE |, SparkSQL B 2158t 2/ Projection(al ,a2 ,a3 ). Data Source
( tableA ). Filter ( condition ) BR% , D BIXIAL sql EEIIFEFAY Result, Data Source,

Operation , 221 SQL iE4#% Result-->Data Source-->Operation IR EESRHEGHARK,
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[Projection] [Data Source} [ Filter ]

y y y

‘ SELECT a1,a2,a3 FROM tableA Where condition ‘

A Y ¥

[ Result }—>[Data Source}—»[ Opertion ]

Query —> Parse —> Bind —> Optimize —> Execute

[Operation ]—>[Data Source}—>[ Result ]

11T SparkSQL ETMIRFS -

1. XHENE SQLIEQ#HITHENT ( Parse ), o#H SQL IEQHHLRZXHA (40 SELECT,
FROM, WHERE ), BpLe2RiAT. HBFLLR Projection, WfLbE Data Source & , Mn#!
i SQLIBEAIREE ;

2. % SQL EOFMEUEENEIEFH (5. k. NEBESE ) #H174FE (Bind ), MNRBXAY
Projection, Data Source FHEEFEANE , BiFRXA SQLIEGZRTLAFITAY ;

3. —RRRVBUEESRMIL T | X I—REBEITRITENE | URESEXLEITY
FRIEE— PRI ( Optimize );

4. T ( Execute ), $% Operation-->Data Source-->Result BRFRFHTH , TEHRIT
HEEMEEEAEESBWIERMAILUREIER | tLIEFN=TNE(THRY SQL 159,
O] BEE N EUE RV Pt PIRBUR EIZE R,

2.1 Tree #1 Rule

SparkSQL X3 SQL IERAMIRFIR AR BLHUREXT SQL IETRIAMIERA 7 RIUNGE |, 8%t
=¥ SQL IBaIH{THEMT ( Parse ), REHR— Tree , FEEEHIANSRE. MHSFUHIRITEERR
X3 Tree BUIRE , MHRIEAYTSA2RA Rule BIHEZCITED |, XA EISRBLAYTS R A RIATRIE.
TEEA sql IETRNEERIFEF |, Tree #1 Rule 1BEELS |, 5ok 7M. 9BxE ( 7 SparkSQL ##R
73 Analysis ). ift. ¥IEEITRIEERE | REERTLRITRMIETX.

2.1.1Tree

® Tree f i = ® iz i M 7
sql/catalyst/src/main/scala/org/apache/spark/sql/catalyst/trees
® Logical Plans, Expressions, Physical Operators EaJLAEF Tree &R
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o Tree HIEMEIERIEE TreeNode SSCHIRY
> SparkSQL EX T catalyst.trees BIHTE , BIEXABEAILFESRIIFRRERIILEND
> TreeNode BJLA{F] scala RUSES#{F/5i% (0 foreach, map, flatMap, collect £ ) i#
1THEME
> BT TreeNode ,i@d Tree &4 TreeNode ZIEIIXER , LIRS Tree #HTREHIRIE |
gnfER transformDown, transformUp 1§ Rule NAZILEERINER , AfRREREN
|BRORER ; tBRTLAERR transformChildrenDown, transformChildrenUp X—/MATE
BOTS TR E | BIEMRE Rule MFERSZT AR FT A,
® TreeNode FILA#73 A =F35EM Node :
> UnaryNode —tHR , BIRBE—FHR. W Limit, Filter #{F
> BinaryNode i/ , BIBEAF RN TA. W Jion, Union 2E
> LeafNode HFTR , REFHRNTR. TEMAFHSRE(E , 4 SetCommand

2.1.2Rule

* Rule fy i S ® iz = M 7
sql/catalyst/src/main/scala/org/apache/spark/sql/catalyst/rules

Rule 7£ SparkSQL A9 Analyzer, Optimizer, SparkPlan & MNB{FHEREMNAZE]

Rule 2— Mg , B{RAY Rule sSEIE®1T RuleExecutor 2%

Rule BI13%E X batch 1 batchs , ATLATEERY. RIR{LHEXT Tree 47 transform #4E
Rule i@i35%E X Once 1 FixedPoint , BTLART Tree #H{T—IRIRVEELSZ IRIRVE( ANXIFELE Tree
BATEIRERIRIEIRHR |, IXZ FixedPoint JREGERTIAZIBIEFRAINED ST A=
1H24F , B{k&E RuleExecutor.apply )

2.2 sqlContext #1 hiveContext AE1TIZIE

SparkSQL BN 23Z , sqlContext 1 hiveContext , sqlContext BIER3Z#F SQL 15 L##
#rE8 ( SQL-92 &% ) ; hiveContext TIESIEF SQL B AfEMTESFN hivesql 1Ei£f#ITEE , BRIAA
hiveSQL 1&i%fFHres , BRI LUBIBCE IR SQL B LTSS , KizfT hiveSQL ASZHFANE
A

2.2.1sqlContext BEITIIIE

sqlContext REI—MIEIN FEF7
1. SQLiEGLT SqlParse fi#tfra% UnresolvedLogicalPlan ;

2. {#F3 analyzer & EUIESUE=FE ( catalog ) HTEBE , %Ak resolvedLogicalPlan ;
3. {#F8 optimizer 3T resolvedLogicalPlan #4T{4t , 4A% optimizedLogicalPlan ;
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4. {EF SparkPlan ¥ LogicalPlan &5, PhysicalPlan ;
5. {#F prepareForExecution()#& PhysicalPlan #&#&pRI H#AT4HIEELH K ;
6. fEF execute(HFUTRTHUTHIIRITRY
7. 4pY SchemaRDD,
FEEMETIREFIE R EIZA SparkSQL BYZE44 40 SqlParse, analyzer, optimizer, SparkPlan
sqText > Unresolved > resolved > optimized
LogicalPlan LogicalPlan LogicalPlan
| sparkPlan |
¥
SchemaRDD < MmiT < szjﬂjll‘al’]an < PhysicalPlan

( prepareFor )
toRDD

2.2.2 hiveContext BTz

hiveContext BAI— NI FEUN FEIFAS -

1

N o vk

SQL EAET HiveQl.parseSql f###Ak Unresolved LogicalPlan , FTEEX MEITIFESRT
hiveql IEA{EMA getAst()SREX AST & , RSB THENT |

{F8 analyzer ZE£&#WE hive [FEIE Metastore ( #fY catalog ) H1T48E |, &A% resolved
LogicalPlan ;

{s5F optimizer X resolved LogicalPlan ##{T{fi{t, , 5% optimized LogicalPlan , (¥, 5l
{EF T ExtractPythonUdfs(catalog.PrelnsertionCasts(catalog.CreateTables(analyzed)))
BHTTANE ;

{&5F8 hivePlanner ¥ LogicalPlan #&#&pk PhysicalPlan ;

{s5F8 prepareForExecution()$& PhysicalPlan & BT TR ;

{5/ executeOHFUTAIHUTHIERLT X! |

WiTiE | A map(_.copy)GERS AN SchemaRDD,
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prepareFor
Execution()

toRDD

cqlText | Unresolved .| resolved .| optimized
d “| LogicalPlan "| LogicalPlan “| LogicalPlan
AST % Melastore % Ak ll‘\
( hivePlanner |
_.copy % i
SchemaRDD | AT i Psﬁﬂlﬂn < PhysicalPlan

. j

2.3 catalyst {ftfL2S

SparkSQL1.1 FK_ERPOqMERZERY, - core, catalyst, hive, hive-Thriftserver :

® core SMEHUERMANGIL , MARIREUERIAEEHE (RDD, Parquet. json %% ), K&if
R schemaRDD ;

® catalyst {MEEIEHEQRIEMEIETRE | BFEHT. 0E. M. W | REENL

g, KA EEAEIE

hive X3 hive ZUERIZMIE

hive-ThriftServer 24t CLI #1 JDBC/ODBC [0

EIXPUMERER | catalyst b TFERORIR D | EMEREMSSISRImERRIMERE. BT RENEH

g EARSARIS BEBEIRNIRIT  ARKINREET 7RARIZIE. FHEHZ catalyst

H—M=IHE

Relation Execution

]
BIVEAST Analysis Optimization Planning | Operators

Rules Rules Strategies /‘

Pmmmmmmmm—— e
_ Unresolved ‘ . ’ Optimized ‘
h( Logical Plan I Logical Plan [ Logical Plan Physical Plan
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AUSCINZB4E -

® sqlParse , 5epk sql IBERRVEAMFITINRE . BRIRRMH T — 1 EEBAY sql f#T= |

® Analyzer , FEHEETNE , BARKIREAY Unresolved LogicalPlan FIE3ETEIE (40

hive metastore, Schema catalog ) #1748 , 4Bk resolved LogicalPlan ;

optimizer XJ resolved LogicalPlan ##{T{i{t, , 5% optimized LogicalPlan ;

Planner 4 LogicalPlan #&#&5% PhysicalPlan ;

® CostModel , TERIEIT XHREFITEUR | ISIRRERIERITITL

XL HHIEARSTIN G ¢

® S5ig sql IEOBIIRETER Tree , AFEARREMERERARE Rule N AZ Tree £ |, @id%
HRSERR R MBMHRITHRE,

® Analyzer {§/ Analysis Rules , Be&&WETTEWE ( 20 hive metastore, Schema catalog ),
552 Unresolved LogicalPlan BY/EMEmmEE AL resolved LogicalPlan ;

® optimizer &£/ Optimization Rules , XJ resolved LogicalPlan #1753, FIEFE. 138
2y MESLIRIL TR optimized LogicalPlan ;

® Planner {8 Planning Strategies , X3 optimized LogicalPlan

3 SparkSQL CLI

CLI ( Command-Line Interface , <1757 H ) BIEIERAFRERT FEATHRITIESH
RE , BEEREHR , APBIRERAES | ITERKERESEFLUAIT. Spark CLI
ERNEFERGSREmEREMA SQL i< | ARKRIEE Spark £8:#1THIT , EREFERET
TR RENER.

Sparkl.l HHE&TF Sparkl.0 ;R KRERIFET Sparkl.l EHAIT Spark SQL CLI #0
ThriftServer , {518 Hive AFAB IR T<17HY RDBMS HUEEEERRS 2 EF , HIE
BEX EHANT SQL B,

[i£] Spark CLI#0 Spark Thrift Server SE3&IREE IR (Spark fHiESEPE (T ) --Spark
TRiF¥EAe) FrigiE

3.1 i5{71RiER
3. 1.1 FERI AR

o FHURERS : Windows 64 i1 , iz 4 &f2 , 51 2.2G , 10G AF
o [EHlEH : VMware® Workstation 9.0.0 build-812388
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o EHWRIERS : CentOS 64 fif , Bi%
o EFHINIZITA
> JDK:1.7.0_55 64 {i
> Hadoop : 2.2.0 ( EERFN6411)
» Scala: 2114

> Spark:1.1.0 (EERF)

> Hive : 0.13.1

3.1.2 | 2EMILEIRIE

EHEE=ANTA , TRZETLIRER SSH ipa) , TR IP FFNE ST
FS IP ititik ] xB ZE8/AE | BRA B3

NN/DN/RM
1 |192.168.0.61 | hadoopl /DN 1#/3G | hadoop | /app TEFFFITEESE
Master/Worker
/app/scala-...
2 ]192.168.0.62 | hadoop2 | DN/NM/Worker | 1#%/2G | hadoop /app/hadoop
3 | 192.168.0.63 | hadoop3 | DN/NM/Worker | 14%/2G | hadoop | /2PP/complied

3.2 GEeEFFBEh

3.2.1 g FHECE hive-site.xml

f£iz17 Spark SQL CLI AAEEE{#FEZ! Hive Metastore , t1EEEE Spark FiRINE uris, Bk 75
A2 SPARK_HOME/conf BRTEIEE hive-sitexml 34 , SAREIZEEXEH , i1
hive.metastore.uris B4 , E{AUTF :

<configuration>
<property>
<name>hive.metastore.uris</name>
<value>thrift,//hadoopl1:9083 < /value>
<description> Thrift URI for the remote metastore. Used by metastore client to
connect to remote metastore. </description>
</property>
</configuration>
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| | hadoopl | | hadoop2 | | hadoop3| | hadoop1 (1) | 3¢

[hadoop@hadoopl ~]% cd /app/hadoop/spark-1.1.0/conf
[hadonﬁ@hadnopl confl$ s
fairscheduler.xm].template Tog4j.properties.template spark-defaults. conf.template
hive-site-bak. xml metrics.properties.template spark-env.sh
hive-site. xml slaves spark-env.sh. template
[hadoop@hadoopl conf]$ cat hive-site.xml
<configuration=
{propert%}
<namexhive.metastore. uris</name>
<valuexthrift://hadoopl:9083</value>
<description=Thrift URI for the remote metastore. Used by metastore client to connect t
0 remote metastore.</descriptions=
</property>
</confiquration>
[hadoop@hadoopl conf]l$

3.2.2 |35/l Hive

R Spark SQL CLI ZBIFZEEx Hive Metastore ( {IREHRFIIE HDFS MRS |, 55
ESa) Hadoop BY HDFS ), {FRI T apSAILAE Hive Metastore Bafifgiz{TE/as | AILAUE
T jobs &Eiff :

»

Snohup hive --service metastore > metastore.log 2>&1 &

|| | hadoopl I | hadoop2 | | hadoop3| | hadoop1 (1) | %]
%h?daop@haduopl ~1% 3$nohup hive --serwvice metastore > metastore. log 2=&1 & -
1] 7014
[hadoop@hadoopl ~]% jobs
[1]+ FRunning $nohup hive --service metastore > metastore,log 2>&1 &

[hadoop@hadoopl ~]1%

3.2.3 351 Spark ££8$# Spark SQL CLI
BTN TS Enh Spark S840 Spark SQL CLI :

$cd /app/hadoop/spark-1.1.0
Ssbin/start-all.sh
Sbin/spark-sql --master spark.//hadoopl.7077 --executor-memory 1g

SR IRETUE A LAERIZEN T SparkSQL R FEFER: :

Workers
Id Address State Cores Memory
worker-20150730215205-hadoop1-50695 hadoop1:50695 ALIVE 1 (1 Used) 1024.0 MB (1024.0 MB Used)
worker-20150730215224-hadoop2-45563 hadoop2-45563 ALIVE 1 (1 Used) 1024 0 MB (1024 0 MB Used)
worker-20150730215225-hadoop3-36128 hadoop3-36128 ALIVE 1 (1 Used) 1024 0 MB (1024 0 MB Used)

Running Applications

1D Name Cores Memory per Node Submitted Time User State Duration

app-20150730215311-0000 ‘ SparkSQL:-hadoop1 ‘ 3 1024 .0 MB 2015/07/30 21:53:11 hadoop RUNNING 9s

XESHETLAGERS HQL IBAXT Hive #uEH1TER , B/MILAUER COMMAND |, W05 set i#
{TRESL - EOABRT , SparkSQL Shuffle FIBHRE 200 4 partition , ATLUEFRAT Fa<
(s

SET spark.sql.shuffle.partitions=20;
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18 mapPartitions at Exchange. scala:48 rdetails 201410914 0.7 s

17 mapPartitions at Exchange scala;48

16 mapPartitions at Exchange.scala'48

SH3ESR |, Task ( partition ) RIZRERIH 200 28R T 20,

2020 13307 1395

22:13:53 KB KB

+details  2014/09/14 0.7 s ] 13926 19522
22:13:52 KB KB

+detalls  2014/09/14 2s 11.7 1675.0

22:13:50 KB
15 mapPartitions at Exchange.scala:48 +details 201410914 1s 317.6
22:13:50 KB
14 mapPartitions at Exchange. scala:48 +rdetails 2014/09/14 09s 1718 51.3
22:13:50 KB KB
6 collect at HiveContext.scala:415 +details  2014/09/14 0.1s 299.0
22:12:52 B
12 mapPartitions at Exchange.scala:71 +oetails  2014/09f14 2s 1443 419.0
22:12:50 KB B
0 RangePartitioner al Exchange.scala:79 +details  2014/09/14 2s : 145.5
22:12°48 KB
AN
3.24mSSHE
&@id bin/spark-sql --help TILAEE CLI 654K
| | hadoop1 |1 hadoop2 | I hadoop3 | =
[hadoop@hadoopl SEark—1.1.0]$|b1n spark-sql --help | -
Usage: . /bin/spark-sql [options] [cli option]

options:
—-master MASTER_URL

--class CLASS_NAME
—--name NAME
--jars JARS

--py-files PY_FILES

Il --files FILES
|
I| --conf PrRoP=VALUE

--properties-file FILE

--driver-memory MEM
——driver—qava—options
--driver-library-path
--driver-class-path

——exXeCutor-memory MEM

| —-help, -h

—--Verpose, -v

—-driver-cores NUM
--supervise

% 16 Ul 3t 34 T

--deploy-mode DEFPLOY_MODE

spark assembly has been built with Hive, including Datanucleus jars on classpath

SEark://host:port, mesos://host:port, yarn, or Tlocal.
whether to launch the driver program locally (“"client™) or
on one of the worker machines inside the cluster ("cluster™)
(pefault: client).

Your application’s main class (for Java / Scala apps).

A name of wyour aquication.

comma-separated list of local jars to include on the driver
and executor classpaths.

comma-separated 1ist of .zip, .egg, or .py files to place
on the PYTHONPATH for Python apps.

Comma-separated 1ist of files to be placed in the working
directory of each executor.

Arbitrary Spark conf'iﬁurat'ion property.
path to a file from which to Toad extra properties. If not
specified, this will look for conf/spark-defaults.conf.

Memory for driver (e.g. 1000M, 2G) (Default: 512M).
Extra Java options to pass to the driver.

Extra library path entries to pass to the driver.

Extra class path entries to pass to the driver. Note that
jars added with --jars are automatically included in the
classpath.

Memory per executor (e.g. 1000M, 2G) (Default: 1G).

Show this help message and exit
Print additional debug output

spark standalone with cluster deploy mode only:

cores for driver (pefault: 1).
If given, restarts the driver on failure.
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CLI options:

15/0?530 22:11:29 INFO Configuration.deprecation: mapred. input.dir.recursive is deprecated. Instead, use mapreduc
15/07/30 22:11:29 INFO Configuration.deprecation: mapred.max.split.size is deprecated. Instead, use mapreduce.inp
15/07/30 22:11:29 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use mapreduce.inp
15/07/30 22:11:29 INFO Configuration.deprecation: mapred.min.split.size.per.rack is deprecated. Instead, use mapr
15/07/30 22:11:29 INFO Configuration.deprecation: mapred.min.split.size.per.node is deprecated. Instead, use mapr
15/07/30 22:11:29 INFO conf1gura110n.deprecatﬁon: mapred. reduce. tasks is deqrecated. Instead, use mapreduce. job.r

15/07/30 22:11:29 INFO Configuration.deprecation: mapred.reduce.tasks.speculative. execution is deprecated. Instea
|| -d,--define <key=value> Var1aE1e subsitution to apply to hive
commands. e.qg. -d A=B or --define A=B
--database <databasename= specify the database to use
-e zguoted—query—string> sqL from command 1ine
-f ilename:= sqL from files
-h <hostname> connecting to Hive Server on remote host
--hiveconf =<property=value= Use value for given propert¥
--hivevar <key=value= variable subsitution to apply to hive
commands. e.g. --hivevar A=B
-i =filename:= Initialization sqL file
-p <ports connecting to Hive Server on port number
-5,--5ilent silent mode in interactive shell
-v,--verbose verbose mode (echo executed sQL to the
console)

Hrhloptions] ECLIZam— N SparkSQLE FEFRISEL , MNBRANKE--masterfVig , BES
#fispark-sqlagtzglllocal F=iETT , REg@idhttp://1l2852:4040HTiRE ;| XEERSE , &
LA HRSparkl.0.0 N FEfERERE T Espark-submit B9S24,

[cli option]2 CLI K244, LEJIJZ_%%%Z CLL aJLAE#Z1T SQL X, #Aa<1TiE(T SQL
i SEE |, EULARIRY Shark RIFTIE, TRRYZE CLI A2fEA JDBC | Tzz LA BEESZ
2l ThriftServer ; {Ba]LABE conf/hive—site.xml ZEXEZ Hive B9 Metastore , AEXT Hive £
EHITEIA,

3.3 5CEk Spark SQL CLI

3.3.1 RENTEREBERIHERE. HESH

F—F REFISTE, EXEEH0 20

spark-sql>SET spark.sql.shuffle.partitions=20;

spark-sql>|SET spark.sqgl.shuffle.partitions=20;] -
SET spark.sql.shuffTe. partitions=20

spark.sql.shuffle. partitions=20

Time taken: 0.089 seconds

15/07,/30 22:14:35 INFO CliDriver: Time taken: 0.089 seconds

spark-sqls>

F—# 517 SQLIEY

spark-sql>use hive,
[T hadoop1 |1 hedoap [ 1 hadosp3] g

spark-sql> use hive; o
15/07/30 22:15:28 INFO parse.ParseDriver: Parsing command: use hive
15/07/30 22:15:28 INFO parse.ParseDriver: Parse Completed
15/07/30 22:15:28 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.inpu
t.fileinputformat. input.dir.recursive
15/07/30 22:15:28 INFO ql.Driver: <PERFLOG method=Driver.run>
15/07/30 22:15:28 INFO ql.Driver: <PERFLOG method=TimeToSubmit>
15/07/30 22:15:28 INFO ql.Driver: <PERFLOG method=compile>
15/07/30 22:15:28 INFO ql.Driver: <PERFLOG method=parse>
| 115 INFO parse.ParseDriver: Parsing command: use hive
15/07/30 22:15:28 INFO parse.ParseDriver: Parse Completed
15/07/30 22:15:28 INFO ql.Driver: </PERFLOG method=parse start=1438265728223 end=1438265728224 duration=1>
15/07/30 22:15:28 INFO gl.Driver: =PERFLOG method=semanticanalyze>

spark-sql>select c.theyear,count(distinct a.ordernumber),sum(b.amount) from tbStock

=
el
=~
(=]
=
~
W
=]
8]
I

=

w
e

]

a join tbStockDetail b on a.ordernumber=>b.ordernumber join tbDate ¢ on
a.dateid=c.dateid group by c.theyear order by c.theyear;
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%]

F=F BEIGTER

15/07/30 22:18:52
15/07/30 22:18:52
15/07/30 22:18:52

2004 1094 3265696
2005 3828 13247234
2006 377 13670416
2007 4885 16711974
2008 4861 14670698
2009 2619 6322137
2010 94 210924

Time taken: 8.954 seconds

15/07/30 22:18:52 INFO CliDriver: Time taken:

8.954 seconds

| hadoopl || hadoop2 | | hadoop3

spark-sgl> select c.theyear,count(distinct a.ordernumber),sum(b.amount) from thstock a join tbstockDetail b on a.ordernumber:b.ordernumb|,
er join thbate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear;

15/07/30 2Z2:17:30 INFO parse.ParseDriver: Parsing command: select c.theyear,coUunt(distinct a.ordernumber),sum(b. amount) trom tbstock a jo
in thbstockDetail b on a.ordernumber=b.ordernumber join thDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear

15/07/30 22:17:30 INFO parse.ParseDriver: Parse Completed

15/07/30 22:17:30 INFO storage.Memorystore: ensureFreespace(402171) called with curMem=1397516, maxMem=278302556

15/07/30 22:17:30 INFO storage.Memorystore: Block broadcast_l11 stored as values in memory (estimated size 392.7 kB, free 263.7 MB)
15/07/30 22:17:31 INFO storage.MemoryStore: ensureFreeSpace(27474) called with curMem=1799687, maxMem=278302556

15/07/30 22:17:31 INFO storage.Memorystore: Block broadcast_11_piecel stored as bytes in memory (estimated size 26.8 kB, free 263.7 MB)
15/07/30 22:17:31 INFO storage.BlockvanagerInfo: added broadcast_11_piece0 in memory on hadoopl:55278 (size: 26.8 kB, free: 265.3 MB)
15/07/30 22:17:31 INFO storage.BlockManagerMaster: Updated info of bﬁlock broadcast_11_piece0

15/07/30 22:17:31 INFO storage.MemoryStore: ensureFreeSpace(402043) called with curMem=1827161, maxMem=278302556

15/07/30 22:17:31 INFO storage.Memorystore: Block broadcast_12 stored as values in memory (estimated size 392.6 kB, free 263.3 MB)
15/07/30 22:17:31 INFO storage.Memorystore: ensureFreespace(27429) called with curMem=2229204, maxMem=278302556

15/07/30 22:17:31 INFO storage.MemoryStore: Block broadcast_12_pieced stored as bytes in memory (estimated size 26.8 KB, free 263.3 MBE)

INFO scheduler.paGscheduler: stage 32 (collect at HiveContext.scala:415) finished in 0.199°s "~
INFO spark.sparkcontext: Job finished: collect at HiveContext.scala:415, took 1.019829631 s
INFO scheduler.statsrReportListener: Finished stage: org.apache.spark.scheduler. stageinfo@4fldered

15/07/30 22:18:52 INFO scheduler.statsReportListener: task runtime:({count: &, mean: 74.875000, stdev: 37.747310, max: 131.000000, min: 30.000
000
spark-sql> 15/07/30 22:18:52 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:18:52 INFO scheduler.statsrReportListener: 30.0 ms 30.0 ms 30.0 ms 45.0 ms 83.0 ms 119.0 ms 131.0 ms 131.0 ms 1
31.0 ms
155"0?,/30 22:18:52 INFO scheduler.statsReportListener: fetch wait time:(count: 8, mean: 7.875000, stdev: 5.509934, max: 15.000000, min: 0.0000
(]4]
15/07/30 22:18:52 INFO scheduler.statsrReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:18:52 INFO scheduler.statsReportListener: 0.0ms 0.0ms 0.0ms 4.0ms 11.0ms 13.0 ms 15.0 ms 15.0 ms 15.0 ms
15/07/30 22:18:52 INFO scheduler.sStatsReportListener: remote bytes read:(count: 8, mean: 44.8753000, stdev: 25.910604, max: 60.000000, min: O.
000000)
15/07/30 22:18:52 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:18:52 INFO scheduler.statsReportListener: 0.0 B 0.0 B 0.0 B 59.0 B 60.0 B 60.0B 60.0B 60.0B 60.06
15/07/30 22:18:52 INFO scheduler.statsReportListener: task result size:(count: 8, mean: 1064.7530000, stdev: 80.033977, max: 1095.000000, min:
853. 000000)
15/07/30 22:18:52 INFO scheduler.sStatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:18:52 INFO scheduler.sStatsReportListener: 853.0 B 853.0 B 853.0 B 1095.0 B 1095.0 B 1095.0 B 1095.0 B 1
095.0 B 1095.0 B
15/07/30 22:18:52 INFO scheduler.sStatsReportListener: executor (non-fetch) time pct: (count: 8, mean: 35.884653, stdev: 11.273334, max: 57.83
1325, min: 20.370370)
15/07/30 22:18:52 INFO scheduler.sStatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:18:52 INFO scheduler.sStatsReportListener: 20 % 20 % 20 % 26 % 40 % 42 % 58 % 58 % 58 %
leO?fSU)Ez:lB:Sz INFO scheduler.StatsReportListener: fetch wait time pct: (count: 8, mean: 10.674235, stdev: 9.301000, max: 28.88B889, min:
0.000000
15/07/30 22:18:52 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 79% 0% 95% 100%
15/07/30 22:18:52 INFO scheduler.statsReportListener: 0% % 0% 3% 11 % 18 % 29 % 29 % 29 %
lS,fO?,}"SU 22:18:52 INFO scheduler.StatsReportListener: other time pct: (count: 8, mean: 53.441112, stdev: 15.266191, max: 64.814815, min: 24.0
96386
M15/07/30 22:18:52 INFO scheduler.StatsReportListener: 0% 5% 10% 25% 50% 75% 0% 95% 100% =
15/07/30 22:18:52 INFO scheduler.statsrReportListener: 24 % 24 % 24 % 57 % 63 % 65 % 65 % 65 % 65 % L
« € | [ hadoop1:4040/stages/ fa ¢ n =
stiz Stages Storage Environment Executors SparkSQL::hadoop1 application U
Spark Stages
Total Duration: 5.9 min
Scheduling Mode: FIFO
Active Stages: 0
Completed Stages: 24
Failed Stages: 0
Active Stages (0)
Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
Completed Stages (24)
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input  Read Write
32 collect at HiveContext scala:415 +details  2015/07/30 02s 8/8 3590B
22:18:52
a8 mapPartitions at Exchange.scala:71 +details  2015/07/30 07s 20/20 93.1 KB 419.08
22118:51
26 RangePartitioner at Exchange.scala:79 +details  2015/07/30 08s 20/20 92.4 KB
22:18:50
31 mapPartitions at Exchange scala:48 +details  2015/07/30 2s 20/20 1331.8 KB 1354 KB
22:18:48
30 mapPartitions at Exchange.scala:48 +details 2015/07/30 2s 20/20 1298.2 KB 1955.8 KB
22:18:46

3.32itEMAEITREEFNE M
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spark-sql>select c.theyear,count(distinct a.ordernumber),sum(b.amount) from tbStock
a join tbStockDetail b on a.ordernumber=b.ordernumber join tbDate ¢ on
a.dateid=c.dateid group by c.theyear order by c.theyear;

| hadoop1 || hadoop2 | | hadoop3

spark-sql> select c.theyear,count(distinct a.ordernumber),sum(b.amount) from thstock a join thstockDetail b on a.ordernumber=b.ordernum[s
ber join thbate c on a.dateid=c.dateid group by c.theyear order by c.theyear;

15707730 2272722 INFO parse.Parsebriver: Parsing command: select C.theyear,Countldistinct a.ordernumber),sum{D, amount) from LthStock a j
oin thstockbetail b on a.ordernumber=b.ordernumber join tbbate c on a.dateid=c.dateid group by c.theyear order by c.theyear

15/07/30 22:27:22 INFO parse.ParseDriver: Parse Comp:feted

15/07/30 22:27:23 INFO STOrage.Memorystore: ensureFreespace(402563) called with curMem=2746678, maxMem=278302556

15/07/30 22:27:23 INFO storage.MemoryStore: Block broadcast_51 stored as values in memory (estimated size 393.1 KB, free 262.4 MB)
15/07/30 22:27:23 INFO storage.MemoryStore: ensurefFreeSpace(27510) called with curMem=3149241, maxMem=278302556

15/07/30 22:27:23 INFO storage.MemoryStore: Block broadcast_51_piece0 stored as bytes in memory (estimated size 26.9 KB, free 262.4 ME)
15/07/30 22:27:23 INFO storage.BlockManagerInfo: Added broadcast_51_piece0 in memory on hadoopl:55278 (size: 26.9 KB, free: 265.2 MB)
15/07/30 22:27:23 INFO storage.BlockManagermaster: Updated info of bEI;ock broadcast_51_piecel

15/07/30 22:27:23 INFO storage.MemoryStore: ensurefFreespace(402563) called with curMem=3176751, maxMem=278302556

15/07/30 22:27:23 INFO storage.MemoryStore: Block broadcast_52 stored as values in memory (estimated size 393.1 kB, free 262.0 MB)
15/07/30 22:27:23 INFO storage.MemoryStore: ensurefFreespace(27491) called with curMem=3579314, maxmem=278302556

15/07/30 22:27:23 INFO storage.MemoryStore: Block broadcast_52_piece0 stored as bytes in memory (estimated size 26.8 KB, free 262.0 MB)
15/07/30 22:27:23 INFO storage.BlockmanagerInfo: added broadcast_sz_ﬁriecem in memory on hadoopl:55278 (size: 26.8 KB, free: 265.1 MB)
15/07/30 22:27:23 INFO storage.Blockmanagermaster: updated info of block broadcast_52_piece0

15/07/30 22:27:23 INFO storage.MemoryStore: ensurefFreeSpace(402659) called with curMem=3606805, maxMem=278302556

15/07/30 22:27:23 INFO storage.MemoryStore: Block broadcast_53 stored as values in memory (estimated size 393.2 KB, free 261.6 MB)
15/07/30 22:27:23 INFO storage.MemoryStore: ensurefFreeSpace(27488) called with curMem=4009464, maxMem=278302556

15/07/30 22:27:23 INFO storage.MemoryStore: Block broadcast_53_piece0 stored as bytes in memory (estimated size 26.8 KB, free 261.6 MB)
15/07/30 22:27:23 INFO storage.BlockManagerInfo: Added broadcast_53_piece0 in memory on hadoopl:55278 (size: 26.8 KB, free: 265.1 ME)
15/07/30 22:27:23 INFO storage.BlockManagermaster: Updated info of bEI;ock broadcast_53_piece0 |
15/07/30 22:27:23 INFO spark.SparkContext: Starting_job: RangePartitioner at Exchange.scala:79

BT PTER
{#F CLLITERUT

15/07/30 22:28:45 INFQ spark.sparkcontext: Job finished: collect at HiveContext.scala:415, took 0.68304225 s
2004 1094 3265696
15/07/30 22:28:45 INFO scheduler.StatsReportListener: task runtime:(count: &, mean: 52.625000, stdev: 36.993031, max: 120.000000, min: 1

6. 000000)
|| 2005 3828 13247234
15/07/30 22:28:45 INFO scheduler.sStatsReportListener: 0% 5% 10% 25% 50% 7 5% 90% 95% 100%
| 2006 3772 13670416
|| 2007 4885 167119741507 /30 22:28:45 INFO scheduler.statsreportListener: 16.0 ms 16.0 ms 16.0 ms 29.0 ms 32.0 ms 102.0 ms 1
Il 20.0 ms 120.0 ms 120.0 ms

2008 4861 14670698
2009 2619 6322137
2010 94 210924
Time taken: 6.127 seconds
15/07/30 22:28:45 INFO CliDriver: Time taken: 6.127 seconds

|[spark-sgl> 15/07/30 22:28:45 INFO scheduler.statsrReportListener: fetch wait time:(count: 8, mean: 3.625000, stdev: 6.203578, max: 19.000
{000, min: 0.000000)

15/07,/30 22:28:45 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%

15/07/30 22:28:45 INFO scheduler.StatsReportListener: 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms ©.0ms 19.0 ms 19.0 ms 19.0 ms
15/07/30 22):28:45 INFO scheduler.StatsReportListener: remote bytes read:(count: 8, mean: 22.500000, stdev: 29.047375, max: 60.000000, mi
n: 0.000000

15/07/30 22:28:45 INFO scheduler.sStatsReportListener: 0% 5% 10% 25% 50% 7 5% 90% 95% 100%

15/07/30 22:26:45 INFO scheduler.sStatsReportListener: 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B 60.0 B 60.0B 60.0B 60.0B

15/07,/30 22:28:4; INFO scheduler.sStatsReportListener: task result size:(count: 8, mean: 1064.750000, stdev: 80.033977, max: 1095.000000,
min: &53.000000

|15/07/30 22:28:45 INFO scheduler.StatsrReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%

(|15/07/30 22:28:45 INFO scheduler.StatsReportListener: 853.0 B 853.0 B B53.0 B 1095.0 B 1095.0 B 1095.0 B 1095.0 1
095.0 B 1095.0 B

15/07,/30 22:28:45 INFO scheduler.statsReportListener: executor (non-fetch) time pct: (count: 8, mean: 34,265778, stdev: 6.291089, max: 4
8.275862, min: 28.125000)

15/07/30 22:26:45 INFO scheduler.sStatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%

15/07,/30 22:28:45 INFO scheduler.statsReportListener: 28 % 28 % 28 % 30 % 32 % 38 % 48 % 48 % 48 %

|15/07,/30 22:%8:45 INFO scheduler.statsReportListener: fetch wait time pct: (count: 8§, mean: 5.088848, stdev: 7.925312, max: 18.750000, m
in: 0.000000

15/07/30 22:28:45 INFO scheduler.StatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%

15/07/30 22:2 INFO scheduler.StatsReportListener: 0% 0 % 0% 0 % 0% 19 % 19 % 19 % 19 %

15/07/30 22:28:45 INFO scheduler.statsReportListener: other time pct: (count: &, mean: 60.645374, stdev: 7.307436, max: 71.014493, min:

50.980392) B

15/07/30 22:28:45 INFO scheduler.StatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100% =

15/07/30 22:28:45 INFO scheduler.statsReportListener: 51 % 51 % 51 % 53 % 63 % 69 % 71 % 71 % 71 %

Stage Tasks: Shuffle Shuffle

Id Description Submitted Duration Succeeded/Total Input  Read Write

57 collect at HiveContext scala:415 +details 2015/07/30 02s 88 179.0B
22:27:30

63 mapPartitions at Exchange.scala:71 +details  2015/07/30 0.7s 20/20 93.3 KB 419.0B
22:27:30

51 RangePartitioner at Exchange_scala:79 +details  2015/07/30 08s 20/20 93.8 KB
22:27:28

a6 mapPartitions at Exchange.scala:48 +details  2015/07/30 23 20/20 1299.2 KB 1394 KB
22:27:26

a5 mapPartitions at Exchange.scala:48 +details  2015/07/30 1s 20/20 1359.3 KB 18959 KB
22:27:25

54 mapPartitions at Exchange.scala:48 +details  2015/07/30 253 2/2 11.4 16752.0 KB
222723 MB

53 mapPartitions at Exchange.scala:48 +details  2015/07/30 09s 2/2 588.0 333.7 KB
22:27:23 KB

52 mapPartitions at Exchange.scala:48 +detalls  2015/07/30 08s 2/2 167.5 51.3 KB
222723 KB
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3.3 3 BABIIREBFRAESTITRHER
F—% HUTSQLIEE

spark-sql>select c.theyear,max(d.sumofamount) from tbDate c join (select
a.dateid,a.ordernumber,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber )
d on cdateid=d.dateid group by c.theyear sort by c.theyear;

| hadoopl || hadoop2 | | hadoop3

sEark—sq1> select c.theyear,max(d.sumofamount) from thpate ¢ join (select a.dateid,a.ordernumber,sum(b.amount) as sumofamount from thsto
ck a join thstockpetail b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber ) d on c.dateid=d.dateid group by c.theyear s
ort by c.theyear;

15/07/30 Z2:23:20 INFO parse.ParseDriver: Parsing command: Select c.theyear,max(d.sumofamount) from tDDate C join (select a.dateid,a.ord
ernumber ,sum(b. amount) as sumofamount from thstock a join tbStockDetail b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumbe
r ) d on c.dateid=d.dateid group by c.theyear sort by c.theyear

15/07/30 22:23:20 INFO parse.ParseDriver: Parse Completed

15/07/30 22:23:20 INFO storage.Memorystore: ensureFreespace(402558) called with curMem=1340351, maxMem=278302556

15/07/30 22: 20 INFO storage.MemoryStore: Block broadcast_42 stored as values in memory (estimated size 393.1 kB, free 263.7 MBE)
15/07/30 22: 20 INFO storage.MemoryStore: ensureFreespace(27455) called with curMem=1742909, maxMem=278302556

22: 20 INFO storage.Memorystore: Block broadcast_42_piece0 stored as bytes in memory (estimated size 26.8 kB, free 263.7 MB)
15/07/30 22: 20 INFO storage.BlockmanagerInfo: added broadcast_42_qﬁece0 in memory on hadoopl:55278 (size: 26.8 kB, free: 265.3 mMB)
15/07/30 22: 20 INFO storage.BlockManagerMaster: Updated info of block broadcast_42_piece0

15/07/30 22: 20 INFO storage.MemoryStore: ensurefFreeSpace(402774) called with curMem=1770364, maxMem=278302556

15/07/30 22: 20 INFO storage.MemoryStore: Block broadcast_43 stored as values in memory (estimated size 393.3 kB, free 263.3 MB)
15/07/30 22: 20 INFO storage.MemoryStore: ensureFreespace(27548) called with curMem=2173138, maxMem=278302556

15/07/30 22: 20 INFO storage.MemoryStore: Block broadcast_43_piece0 stored as bytes in memory (estimated size 26.9 kB, free 263.3 MB)
15/07/30 22:23:20 INFO storage.BlockmanagerInfo: Added broadcast_43_piece0 in memory on hadoopl:55278 (size: 26.9 kB, free: 265.3 MB)
15/07/30 22:23:20 INFO storage.Blockmanagermaster: Updated info of bqock broadcast_43_piece0

F_F PUTER
{£F3 CLI HUTEESRANT ¢

15/07,/30 22:23:25 INFO spark.sparkcontext: Job finished: collect at HiveContext.scala:415, took 5.08I170789 s
15/07/30 22:23:25 INFO scheduler.sStatsReportListener: task runtime:(count: 20, mean: 74.600000, stdev: 50.253756, max: 196.000000, min:
20. 000000)

-
[
un
.
o
=~
.
w
[=]

15/07/30 22:23:25 INFO scheduler.StatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
|115/07/30 22:23:25 INFO scheduler.StatsReportListener: 20,0 ms 21.0 ms 23.0ms 27.0 ms 73.0 ms 112.0 ms 158.0 ms 196.0 ml
96.0 ms

2004 23612
|| 2005 38180
I2006 36124
2007 159126
2008 55828
|| 2009 25810
2010 13063
Time taken: 5.434 seconds
|115/07/730_22:23:25 INFO Clibriver: Time taken: 5.434 seconds
spark-sql= 15/07/30 22:23:25 INFO scheduler.statsReportListener: fetch wait time:(count: 20, mean: 10.700000, stdev: 21.149704, max: 83.
000000, min: 0.000000)
15/07/30 22:23:25 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:23:25 INFO scheduler.statsReportListener: 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms 16.0 ms 53.0 ms 83.0 ms §3.0 ms
15/07/30 22:23:%5 INFO scheduler.statsReportListener: remote bytes read:(count: 20, mean: 274.850000, stdev: 387.473260, max: §96.000000
, min: 0.000000
15/07/30 22:23:25 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/30 22:23:25 INFO scheduler.statsReportListener: 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B £32.0 B 893.0 B 896.0 B 896.0 B
15/07/30 22:23:25)INFO scheduler.statsreportListener: task result size:(count: 20, mean: 932.800000, stdev: 108.749069, max: 1081.000000
, min: 853.000000

||15/07/30 22:23:25 INFO scheduler.statsrReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
||15/07,/30 22:23:25 INFO scheduler.statsrReportListener: £53.0 B 853.0 B 853.0 B 853.0 B 853.0 B 1081.0 B 1081.0 B 1081.0 1
081L.0 B

15/07/30 22:23:25 INFO scheduler.StatsReportListener: executor (non-fetch) time pct: (count: 20, mean: 41.134721, stdev: 16.982471, max:
83.928571, min: 20.238095)

15/07/30 22:23:25 INFO scheduler.StatsReportListener: 0% 5% 10% 25% 50% 75% 903 95% 100%

15/07/30 22:23:25 INFO scheduler.StatsReportListener: 20 % 22 % 23 % 29 % 30 % 56 % 66 % 84 % 84 %

15/07/30 22:23):25 INFO scheduler.StatsReportListener: fetch wait time pct: (count: 20, mean: 7.255120, stdev: 12.276191, max: 42.346939,
min: 0.000000

15/07/30 22:23:25 INFO scheduler.StatsReportListener: 0% 5% 10% 25% 50% 75% a0% 95% 100%

15/07/30 22:23:44 INFO scheduler.statsReportListener: 0% 0% 0% 0% 0% 17 % 34 % 42 % 42 %

15/07/30 22::’23:44 INFO scheduler.statsReportListener: other time pct: (count: 20, mean: 51.610160, stdev: 22.285204, max: 79.761905, min

1 14.285714

15/07/30 22:23:44 INFO scheduler.statsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100% =

15/07/30 22:23:44 INFO scheduler.statsReportListener: 14 % 18 % 21 % 34 % 6l % 77 78 % 80 % 80 %

Stage Tasks: Shuffle Shuffle

Id Description Submitted Duration Succeeded/Total Input  Read Write

45 collect at HiveContext.scala:415 +details | 2015/07/30 05s 20/20 5.4 KB
22:23:25

a0 mapPartitions at Exchange._scala:48 +defails  2015/07/30 1s 20/20 266l KB B8.1KB
22:23:23

49 mapPartitions at Exchange. scala:48 +details | 2015/07/30 2s 20/20 1296.6 KB 348.4 KB
22:23:22

43 mapPartitions at Exchange. scala:48 +detals 2015/07/30 1s 2/2 114 1675.0 KB
22:23:20 MB

47 mapPartitions at Exchange._scala:48 +details  2015/07/30 0.7s 2/2 5288.0 333.7 KB
22:23:20 KB

46 mapPartitions at Exchange scala:48 +details  2015/07/30 07s 22 167.5 53.0 KB
22:23:20 KB
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4 Spark Thrift Server

ThriftServer — JDBC/ODBC # , FAFAILAEE JDBC/ODBC i%&#% ThriftServer 3k
i3ia) SparkSQL BYEWE. ThriftServer fEEaRIANE | SFah T — SparkSQL BN ARER |
miE@id JDBC/ODBC & kY= Fin R D =X SparkSQL N FEEFIIEE , BHEiRA
BB Z B LAHEEEYE ; ThriftServer FEfTiAFE— Mules , F1F JDBC ZFimiIERE
R E . ATLA , EECE ThriftServer fUATHR , Z/DEFCE ThriftServer BEHNZFiw |
SNERE(HEA Hive #UERNE | IRE4Z (L Hive Metastore Y uris,

[i£] Spark CLI#0 Spark Thrift Server SE3&IREE/IE IR (Spark fHiESEPE (T ) --Spark
PRiEZcae) FriEE

4.1 GeBEFHR
4.1.1 Ui HEeE hive-site.xml

E—E Bl5E hive-sitexml| ECE{H

FE$SPARK_HOME/conf BR & hive-sitexm| EEE T4 ( ANER1E Spark SQL CLI FEZ T
N, ATLAEHRS )

Scd /app/hadoop/spark-1.1.0/conf

$sudo vi hive-site.xml/

| | hadoop1 || hadoop2 | | hadnnp3| ]

[hadoop@hadoopl ~]% cd Sfapp/hadoop/spark-1.1.0/conf

[hadooﬁ@hadoopl confl% 1s

fairscheduler.xml.template Tlog4j.properties.template spark-defaults. conf.template
hive-site-bak. xml metrics.properties.template

hive-site. xml slaves

[hadoop@hadoopl confl$ sudo vi hive-site.xmlll

B BREREXY

»

%8 hadoopl /3 Metastore fg5588 , hadoop2 3 Thrift Server fRE28 , EEERBUT :

<configuration>
<property>
<name>hive.metastore.uris</name>
<value>thrift,//hadoopl1:9083</value>
<description>Thrift URI for the remote metastore. Used by metastore client to
connect to remote metastore. </description>

</property>
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<property>
<name> hive.serverZ.thrift. min.worker.threads</name>
<value>5</value>
<description>Minimum number of Thrift worker threads </description>
</property>

<property>
<name> hive.serverZ2.thrift max.worker.threads</name>
<value>500</value>
<description>Maximum number of Thrift worker threads</description>
</property>

<property>
<name> hive.serverZ.thrift port</name>
<value>10000</value>
<description>Port number of HiveServerZ2 Thrift interface. Can be overridden by
setting $HIVE SERVER2 THRIFT_PORT</description>
</property>

<property>
<name> hive.server2.thrift. bind.host</name>
<value>hadoopZ2</value>
<description>Bind host on which to run the HiveServer2 Thrift interface.Can be
overridden by setting$HIVE SERVER2 THRIFT_BIND_HOST</description>
</property>
</configuration>
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| hadoop1 || hadoop2 | | hadoop3

<configuration>
<propertﬁ>
<name>hive. metastore. uris</name>
<value>thrift://hadoopl:9083</value>
<description=Thrift URI for the remote metastore. Used by metastore client to connect to remote metastore.</desc
riptions=
</property=

<propertﬁ>
<name>hive. server2. thrift.min.worker. threads</name>
<value>5</value>
<description=Minimum number of Thrift worker threads</descriptions
</property=

<propertﬁ>
<name=hive. server2. thrift. max.worker. threads</name:>
=value=500</value>
<description=Maximum number of Thrift worker threads</description>
</property>

<propertﬁ>
<name=hive. server2. thrift. port</name=
<value=10000</values
<description=Port number of HiveServer2 Thrift interface. Can be overridden by setting $HIVE_SERVERZ_THRIFT_FORT
</description>
</property>

<propertﬁ>
<name=hive. server2. thrift. bind. host</names
<valuexhadoop2</value>
<description=Bind host on which to run the Hiveserver2 Thrift interface.Can be overridden by setting$HIVE_SERVER
2_THRIFT_BIND_HOST</description>
</property>
</configuration=

4.1.2 |3z Hive

£ hadoopl TimH , fEfE8/55N Hive Metastore ( WNSREUEFIHE HDFS MRS | £FE
S50 Hadoop B HDFS ) :

Snohup hive --service metastore > metastore.log 2>&1 &

| | hadoop1 || hadoop2 | | hadoops3 | &
=h?d00p@had00pl sbin]% nohup hive --service metastore > metastore. log 2>&1 & -
[1] 3916
[hadoop@hadoopl shin]$ jobs
[1]+ Running nohup hive --service metastore > metastore.log 2=81 &
[hadoop@hadoopl sbinl% jps
98 Main
3916 RunJlar
3477 DataNode
3998 1ps
Il 2604 secondaryNameNode
3365 NameNode

4.1.3 I3z} Spark £E8## Thrift Server
£ hadoopl T5=/35) Spark &8

Scd /app/hadoop/spark-1.1.0/sbin
$./start-all.sh

£ hadoop2 T LN SPARK_HOME/sbin B , (HR &< Ea Thrift Server

S$cd /app/hadoop/spark-1.1.0/sbin
3./start-thriftserver.sh --master spark.//hadoopl.7077 --executor-memory 1g
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| hadoop1 | | hadoop2 || hadonpSl %]

hadoop@hadoopZ\sbin]§ cd /app/hadoop/spark-1.1.0/shin
[hadoop@hadoop2 3ginl$ 1s

»

[hadoop@hadoop? sbinl$ [. /start-thriftserver.sh --master spark://hadoopl:7077 --executor-memory 1g |

spark assembly has been built with Hive, including Datanucleus jars on classpath

Jog4j:wARN No appenders could be found Tor Togger (org apache. hadoop.util. shell).

log4]:WARN Please initialize the log4j system properly

log4]:WARN See http://logging. apache. org,f'log4 /1.2/faq. html#noconfig for more dinfo.

Using spark’s default Togdj profile: org/apac e;’sparkj'logzij—defau'lts.pro erties

1%;’0?{]’%0 22:40:13 WARN NativeCodeLoader: uUnable to load native-hadoop Tlibrary for your platform..
icable

ES;’U?/SU 22:40:13 INFO HiveThriftServer2: starting SparkContext

15/07,/30 22:40:14 INFO securityManager: changing view acls to: hadoop,

15/07,/30 22:40:14 INFO SecurityManager: Changing modify acls to: hadoop

15/07/30 22:40:14 INFO Secur'ltwana er: SecurityMmanager: auther‘lt'lcat'lon d'lsab'led, ui acls disabled; users with view permissions: set(h

adoop, ); users with modify permissions: set(hadoop, )

. using builtin-java classes where ap

i*& : Thrift Server EEIZIBBECEE hadoop2 3 !
R IRIEE I LAERIBE T SparkSQL M AFER? :

Workers
Id Address State Cores Memory
worker-20150730215823-hadoop1-45473 hadoop1:45473 ALIVE 1(1 Used) 1024.0 MB (1024.0 MB Used)
worker-20150730215824-hadoop2-37469 hadoop2:37469 ALIVE 1 (1 Used) 1024.0 MB (1024.0 MB Used)
worker-20150730215824-hadoop3-33258 hadoop3:33258 ALIVE 1 (1 Used) 1024.0 MB (1024.0 MB Used)

Running Applications

1D Name Cores Memory per Node Submitted Time User State Duration

app-20150730224027-0005 | SparkSQL::hadoop2 3 1024.0 MB 2015/07/30 22:40:27 hadoop RUNNING 36s

4.1.4505ESH
{8 sbin/start-thriftserver.sh --help BJLAZZF ThriftServer lap <S54 ¢

$sbin/start-thriftserver.sh --help Usage: ./sbin/start-thriftserver [options] [thrift server
options]

Thrift server options: Use value for given property
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| | hadoop1 | | hadoop2 | | hadoop3| | hadoop2 (1) |

[hadoop@hadoop2 spark-1.1.0]% sbin/start-thriftserver.sh --help -
usage: ./sbin/start-thriftserver [options] [thrift server options]
spark assembly has been built with Hive, including Datanucleus jars on classpath

options:
--master MASTER_URL sEark://host:port, mesos://host:port, yarn, or local.
--deploy-mode DEPLOY_MODE  Wnether to launch the driver program locally ("client™) or

on one of the worker machines inside the cluster ("cluster™)
(pefault: c11ent)

--class CLASS_NAME your application’s main class (for Java / Scala apps).
--name MNAME A name of your aqp11cat10n
--jars JARS Comma-separated list of local jars to include on the driver
and executor classpaths.
--py-files PY_FILES Comma-separated 1ist of .zip, .egg, or .py files to place
on the PYTHONPATH for Python apps.
--files FILEsS comma-separated 1ist of files to be placed in the working
directory of each executor.
--conf PROP=VALUE Arbitrary Spark configuration property.
--properties-file FILE Path to a file from which to Toad extra properties. If not
specified, this will look for conf/spark-defaults.conf. U
--driver-memory MEM memory for driver (e.g. 1000M, 2G) (Default: 512m).
--driver- {ava—options Extra Java options to pass to the driver.
--driver-library-path Extra library path entries to pass to the driver.
--driver-class-path Extra class path entries to pass to the driver. Note that 0
jars added with --jars are automatically included in the
classpath.
—-eXecutor-memory MEM Memory per executor (e.g. 1000M, 2G) (pefault: 1G).
\| --help, -h show this help message and exit
--verbose, -v Print additional debug output =

Spark standalone with cluster dep10¥ mode only:
-—driver-cores NUM Cores for driver (pefault: 1).
--supervise If given, restarts the driver on failure.

Spark standalone and Mesos only:
--total-executor-cores NUM Total cores for all executors.

YARN-only:
——executor-cores NUM Number of cores per executor (Default: 1).
--queue QUEUE_NAME The YARN queue to submit to (pefault: "default").
——num-executors NUM Number of executors to launch (Default: 2).
--archives ARCHIVES Ccomma separated 1ist of archives to be extracted into the

Thrift server options:
—-hiveconf <property=value> Use value for given property

HEFI[options] & Thrift Server 51— SparkSQL N FAEFRISEL , IRAIRE--master AY
i& , BTEEEN Thrift Server BHSELA local ATIETT , RAEEIT http://H18842:4040 #H{Tiads ;

S8, JLASER Sparkl.0.0 NFRERFEPE TR spark-submit FIS#L, EEEFPREM
Thrift Server B9iF , —EZEECE master, executor-memory FS4{,

[thrift server options]& Thrift Server &L , BILA{EEA-dproperty=value BIEIUREN. ;
LR AL, RASEtRE | BHEER conf/hive-sitexml EcE.

4.2 5Lk Thrift Server

4.2.1 =2 E PiRiEE

ALEEET B350 bin/beeline , A !connect jdbchive2://hadoop2:10000 & ##
ThriftServer , B BEXREANRER , FrLARRP&AIETT bin/beeline B9 hadoop , &85
A=

Scd /app/hadoop/spark-1.1.0/bin

3./beeline

beeline>!connect jdbc:hiveZ2.,//hadoop2:10000
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| hadoop1 || hadoop2 I | hadoop3| ]

[hadoop@hadoopl ~]$% cd app hadoop/spark-1.1.0/bin -

[hadoop@hadoopl binl$

heeline TOad spark-env.sh pyspark cmd spark-class C Ti

ute- cWasspath cmd metastore. log 5 ark-classz2. cmd
te-c run- examp1e2 cmd spark class.cmd spark-submit

f11e gsparkz cmd run-example. cmd spark-she spark-submit. cmd

[hadoop@hadoopl bin]$ ./beeline

spark assembly has been built with Hive, including Datanucleus jars on classpath

Beeline version 1.1.0 bﬁ Apache Hive

beeline= !'connect jdbc:hive2://hadoop2:10000

scan complete in 9ms

connecting to jdbc:hive2://hadoop2:10000

Enter username for jdbc:hive2://hadoop2:10000: hadoop

Enter password for jdbc:hiveZ://hadoop2:10000:

1og4j:WARN No appenders could be found for logger (org.apache.hadoop.util.shell).

log4]:wARN Please initialize the log4j system properly.

Tog4]:WARN see http://logging. apache org/logd4j/1.2/fag. html#noconfig for more info.

Connected to: Hive (version 0.12.0)

Driver: Spark Project Core (vers1cn 1.1.0)

Transaction isolation: TRANSACTION_REPEATABLE_READ

0: jdbc:hive2://hadoop2:10000>

=
4.2 2 BFIR(E
—1E B/ hi X

E—% 2R hive BUEEMBXR
beeline>show database;
beeline>use hive’
beeline>show tables;

| | hadoop1 || hadoop2 II hadonpSl 3|

0: jdbc: h1ve2 //hadoop2 :10000> show databases;

+ __________
| result |
M+ +
| default |
| hive
o +

2 rows selected (0.713 seconds)
0: jdbc:hive2://hadoop2:10000> use hive;

o ———— +
Ml result |
- +

+ _________
[ |

NO rows 5&1ected (0.272 seconds)
D jdbc:hive2://hadoop2:10000> show tables;

________________ +
| result |
M+ +
| sogougl |
| sogouqz |
| thdate |
I thstock I

thstockdetail

5 rows selected (D 316 seconds)_

E Bk testThrift

beeline>create table testThrift(field1 String, field2 Int),
beeline>show tables;
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| | hadoop1 || hadoop2 | | hadn0D3| =

0: jdbc:hivez://hadoop2:10000> create table testThritt(Tieldl string , Tield2 Int);
+

————————— +
| result |
W+r---———-- +
Fo——————— +

No rows selected (1.413 seconds)
H0O: jdbc:hive2://hadoop2:10000> show tables;
+

________________ +
| result |
Fom e +

il | sogougl
sogoug2
! tbgate

| |

| |

| |
ll] thstock |
| thstockdetail |

| testthrift |
+

6 rows selected (0.298 seconds)

=3 B tbStockDetail &HLEATF 3000 3FEAZ testThrift &b

beeline>insert into table testThrift select ordernumber.amount from tbStockDetail
where amount>3000;
beeline>select * from testThrift

|| hadoop1 ||hadoop2| Ihadoop3|

0: jdbc:hiveZ://hadoop2:10000> 1nsert into table testThritft select ordernumber,amount Trom
thstockDetail where amount>3000;

tmmm o +
| | ordernumber | amount |
tommm tomm—————— +
tmmm o +
[INo rows selected (32.801 seconds)

0: jdbc:hivez://hadoop2:10000> select * from testThrift;
tommmm—mm———mm— - +o———————- +

field2
| GHSLOO000743
| GHSLOO001503
| HMISLOOO0O706
| HMISLOOO0O706
| HMISLOOO00826
| HMISLOOO01769
| HMISLOOO02224

R S
FoN
f=.
[Te]
]

I
+
I
10989 |
I
I
I
I
I

FEIUE FJFEFE testThrift T , BEEFKITRIBENIZEKTD

beeline>drop table testThrift
beeline>create table testThrift (field1 String, field? Int);

»

™

beeline>insert into table testThrift select c.theyear,max(d.sumofamount) from tbDate c

Join (select a.dateid,a.ordernumber,sum(b.amount) as sumofamount from tbStock a
Join tbStockDetail b on a.ordernumber=>b.ordernumber group by

a.dateida.ordernumber ) d on c.dateid=d.dateid group by c.theyear sort by c.theyear;

beeline>select * from testThrift:
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| | hadoop1 || hadoop2 I | hadoopSl &

D jdbc:hivez://hadoop2:10000> drop table testThrift; -
————————— +

| Result |

Fommm +

+ _________

NO rows seTected (1.099 seconds)
0: jdbc:hiveZ://hadoop2:10000> create table testThrift (fieldl string , field2 Int);

—
+
|
1
1
1
1
|
1
|

NO rows EETEcted (0.33 seconds)
0: jdbc:hivez: ffhadooqz :10000> insert into table testThrift select c.theyear,max(d. sumofamount) f
rom thDate C ?oin (select a.dateid,a.ordernumber,sum{b. amount) as sumofamount from thstock a join
thstockDetai b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber ) d on c.dateid
—d dateid group by c.theyear sort by c.theyear;

+

No rows selected (69 26 seconds)
D jdbc: h1vez ffhadoopz 10000> select * from testThrift;

| fieldl | field2 |
B Fommm +
| 2010 | 13063 |
i | 2004 | 23612 |
| 2005 | 38180 |
Il | 2006 | 36124 |
| 2007 | 159126 |
| 2008 | 55828 |
| 2009 | 25810 |
Fomm = Fomm -

+
7 rows selected (2.407 seconds)_

4.2 3 EFEITREFRITRE
%—4% 7 SQLIEH

spark-sql>select c.theyear, count(distinct a.ordernumber) from tbStock a join

m. |

tbStockDetail b on a.ordernumber=>b.ordernumber join tbDate ¢ on a.dateid=c.dateid
group by c.theyear order by c.theyear;

B PUTER

| | hadoopl || hadoop2 I | hadoopSl 3¢ |
0: jdbc:hiveZ://hadoop2:10000= select c.theyear, count(distinct a.ordernumber) from thstock a joi .
n thstockbetail b on a.ordernumber=b.ordernumber join tbbDate ¢ on a.dateid=c.dateid group by c.t
heyear order by c. theyear,
W+ o=
| theyear | c_1 |
Fommmm o +
| 2004 | 10094 |
| 2005 | 3828 |
| 2006 | 3772 |
| 2007 | 4885 |
M| 2008 | 48861 |
| | 2009 | 2619 |
| 2010 | 94 |
| [ —— I +
7 rows selected (37.439 seconds) [l
-
Stage HS#%=TUH :
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Stage Tasks: Shuffle Shuffle

Id Description Submitted Duration Succeeded/Total Input Read  Write

28 select c.theyear, couni(distinct a.ordernumber) from tbStock a join thSfockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 0.1s [ T— 2750B
toDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:44
collect at SparkSQLOperationManager.scala:191 +details

34 select c.theyear, counf(distinct a.ordernumber) from thStock a join thSfockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 3s . 200/200 1435 38508B
tbDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:41 KB
mapPartitions at Exchange.scala:71 +details

22 select c.theyear, count(distinct a.ordernumber) from tbStock a join thStockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 3s _ 143.0
thDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:38 KB
RangePartitioner at Exchange scala:79 +details

27 select c.theyear, countidistinct a.ordernumber) from tbStock a join thStockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 155 . 200/200 14700 2147
tbDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:23 KB KB
mapPartitions at Exchange.scala:48 +details

26 select c.theyear, couni(distinct a.ordernumber) from tbStock a join tbSfockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 13 s R £ —) 9386 21MB
tbDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:09 KB
mapPartitions at Exchange.scala:48 +details

25 select c.theyear, couni(distinct a.ordernumber) from thStock a join tbStockDetail b on a.ordernumber=b.ordernumber Join 2015/07/30 2s e 114 1058.1
tbDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:07 MB KB
mapPartitions at Exchange.scala:48 +details

24 sefect c.theyear, count(distinct a.ordernumber) from thStock a join thStockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 1s N So8.0 413.0
tbDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:07 KB KB
mapPartitions at Exchange.scala:48 +details

23 select c.theyear, count(distinct a.ordernumber) from tbStock a join thStockDetail b on a.ordernumber=b.ordernumber join 2015/07/30 0.7 s _ 167.5 87.3
thDate ¢ on a.dateid=c.dateid group by c.theyear order by c.theyear 22:59:07 KB KB

mapPartitions at Exchange.scala:48 +details
&% Details for Stage 28

Aggregated Metrics by Executor
ExecutorIlD  Address Task Time  Total Tasks Failed Tasks Succeeded Tasks Input  Shuffle Read Shuffle Write Shuffle Spill (Memary) Shuffle Spill (Disk)
0 hadoop2:35048 01s 3 1] 3 00B 00B 0.08 0.0B 0.08
1 hadoop1:60828 01s 3 1] 3 00B 165.0B 008 0.0B 008
2 hadoop3:39761 01s 2 o] 2 00B 110.0B 0o0B 0.0B ooB

Tasks

Index 1D Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators shuffle Read Errors
0 1631 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 22:59:44 31 ms 55.0B
1 1632 0 SUCCESS PROCESS_LOCAL hadoop3 2015/07/30 22:59:44 31t ms 55.0B

2 1633 0 SUCCESS PROCESS_LOCAL hadoop?2 2015/07/30 22:59:44 49 ms 00B

3 1634 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 22:59:44 15 ms 5508

4 1635 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/30 22:59:44 11 ms 008

5 1636 0 SUCCESS PROCESS_LOCAL hadoop3 2015/07/30 22:59:44 17T ms 550B

6 1637 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 22:59:44 10 ms 550B

7 1638 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/30 22:59:44 ams 008

4.2 AtEFAEITRBEEmE3
$—% HIT SQLIEE

spark-sql>select c.theyear,c.themonth,sum(b.amount) as sumofamount from tbStock a

Join tbStockDetail b on a.ordernumber=>b.ordernumber join tbDate c on
a.dateid=c.dateid group by c.theyear,c.themonth order by sumofamount desc limit 10;

B PTE
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| | hadoop1 || hadoopz | | hadoop3|

up by c. theyear c.themonth order by sumofamoum: desc Timit 10;

+ommmmm e tommmmmmm +
2008 1 2444809
2006 1 1897819
2007 2 1809792
2007 10 1691198
2007 1 1606365
2008 5 1582829
2007 12 1552968
2007 5 1486832
2008 2 1484344
2005 g 1429748

___________________________________ +

1[} rows se'lected (25.58 seconds)

Stage S1ETUHE

0: jdbc:hivel://hadoop2:10000> select c.theyear,c.themonth,sum(b.amount) as sumofamount from thst .
ock a join tbstockDetail b on a.ordernumber=b. ordernumber join tbhDate c¢ on a.dateid=c.dateid gro

[

Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
4 select c.theyear,c.themonth,sum(b.amount) as sumofamount from tbStock a join thStockDetail b on 2015/07/30 19 ms [ —
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by c.theyear,c.themonth order by sumofamount 23:03:42
desc limit 10
collect at SparkSQLOperationManager.scala:191 +details
35 select c.theyear,c.themonth,sum(b.amount) as sumofamount from thStock a join thStockDetail b on 2015/07/30 3s _ 85.7
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateld group by c.theyear,c.themonth order by sumofamount 23:03:29 KB
desc imit 10
takeOrdered at basicOperators.scala:171 +details
40 select c.theyear,c.themonth, sum(b.amount) as sumofameunt from toStock a join thStockDetail b on 2015/07/30 115 2000200 1676.6 127.5
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by c.theyear,c.themonth order by sumofamount 23:03:27 KB KB
desc limit 10
mapPartitions at Exchange scala:48 +details
39 select c.theyear,c.themonth,sum(b.amount) as sumofamount from thStack a foin thStockDetail b on 2015/07/30 95 _ 14105 2.4 MB
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateld group by c.theyear,c.themonth order by sumofamount 23:03:18 KB
desc imit 10
mapPartitions at Exchange scala:48 +details
38 select c.theyear,c.themonth, sum(b.amount) as sumofamount from taStock a join thStockDetail b on 2015/07/30 2's e ) 1.4 1713.1
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by c.theyear,c.themonth order by sumofamount 23:03:17 MB KB
desc limit 10
mapPartitions at Exchange scala:48 +details
37 select c.theyear,c.themonth,sum(b.amount) as sumofamount from thStack a foin thStockDetail b on 2015/07/30 095 _ 588.0 410.6
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateld group by c.theyear,c.themonth order by sumofamount 23:03:17 KB KB
desc imit 10
mapPartitions at Exchange scala:48 +details
36 select c.theyear,c.themonth, sum(b.amount) as sumofamount from taStock a join thStockDetail b on 20150730 [ 0.8s | (G 1675 100.1
a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by c.theyear,c.themonth order by sumofamount 23:03:17 KB KB
desc limit 10
FEEE— Task o, MASHEENEOR
FHFE— Task 7, 15
Aggregated Metrics by Executor
Executor |D Address Task Time Total Tasks Failed Tasks Succeeded Tasks Input Shuffle Read Shuffle Write Shuffle Spill (Memory) Shuffle Spill (Disk)
1 hadoop1:60828 065 1 1] 1 83.TKB 00B 496 KB 00B 00B
2 hadoop3:39761 0&s 1 1] 1 837TKB 00B 506 KB 00B 00B
Tasks
Index ID Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulaters Input Write Time Shuffle Write Errors
0 1639 0 SUCCESS| NODE_LOCAL |hadoop1 2012/07/3023:03:17 05s 83.7 KB (hadoop) 6 ms 49.6 KB
1 1640 0 SUCCESS | NODE_LOCAL |hadoop3 2013/07/3023:03:17 0.7s 30 ms 83.7 KB (hadoop) 6 ms 50.6 KB

E/eERY Task 2MAFHIREEE
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Aggregated Metrics by Executor

Executor|D  Address Task Time Total Tasks Failed Tasks  Succeeded Tasks Input  Shuffle Read Shuffle Write Shuffle Spill (Memory) Shuffle Spill (Disk)
o] hadoop2:35048 3s 60 o 60 00B 288KB o0oB 0o0B 0o0B

1 hadoop1:60525 3s 70 1] 70 00B 282KB 008 0.0B 008

2 hadoop3:39761 3s 70 1] 70 00B 28.7KB 008 0.0B 008
Tasks

Index 1D Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Shuffle Read Errors
o] 2045 0 SUCCESS PROCESS_LOCAL hadoop3 2015/07/30 23:03:39 02s 0.0B

2 2047 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/30 23:03:39 02s 0.0B

1 2046 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 23:03:39 0.2s 00B

3 2048 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 223:03:39 ams 00B

4 2049 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/30 23:03:39 6 ms 00B

6 2051 0 SUCCESS PROCESS_LOCAL hadoop3 2015/07/30 23:03:39 75 ms 1330.0B

5 2050 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 23:03:39 73ms 1400.0B

7 2052 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/30 23:03:39 67 ms 14700 B

g 2053 0 SUCCESS PROCESS_LOCAL hadoop1 2015/07/30 23:03:39 61 ms 1469.0B

4.2.5 BERERE

B REFEE

beeline>cache table tbStock;
beeline>select count(*) from tbStock;

| | hadoop1 || hadoop2 I | hadoop3| Ed
0: jdbc:hive://hadoop?:10000> cache table tbhstock; -
o +
| result |

|\+--—-—————- +

o +

No rows selected (0.125 seconds)

(|0: jdbc:hive2://hadoop2:10000>= cache table thstock;
o +
| rResult |
o +

M+-—————- +

||MNo rows selected (0.145 seconds)
| 0: jdbc:hive2://hadoop2:10000> cache table thstock;

+-—m—————- +
| rResult |
o +

l|NO rows seﬁected (0.145 seconds) [
FH BIT424 0 HHEMBITREBHEESRIT3"

beeline>select count(*) from tbStock;

| | hadoop1 || hadoop2 || hadoopSl %]
0: jdbc:hivez://hadoop2:10000> cache table tbstock; -
R +
| rResult |
W+--—-—- +
R +

No rows selected (0.183 seconds)
0: jdbc:hive2://hadoop2:10000> select count(®*) from thstock;

+
M1 21154 |
{+---—----

RRHELIA 11,2337 , 25 webUl , HIETEER , EHEH 100% :
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| & = € [1 hadoop2:4040/storage/

| %

Spariz Stages Storage Environment Executors SparkSQL::hadoop2 application U
Storage
Cached Fraction Size in Size in Size on
RDD Name Storage Level Partitions Cached Memory Tachyon Disk
HiveTableScan [ordernumber#253 locationid#254 dateid#255]. (MetastoreRelation IMemory Deserialized 1x 2 100% 780.4 KB 008B 008
hive, tbstock, None}, None Replicated

F=F ERIMTRBXIET

£ hadoop3 T = /=581 bin/beeline , A !connect jdbc:hive2://hadoop2:10000 % #
ThriftServer , SAEEZEITX] thStock 41 (=B HITEIRENITR ) :

|| hadoop1 I | hadoop2| | hadoop3 | £
0: jdbc:hive2://hadoop2:10000> select count(®) from thstock; -
o ————— +

| c0 |

| 21154 |

o +

1 row selected (0.343 seconds)

0: jdbc:hive2://hadoop2:10000>

FAAT 0.343 #b , B&EE webUI B stage :

Aggregated Metrics by Executor

Executor ID Address Task Time Total Tasks Failed Tasks Succeeded Tasks Input Shuffle Read Shuffle Write Shuffle Spill (Memory)  Shuffle Spill (Disk)
0 hadoop2:35048 68 ms 1 0 1 00B 5108 00B 00B 00B

Tasks

Index D Atlempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Shuffle Read Errors

0 4082 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/30 23:26:26 40 ms 51.0B

Locality Level 2 PROCESS , EREFRATEREE.

MERTLAEE | ThriftServer aJLUERZ 4 JDBC/ODBC EF s , FEEZETLAHZEEE.
IiERR—a , ThriftServer FaifEbFIEITIRE . BPELAER ctrl+c iBH ThriftServer ; i
beeline BB H{#ER!q T8 <.

4.2.6 7 IDEA F1 JDBC ij51d

B7 ThriftServer , & ARBILIAEE S ERIER JDBC/ODBC kifin) SparkSQL, FEIZ—1
scala {Ch5 , &3k tbStockDetail , JR[E] amount>3000 FIERIESFIAZZEEN :

55— 72 IDEA 8l classb ©F02 JDBCofSparkSQL

2 (Spark #RiEHEE (T ) --IDEA FEERSLA) £ IDEA el class6 BFFHES
JDBCofSparkSQL, i%2&+&if tbStockDetail £5ATF 3000 AITE :

package class6

import java.sql.DriverManager
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object JDBCofSparkSQL {
def main(args: Array[String]) {
Class.forName("org.apache.hive.jdbc.HiveDriver")
val conn = DriverManager.getConnection("jdbc:hive2.,//hadoop2:10000/hive’,
"hadoop’, ")
try {
val statement = conn.createStatement
val rs = statement executeQuery("select ordernumber,amount from
tbStockDetail where amount>3000")
while (rs.next) {
val ordernumber = rs.getString("ordernumber”)
val amount = rs.getString("amount”)
printin("ordernumber = %s, amount = %s".format(ordernumber, amount))
}
Jcatch {
case e: Exception => e.printStackTrace

}

conn.close

£ IDEA e LANIERE] , Ez{TASEOFREETIENES | RETEIER
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F=2 EELREER

M Spark iFIEFREAMERE] |, iZ Job B—1MEE 6 By Stage , i% Stage & 2 4> Task , 73li=
177E hadoopl #] hadoop2 5= , FREXEHE/9 NODE_LOCAL 73R,

Running Applications

ID Name Cores Memory per Node Submitted Time User State Duration
app-20150731100411-0000 SparkSQL::hadoop2 3 1024.0 MB 2015/07/31 10:04:11 hadoop  RUNNING 29 min
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
5] select ordernumber,amount from tbStockDetail where amount=3000 2015/07/31 5s g 11.4

collect at SparkSQLOperationManager.scala: 191 +details  10:30:06 MB

Aggregated Metrics by Executor

ExecutorID  Address Task Time Total Tasks  Failed Tasks Succeeded Tasks Input Shuffle Read Shuffle Write Shuffle Spill (Memory) Shuffle Spill (Disk)
0 hadoop2:43382 2s 1 0 1 57MB 0.0B 008B 00B 0.08B
2 hadoop1:46136 is 1 0 1 57MB (00B 00B 00B ooB

Tasks
Index 1D Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Input Errors
0 7 o] SUCCESS NODE_LOCAL hadoop1 2015/07/31 10:30:06 bs 08s 5.7 MB (hadoop)
1 g 1] SUCCESS NODE_LOCAL hadoop2 2015/07/31 10:30:06 2s 03s 5.7 MB (hadoop)

7£ hadoop?2 %= Thrift Server iIz{7HEIWNT :

“ hadcopll | hadoop2 || hadoaps‘ %]
15/07/31 10:30:12 INFO TaskSetManager: Finished task 0.0 1n stage 6.0 (TID 7) 1n 5201 ms_on hadoopl (2/2) -
15/07/31 10:30:12 INFO TaskSchedulerImpl: Removed TaskSet 6.0, whose tasks have all completed, from pool

15/07/31 10:30:12 INFO StatsReportListener: fetch wait time:(count: 1, mean: 0.000000, stdev: 0.000000, max: 0.000000, min: O.000000)

15/07/31 10:30:12 INFO StatsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
(|15/07/31 10:30:12 INFO STatsReportListener: 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms 0.0ms
15/07/31 10:30:12 INFO StatsReportListener: remote bytes read:(count: 1, mean: 0.000000, stdev: 0.000000, max: O.000000, min: O.000000)
0[15/07/31 10:30:12 INFO StatsReportListener: 0% 5% 10% 25% 50% 75% 0% 95% 100%
15/07/31 10:30:12 INFO StatsReportListener: 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B 0.0 B
15/07/31 10:30:12 INFO StatsReportlListener: task result size:(count: 2, mean: 4029,500000, stdev: 1109.500000, max: 5139,000000, min: 2920
|15/07,/31 10:30:12 INFO StatsReportListener: 0% 5% 105 25% 50% 75% a0 95% 100%
15/07/31 10:30:12 INFO StatsReportListener: 2.9 KB 2.9kKB 2.9KB 2.9KB 5.0KB 5.0KB 5.0KB 5.0KB 5.0 KB
15/07/31 10:30:12 INFO StatsReportListener: executor (non-fetch) time pct: (count: 2, mean: 93.192483, stdev: 3.613556, max: 96.806039, mi
15/07/31 10:30:12 INFO StatsReportListener: 0% 5% 10% 25% 50% 75% 95% 100%
15/07/31 10:30:12 INFO StatsReportListener: 90 % 90 %= 90 % 90 % 97 % 97 % 97 % 97 % 97 %
IlS/O?/’Sl 10:30:12 INFO StatsReportListener: fetch wait time pct: (count: 1, mean: 0.000000, stdev: 0.000000, max: 0.000000, min: O.000000)
15/07/31 10:30:12 INFO StatsReportListener: 0% 55 105 25% 50% 75% 90% 955 100%
15/07/31 10:30:12 INFO StatsReportListener: 0 % 0 % 0% 0 % 0 % 0% 0 % 0% 0 %
15/07/31 10:30:12 INFO StatsReportListener: other time pct: (count: 2, mean: 6.807517, stdev: 3.613556, max: 10.421073, min: 3.193961)
15/07/31 10:30:12 INFO STAtsReportListener: 0% 5% 10% 25% 50% 75% 90% 95% 100%
15/07/31 10:30:12 INFO StatsReportListener: 3% 3% 3% 3% 10 % 10 % 10 % 10 % 10 %

15/07/31 10:30:12 INFO SparksSQLOperationManager: Result Schema: ArrayBuffer (ordernumber#31, amount#36)

15/07/31 10:30:12 INFO CLIService: operationHandle [opType=EXECUTE_STATEMENT, getHandleIdentifier()=alafe86d-8afb-4ee0-871f-7c407d19ed6f]:
15/07/31 10:30:14 INFO CLIService: OperationHandle [opType=EXECUTE_STATEMENT, getHandleIdentifier()=alafeB6d-8afb-4ee0-871f-7c407d19ed6f]:
10:30:20 INFO CLIService: operationHandle [opType=EXECUTE_STATEMENT, getHandleIdentifier ()=alafeB86d-8afb-4ee0-871f-7c407d19ed6f]:
15/07/31 10:30:20 INFO CLIService: OperationHandle [opType=EXECUTE_STATEMENT, getHanmeIdent'if'ier()=a0afeEGd—Bafb—4eeO—B?lf—?c40?d19ed6f]:
15/07/31 10:30:20 INFO CLISservice: sessionHandle [77b3a932-&fa5-4edl-a3b5-83dofafbes3b]: closesession() |
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