T#& SparkSQL iz1Tit kIR

%10 k25 1 HEAME, #HEHbE: http://www.cnblogs.com/shishanyuan



1 fHEHHIVE-CONSOLE T HBIBAT TR oottt 3
L1 GBATIRBEULI o 3
L IS FP L oo 3
D02 ZEZEPHZEIPLIG oottt sttt ettt ettt ettt en e 3
1.2 GRIEHIVE oottt ettt ettt a A Attt ettt ettt et ettt ettt an s e e e e e 4
A R = o L= 22 2T 4
122 LA BHINEIRTCIG B oottt 4
1.2.3 JESEATTFEEBYZYRTIT H T oottt 4
(R LYY 5
1.3 BT URIBATHIVE-CONSOLE ......vuveeeeeeeeteeeecectsteseteteseteteteteseseseseseses et s s s s s s ssssssssseses et etesesetetetat et et et esesas s s nsnsnsnsnsnenes 6
1.3.0 FEERSPATKITS CIG oottt ettt ettt a s s ettt sttt ettt et as s 6
1.3.2 7 BIRCIPIOTIE AL B ...ttt ettt n s es e st a ettt ettt ettt sar s 6
1.3.3  ZBFTSOU T I ettt 6
14 F H HIVE-CONSOLE .....oviieeeeeeee ettt ettt ettt ettt s s e s s ae s s s s s s e s e s et et et et et et et et et et et et es s an s s s e s e enanes 7
141 S BINIVE-CONSOIE ...ttt ettt ettt ettt s e s e s s aessseaesese s et et et et et e tetases et esasnans 7
1.8.2 FHEY77 DHEIDFTTAD B ...ttt ettt ettt ettt et as s 8
L3 TESHIRIE oo 9
1.4.4 2B ZHHIINIESOIVEA LOGICAIPIAN ...ttt 10
LA JFECIEIRHTIETTIT LY oottt 1
LA8 A BTITHTIETTETEY covoeiieieeeeeee e 16
S A T 19

p T2 Ny G 1O ] IR L 7 T 20
2L F AT ettt 21
2.2 FEBIIETIERE TR oo 22
L N T 23
222 BAGHTEUTITIEZE .o 23
223 BAGHTEUTTEIY oo 23
224 EHTECHTFEBETETC oo 23
2.3 PIAEIIIEFH o 24
2.4 AT HTTASK coeeeeeeeeeeeeetete ettt ettt ettt ettt ettt ettt e e s e s s e s e e ettt bt et et et et et et et ettt et s s s s s s ananenaeeeaea et ettt teeas 24
2.5 AT EEEE I oottt 25

% 2 0 3t 25 U HEADE, WEt

http://www.cnblogs.com/shishanyuan



T #E SparkSQL i Tt RIRAfiL

1 {5 Hive-Console T#:iE1T11%!

BIE/ AT SparkSQL RNz TIIRE | B TRSHLSRINSR | il Unresolved LogicPlan,
LogicPlan, PhysicalPlan , NE MB—1"ILE& hive/console , KANFEXT SparkSQL A9z T4l
HOIEAR,

[E] LAFSEEIFRAETIR (Spark RiF55PE) B hadoopl —&iHl=R

1 =171Ri5EE

1. 1.1 @R HAR
® EHNBIERS : Windows 64 i , Wiz 4 248 , £41 2.2G , 10G W77
o EHIEKHF : VMware® Workstation 9.0.0 build-812388
o EHITURIERSE : CentOS6.5 64 i , Htx
o EUTIEITA
> JDK:1.7.0_55 64 {i;
> Hadoop : 2.2.0 ( EEHmF N 64 i1 )
> Scala: 2104
> Spark: 1.1.0 (EERmE)
> Hive : 0.13.1 (EXEBY%miE , & 1.2)
1.1.2 SRE¥MILRIRR
RIXREIRIMERTEE hadoopl —& 1188800 , MEINRECEUT :

FS IP itbdit N=E& 35 BR& B3
/app EFFIERRE
/app/scala-...
1 192.168.0.61 hadoopl NN/DN hadoop
/app/hadoop
/app/complied

% 3 7 JL 25 0 HEAME, #EHbE: http://www.cnblogs.com/shishanyuan



1.2 4®i%E Hive

1.2.1 F# Hive jF{i5&

XEBIEFETHNMA S hive-0.13.1 , XNMEAFEE|apachefVIARIRSS 28 T i, T it
it : http://archive.apache.org/dist/hive/hive-0.13.1/ , 5% apache-hive-0.13.1-src.tar.gz
AT TR

@ L.J @ \ hitp://archive.apache.org/dist/hive/hive-0.13.1/

T W= '\ Index of /dist/hive/hive-0.13.1

archive.apache.org

This site contains the historical archive of old software releases.

For current releases, please visit the mirrors.

Hame Last modified Size Description
g Farent Directory -
apache-hive-0.13.1-bin.tar.gz 2014-10-30 00:12 S2M
apache-hive-0.13.1-bin.tar.g=z.asc 2014-10-30 00:12 827
apache-hive-0.13.1-bin.tar.gz.md5 2014-10-30 00:12 64
H} apache-hive-0.13.1l-8rc.tar.g= 2014-10-30 00:12 10M
% apache-hive-0.13.l-src.tar.gz.asc 2014-10-30 00:12 827
apache-hive-0.13.l-src.tar.gz.mds Z2014-10-30 00:12 64

1.2.2 kf& Hive i#{iE36

BT EAY hive-0.13.0.tar.gz %6 , {FH SSH Secure File Transfer TR ( &£W38 2 1 {Spark
RESEE (L) --ERMENMEERE) 1.3.1 "R ) LfEEI/home/hadoop/upload BRT.

1.2.3 BEGEHIENIImERR

F EEBRT , BUI N ar<SHEESS hive 534

Scd /home/hadoop/upload

Star -zxf apache-hive-0.13.1-src.tar.gz

W& HENE/app/complied BRT :

Ssudo mv apache-hive-0.13.1-src /app/complied/hive-0.13.1-src
Sl /app/complied

%4 00 Jk 25 HEAE, b http:/Awvww.cnblogs.com/shishanyuan



1.2.4 5% Hive

% Hive JRACAORIEHER , FBEMM L FEMRERE | AR MmRS R 2R R IR
PRIFHRATAN RIS

$cd /app/complied/hive-0.13.1-src/

Sexport MAVEN_OPTS="-Xmx2g -XX:MaxPermSize=512M -XX:ReservedCodeCacheSize=512m"

Smvn -Phadoop-2,dist -Dmaven.test.skip=true clean package

[INFO] Building tar: /app/complied/hive-0.13.1-src/packaging/target/apache-hive-0.13.1-bin.tar.gz
[INFO] Building tar: /app/complied/hive-0.13.1-src/packaging/target/apache-hive-0.13.1-src.tar.gz
INFO] ——— e e e e
INFO] Reactor Summary:

INFO

T = N 2 = SUCCESS [7.440s
[INFO] Hive ARNT UTTTITI8S ..t in ittt sttt sasnnannnnns SUCCESS [3.653s
[INFO] Hiwve Shims COMMOM .. ..ttt et s et tasaneannnnns SUCCESS [2.608s
[INFO] Hiwve Shims 0. 20 vt inei i tinnntenronsnrenrnsnnnns SUCCESs [1.778s
[INFO] Hiwve Shims Secure COMMOM . ... e oeeenenreneenennns SUCCESS [2.630s]
[INFO] Hive Shims 0,205 ...t ine ittt nnntensantnranrnsnnnns SUCCESS [0.9325]
[INFO] Hive Shims 0.23 ...ttt ittt ea e eeaneannns SUCCESS [4.317s]
[INFO] Hive SHimMs ..uuuuninninn i i innsnnnsnnnns SUCCESS [0.5865]
IMFO] HIWE COMMOI v vttt me s as s ensmesnssnnsnnnnssnsnnnns SUCCESS [3.8345]
[INFO] Hiwve Serde ...t i ittt ee e tasaneannnnns SUCCESS [5.5305]
[INFO] Hiwe METASTOM e & ittt ee e st s ansansnnsnsnansnnennns SUCCESS [22. 3865]
[INFO] Hive QuUery LangUAOE ....u.eerrrrrrennnnnssnnnennsns SUCCESS [59.027s5]
[INFO] HiWe SerWTCe it it ee it sn st sanansnnsansnsnssnnsnnns SUCCESS [5.029s5]
[INFO] HIVE JDBC o vt ittt i et me e e ea s senaseeaaeenneannns SUCCESS [1.738s]
[INFO] Hive Beelime vttt eneereonnnsonsansnsnnrnnsnnns SUCCESS [1.3965]
[INFO] HIve CLI ottt i ittt i ettt ea e e eea s seea e naeeenneannns SUCCESS [1.6245]
[INFO] Hiwve Contrib ... ...t i ittt e ianannn SUCCESS [0.9255]
[INFO] Hiwve HBase Handler .......uiiiiinrininnrnrenrenennns SUCCESS [2.9045]
[INFO] Hive HCALATlog ...t e e eee e iinnnnnnnnannnns SUCCESS [2:38.359s5]
[INFO] Hiwve HCATAlog COME . ... eeeaemeeeennann SUCCESS [24.2435]
[INFO] Hive HCatalog Pig Adapler .......c.ciiiiinnnnnennnnn SUCCESS [20.378s5]
[INFO] Hive HCatalog Server EXTEnsions ..u.uieeeerrrnrnnnns SUCCESS [2:37.6455]
[INFO] Hive HCatalog wWebhcat Java Client ................. SUCCESS [0.912s5]
[INFO] Hiwve HCatalog Webhcat .......... . ciiiiiiiiiinnnnnn SUCCESS [1:36.143s5]
[INFO] Hiwve HCatalog HBase Storage Handler ............... SUCCESS [9.8235]
[INFO] Hive HCatalog STreaming ......eeermiinnnnnnnnennnns SUCCESS [1.172s5]
[INFO] HiWe HWL ot it ittt ie it teeese s ansansnnsnsansanennns SUCCESS [1.369s]
[INFO] HIve ODBC ottt ettt et ea e e eea s sena s naeeenneannns SUCCESS [0.5245]
[INFO] Hive Shims AQQregator .......cevivunnnrnrrrrnrnnnns SUCCESSs [0.115s]
[INFO] Hive TestUTITS ... ittt it ittt ee e eeaaeennns SUCCESS [7.724s5]
[INFO] Hive Packaging ....evivueinrrrrrnnnnnnrnrrrsnsnnnns SUCCESS [1:32.914s]
[INFO] === mm e
INFO] BUILD SUCCESS

[INFO] ————mm e e
[INFO] Total time: 11:41.289s

[INFO] Finished at: Tue Jul 28 23:04:56 CST 2015

[INFO] Final Memory: 119m/996M

[INFO] —==———=— = m e e e e e

ERmFE R R IR E SR E U, ATLARREmE | MFEFSE DRAYmIFEF It
PELHITIRIE | BORIFIIEFEIT SRIEEERRX , MERROBERFE 1 VNEA ( LE
N BEBRZAEREEERARTNERE ). EZ2HEREFNERA
$HIVE_HOME/packaging/target/apache-hive-0.13.1-bin.tar.gz

BTN P SEERLRFTHENERAN , FTLIERIRIN 353.6M 2R

Sadu -s /app/complied/hive-0.13.1-src

[hadoop@hadoopl hive-0.13.1-src]$ du -5 Japp/complied/hive-0.13.1-src/
353600 Japp/complied/hive-0.13.1-src/ \
[hadoop@hadoopl hive-0.13.1-src]$ -

[i¥] ELmFFH Hive BEARFIEERIR/install/6.hive-0.13.1-src.tar.gz , EEEZEFEA

%50 Jk 25 HEAE, b http://Awvww.cnblogs.com/shishanyuan



1.3 HIXIE1T hive-console

1.3.1 3XBY Spark B3

HFEXiE{Thive-consoleEEESparkiF B TERIE , KT SparkiRCABHREN AT LS E S
"R (SparkWiIESEE (T ) -SparkkmiFRE) HFNHTRE , EZEMU
3 httpy/spark.apache.org/downloads.htm/ , SKREURALES 5 38 Spark R 13 %8 zh &
/app/compliedB , F@#d Aspark-1.1.0-hive

1.3.2 figE/etc/profile IFIZTEE

F— RN TmSFF/ etc/profile 314 :

$sudo vi sfetc/profile

FL RBUWTSE

export HADOOP_HOME=/app/hadoop/hadoop-2.2.0

export HIVE. HOME=/app/complied/hive-0.13.1-src
export HIVE_ DEV HOME=/app/complied/hive-0.13.1-src

| | hadoop1 || hadoop2 I I hadaa|:|3|

export HADOOP_HOME=/app,hadoop/hadoop-2.2.0

export HIVE_HOME=/app/complied/hive-0.12.0/src/build/dist
export HIVE_DEV_HOME=/app/complied/hive-0.12.0/s5rc

export PATH=3PATH:$HIVE_HOME/bin

export CLASSPATH=3CLASSPATH:$HIVE_HOME /bin

B=H EEEFWIE
S$sudo vi fetc/profile
Secho $HIVE DEV HOME

1.3.3 3517 sbt #{THIF

1&1T hive/console R~ EEE5N Spark , FEHAE Spark tREHR TEF sbt/sbt hive/console
FTEIRE TIFE |, WELUE NXELIEREH., HWiF Spark IRAIBARHER , FEMM _ETE
KEE , ATLABENMRRE RS DRI ERRIATS. miFanSuT -

Scd /app/complied/spark-1.1.0-hive

$sbt/sbt hive/console

%06 U 3k 25 0 HEAE, bk http:/Awww.cnblogs.com/shishanyuan



[hadoop@hadoopl spark-1.1.0-hive]$ sbt/sbt hive/consoTe -
using Jusr/lib/java/jdk1.7.0_55 as default JAVA_HOME.

note, this will be overr1dden by -java-home if it is set.

Attempting to fetch sht

100.0%

Launching sbt from sbt/sbt-launch-0.13.5.ja

info] Loading project definition from /app/cmmp'hed/spark 1.1.0-hive/project/project

info] updating {file:/app/complied/spark-1.1.0-| h1ve/pro]ect/pro]ect/}spark 1-1-0-hive-build-build...

info] resolving org.fusesource.jansi#jansi;1.4 ..

info] Done updating.

info] Compiling 1 5cala source to /app/complied/spark-1.1.0-| hwve/pru;ect/pru]e(t/target/sca'la 2.10/sbt-0.13/classes. .
there were 2 deprecation warning(s); re-run with -deprecation for det

one warning found

Load1n% project definition from /home/hadoop/.sbt/0. LB/stag1mg/ecBaaaf39111944cc5f2/sbt pom-| reader/pro]ect
multiple resolvers having different access mechanism configured with same name 'sht-plugin-releases’. To avoid conflict, rRemove duplicate project resolvers ('res
*) or rename publishing resolver ("publishTo")

Loading pru]ect definition from /app/complied/spark-1.1.0-| h1ve/prm]ect

updating {file:/app/complied/spark-1.1.0- h‘\ve/pru_]e(t/}spark style..

Resolving org.fusesource.jansi#jansi;1.4 ..

Done updat1n?

updating {file:/app/complied/spark-1.1.0- hwve/pru]ect/}p?ug1ns

info] Resolving org.fusesource.jansi#jansi;1.4

info] Done updating.

info] Compiling 1 Scala source to /app/complied/spark-1.1.0-hive/project/spark-style/target/scala-2. 10/c1asses

info] compiling 3 scala sources to /fapp/complied/spark-1.1.0- h1ve/pro]ect/tar?et/sca1a 2.10/sbt-0.13/classes. .

there were 1 deprecation warning(s); re-run with -deprecation for detai

one warning foun

info] set current ﬁxruje(t to sﬁxark parent (in build file: /app/comp'hed/spark 1.1.0-hive/)

info] updating {file:/app/comp 1ed/spark 1.1.0- hwve/}cure

info] Resolving org.fusesource.jansi#jansi;1.4 ..

info] Done updat1n?
info] updating {file:/app/complied/spark-1.1. U hwve/}cata1yst

info] Resolving org.fusesource.jansi#jansi;1.

info] Done updamn?

info] updating {file:/app/complied/spark-1.1.0-| hwve/}qu

info] resolving org.fusesource.jansi#jansi;1.

info] pone updat1n?

info] updating {file:/app/complied/spark-1.1.0-| hwve/}hwve

info] Resolving org.fusesource.jansi#jansi;1.4 ..

info] Done updating.

info] compiling 383 scala sources and 28 Java sources to /app/complied/spark-1.1.0-hive/core/target/scala-2.10/classes...

RIENESRK , ERFEIREP I INREISEE I, EIL‘,LEFJ’(EEJJ%%  WIFEFSTE
EIRAYRIFE PR TRIE | BRI IR SRR R,

Note: /app/complied/spark-1.1.0- h1ve/core/src/ma1m/]ava/org/apache/spark/ap1/Java/JavasparEcontextvarargsworkaround java uses unchecked or unsafe operations.
[ ] Note: Recompile with -xX1int:unchecked for detail

[info] Compiling 62 Scala sources to /app/cumphed!spark 1.1.0-hive/s 1/(ata1yst/target/5ca'\a 2.10/classes.

[info] compiling 45 scala sources and 39 Java sources to /app/complied/spark-1.1.0-hive/s T/core/target/sca?a 25 LO/cTasses

[TﬂfD] compiling 18 Scala sources and 1 Java source to /app/complied/spark-1.1.0-hive/sql/hive/target/scala-2.10/classes..

[ there were 9 deprecation warning(s); re-run with -deprecation for details

[wa ] one warn1ng found

[info] starting scala interpreter...
[info]

import org.apache.spark.sql.catalyst.analysis._

import org.apache.spark.sql.catalyst.ds1._

import org.apache.spark.sqgl. catalyst.errors._

import org.apache.spark.sql.catalyst.expressions._

import org.apache.spark.sql.catalyst.plans.lTogical._

import org.apache.spark.sql.catalyst.rules._

import org.apache.spark.sql.catalyst.types._

import org.apache.spark.sql.catalyst.util._

import org.apache.spark.sql. execution

import org.apache.spark.sql.hive._

import org.apache.spark.sql.hive.test. TestHive._

import org.apache.spark.sqgl.parquet.ParquetTestData

welcome to scala version 2.10.4 (Java Hotspot(TM) 64-git server wM, Java 1.7.0.55).

Type in expressions to have them evaluated.

Type :help for more information. El

B TS EERLMFTHRENBRAN , AJLIERIK/NNA 267.9M £H
Sadu -s /app/complied/spark-1.1.0-hive

[hadoop@hadoopl ~]% du -s ,"app,fcomﬂ'lied,"spar‘k—l.l.D—hive
267912 Japp/complied/spark-1 ive I
[hadoop@hadoopl ~]$%

[i¥] E4Y%miFEFaY Spark for hive-console 8 EARIIEERIR
/install/6.spark-1.1.0-hive.tar.gz , BT E#(EF

a
w

1.4 {#HFH hive-console

1.4.1 35 hive-console

HAE spark IRBRT , AN T a5< /550 hive-console
Scd /app/complied/spark-1.1.0-hive
$sbt/sbt hive/console

27 01 k25
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| hadoop1 || hadoop2 | | hadoop3

[hadoop@hadoo 1 spark-1.1.0-hive]3|sbt/sbt hive/console | ~
using fusr/1ib/java/jdkl.7.0_55 as default JAVA_HOME.

Note, this will be 0verr1dden by -java-home if it is set.

[1nf0] Loading project definition from /app/complied/spark-1.1.0-hive/project/project

[1nfo] Load1n? project definition from /home/hadoop/.sbt/0.13/5taging/ec3aa8f39111944cc5F2,/sbt-pom-reader /project
[warn] Multiple resolvers having different access mechanism configured with same name 'sbt-plugin-releases’. To a
solvers™) or rename publishing resolver (“publishTo™).

[info] Loading project definition from /app/comg]ied/spark—l.l.O—hive/project

[info] set current ?ro ect to spark parent (in build file:/app/complied/spark-1.1.0-hive/)

starting scala interpreter.

arg.
org.
org.
arg.
org.
org.
org.
org.
org.

apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
apache.
org. apache.
org. apache. spark. hive.test. TestHive. _

org. apache. spark. parquet.ParquetTestData

welcome to Scala version 2.10.4 (Java HOLSpot(TM) 64-Bit Server WM,
Type in expressions to have them evaluated.

Type :help for more information.

scala= i

1.4.2 {HEN&<S Help F Tab &
BT help EEEREINE

spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.
spark.

.catalyst.
.catalyst.
.catalyst.
.catalyst.
.catalyst.
.catalyst.
.catalyst.
.catalyst.
.execution
hive._

analysis._
ds1

errors. _
expressions. _
plans. logical. _
rules._
Types._

util. _

Java 1.7.0_55).

4 |m

scala>:help

|| hadoop1 ||hadoop2 Ilhadoop3|

scala> :help
All commands can be abb
Those marked with a # h

rcp <path=

‘help [command]

thistory [num]

'h? <string>

rimports [name name

rimplicits [-v]

:?avap <path|class>
oad <path>

:sh <command Tine>
:silent

| | hadoop1 || hadoop2 | | hadeops|

AJLAEA tab BEERERER

reviated, e.g. :he instead of :help.
ave more detailed help, e.g.

thelp imports.

add a jar or directory to the classpath
print this summary or command-specific help
show the history (optional num is commands to show)

search the history

-] show import history, identifying

show the implicits in scope
disassemble a file or class name
load and interpret a Scala file

sources of names

Ipaste enter paste mode: all input up to ctr1-D compiled together

:power enable power user mode

rquit exit the interpreter

‘replay reset execution and replay all previous commands

‘reset reset the repl to its initial state, forgetting all session entrie

run a shell command {(result is implicitly == List[5tring])
disable/enable automatic printing of results

ﬁé\s IZI%&

rtype [-v] <expr= display the type of an expression without evaluating it
rwarnings show the suppressed warnings from the most recent T1ine which had a
scala> 4

decimalToLiteral

defaultsizeIne

scalas ~
<init= Dslattribute Ds1Expression
Ds1string Ds1symbol ParguetTestData
sglcmd analyze analyzer
applyschema applyschemaToPythonRDD approxcountbistinct
args autoBroadcastloinThreshold avg

binaryToLiteral booleanToLiteral byteToLwteraW
cacheTable cacheTables catalog

classof clear clone
codegenEnabled columnBatchsize configure
convertMetastoreParguet count countDistinct
createParquetrile createschemarRDD createTable

describedrable

dialect doubleToLitera emptyResult
eq equals executePlan
executesq] execution finalize
first floatToLiteral functionregistry
getallcConfs etClass etConf
etHiveFile ashCode iwveDevHome
ﬁveFﬁTesTem? hiwveHome hiverlanner
hiveqTestutilTables hiveconf hiveql
hg inRepoTests intToLiteral =
isCached isParquetBinaryasstring isTraceeEnabled -
%8 Ul 4t 25 HEAWE, HEHbE: http://www.cnblogs.com/shishanyuan




1.4.3 EREME

B7CENX Person 25, EiZZEHENX name, age # state =M1, REIELIZZEEM S people

FHEREEUE | KRBT ERRIEIEERE query F

scala>case class Person(name:String, age.Int, state.String)

scala>sparkContext.parallelize(Person("Michael",29, "CA")::Person("Andy ", 30, "NY")::Per

son("Justin”, 19, "CA")::Person("Justin’,25, "CA")::Nil).registerTempTable("people”)

15/02/28 17:02:29 INFO storage.BlockmManagerMasterActor: Registerina block manager hadoopl:53178 with 1069.1 MB RaM
15/02/28 17:02:29 INFO storage.BlockManagerMaster: Registered BlockManager

15/02/28 17:02:29 INFO spark.HttpFileserver: HTTP File server directory is /tmp/spark-1f0a06e0-5548-4009-aaac-0c78fel2c164

15/02/28 17:02:29 INFO spark.Httpserver: starting HTTP server

15/02/28 17:02:30 INFO server.Server: jetty-8.1.14.v20131031

15/02/28 17:02:30 INFO server.AbstractConnector: started socketConnector@d.(.0.0:33998

15/02/28 17:02:30 INFO util.utils: successfully started service "HTTP file server’ on port 33998

15/02/28 17:02:32 INFO server.Server: jetty-8.1.14.v20131031

15/02/28 17:02:32 INFO server.AbstractConnector: started selectChannelConnector@0.0.0.0:4040

15/02/28 17:02:32 INFO util.utils: successfully started service 'sparkul' on port 4040.

15/02/28 17:02:32 INFO ui.SparkuI: Started sSparkuI at http://hadoopl:4040

15/02/28 17:02:34 INFO util.akkautils: Connecting to HeartbeatReceiver: akka.tcp://sparkpriver@hadoopl:46330/user /Heartbeatreceiver

scala>val query= sqgl("select * from people”)

| hadoop? || hadoop2 | | hadoop3

| hadoopl || hadoop2 || hadoop3 %]
scala= case class Person(name:string, age:Int, state:string) | ~
defined class Person

scala> sparkcontext.?ara11e11ze(Person("M1chae1”,29,"CA")::Persun(”Andy",BO,"NY")::Persun("Just1n",19,”CA”)::Person("Just1n”,25,"CA")::N11).reg
isterTempTable("people”

15/02/28 17:02:25 INFO spark.SecurityManager: Changing view acls to: hadoop,

15/02/28 17:02:25 INFO spark.securityManager: changing modify acls to: hadoop,

15/02/28 17:02:25 INFO spark.SecurityMana SecurityManager: authentication disabled; ui acls disabled; users with view permissions: Set(hado
op, J; users wwth modify permissions: Set%hadoop,

15/02/28 17:02: INFO 51T47.51f4jLogger: 51f4]Logger started

15/02/28 17:02:26 INFO Remoting: 5tarting remoting

15/02/28 17:02:28 INFO Remot1ng Remot1ng started; 1istening on addresses :[akka.tcp://sparkDriver@hadoopl:46330]

15/02/28 17:02:28 INFO Remoting: Remoting now Tistens on ad resses: [akka.tcp://sparkpriver@hadoopl:46330]

15/02/28 17:02:28 INFO util.utils: successfully started service 'sparkbriver’ on port 46330.

15/02/28 17:02:28 INFO spark.Sparkenv: Registering MapoutputTracker

15/02/28 17:02:28 INFO spark.sparkenv: Registering Blockmanagermaster

15/02/28 17:02:28 INFO storage.DiskBlockManager: Created local directory at /tmp/spark-Tocal- 20150228170228-1a89

15/02/28 17:02:29 INFO util.Utils: successfully started service 'Connection manager for block manager®' on port 53178.

15/02/28 17:02:29 INFO network.ConnectionManager: sound socket to port 53178 w1t% id = connect1onManagerId(hadoopl 53178)

15/02/28 17:02:29 INFO storage.MemoryStore: MemoryStore started with capacity 1069.1 MB

15/02/28 17:02:29 INFO storage.BlockManagerMaster: Trying to register B?ockmana er Il

m |

scala> [val guery= sql("select * Trom people"”) |

15/07 /29 21:46:55 INFO parse.ParseDriver: Parsing command: select * from people

15/07/29 21:46:56 INFO parse.ParseDriver: Parse Completed

query: org.apache. spark.sql.SchemaRDD =

schemarRDD]3] at RDD at SchemaRDD.scala:103

Query Plan ==

== Physical Plan ==

ExistingRdd [name#0,age#l,state#2], MapPartitionsRDD[1] at maprartitions at basicoperators.scala:208

1.4.3.1 BEEZIFHI schema

scala>query.printSchema

scala>query.collect()

| hadoopl || hadoop2 | | hadoop3

scalax[ query.printschema

root
|-- name: string (nullable true)
|-- age: integer (nullable false)
|-- state: string (nullable = true)

scalas[ query.colTect( uer [query.collect() |

15/07/29 21:49:09 INFO spark.sSparkcontext: starting job: collect at sparkplan.scala:8s

15/07,/29 21:49:09 INFO scheduler. pacscheduler: Got ?ob 6 (collect at Sqarkp1an.sca7a:85) with 1 output partitions (allowLocal=false)
15/07/29 21:49:09 INFO scheduler.Dacscheduler: Final stage: Stage 6(collect at sparkplan.scala:85)

15/07/29 21:49:09 INFO scheduler.DaAGScheduler: Parents of final stage: List()

15/07/29 21:49:09 INFO scheduler.Dacscheduler: mMissing parents: LisT()

15/07/29 21:49:09 INFO scheduler.DaGgscheduler: Submitting stage © (MappedRDD[10] at map at sSparkpPlan.scala:853), which has no missing
arents

ESIO?/ZQ 21:49:00 INFO storage.MemoryStore: ensureFreeSpace(2168) called with curMem=13008, maxMem=1111794647

15/07/29 21:49:09 INFO storage.Memorystore: Block broadcast_6 stored as values in memory (estimated size 2.1 kB, free 1060.3 MB)
15/07/29 21:49:09 INFO scheduler.Dacscheduler: submitting 1 missing tasks from StaEe 6 (MappedrDD[10] at map at sparkplan.scala:85)
15/07/29 21:49:09 INFO scheduler.TaskschedulerImpl: Adding task set 6.0 with 1 tasks

15/07/29 21:49:09 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 6.0 (TID 6, localhost, PROCESS_LOCAL, 1485 bytes)
15/07/29 21:49:09 INFO executor.Executor: Running task 0.0 in stage 6.0 (TID 6)

15/07/29 21:49:09 INFO executor.Executor: Finished task 0.0 in stage 6.0 (TID 6). 963 bytes result sent to driver

15/07/29 21:49:09 INFO scheduler.Tasksetmanager: Finished task 0.0 in sta?e 6.0 (TID 6) in 8 ms on localhost (1/1)

15/07/29 21:49:09 INFO scheduler.Dacscheduler: sStage 6 (collect at sparkplan.scala:85) finished in 0.009 s

15/07/29 21:49:09 INFO scheduler.TaskSchedulerImpl: Removed TasksSet 6.0, whose tasks have all completed, from pool

15/07/29 21:49:09 INFO spark.SparkContext: Job finished: collect at sparkplan.scala:85, took 0.019672172 s

resd: array[org.apache.spark.sql.Row] = Array([Michael,29,ca], [andy,30,Nv], [Justin,19,ca], [Justin,25,CA])

1.4.3.2 EEEIIHIETET T )

scala>query.queryExecution
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| | hadoop1 || hadoop2 | | hadcop3| (<

scala=|guery. gqueryExecution |

resl0: query.sqlContext. QUeryExecution =
== Parsed Logical Plan ==

Project [¥]

unresolvedrelation None, people, None

»

== Analyzed Logical Plan ==
Project [name#0,age#l,state#2]
sparkLogicalrlan (ExistingRdd [name#0,age#l,state#2], MapPartitionsRDD[1] at mapFartitions at basicOperators.scala:208)

== Optimized Logical Plan ==
sparkLogicalrlan (ExistingRdd [name#0,age#l,state#2], MapPartitionsrDD[1] at mapPartitions at basicoperators.scala:208)

== Physical Flan ==
ExistingRdd [name#0,age#l,state#2], MapPartitionsRDD[1] at mapPartitions at basicOperators.scala:208

Code Generation: false
== RDD ==

1.4.4 BEFEiTY Unresolved LogicalPlan

scala>query.queryExecution.logical

| | hadoopl || hadoop2 || hadoopSl &

scalas| query.queryExecution. Togical |

resll: org.apache.spark.sql.catalyst.plans. logical.Logicalplan =
project [*]

unresolvedrelation None, people, None

1.4.4.1 BE&55J Analyzed LogicalPlan

scala>query.queryExecution.analyzed

| | hadoop1 || hadoop2 II hadoopSl X

ﬁcaTa>|query queryeExecution. anaWyzed|
resl2: org.apache.spark.sql.catalyst.plans.logical.LogicalPlan =
Froject [name#0,age#l,state#2]
SparkLogicaTPTaﬂ (Existinngd [name#0,age#l,state#2], MapPartitionsRDD[1] at mapPartitions at
basicoperators.scala:208)

1.4.4.2 B H/EHY LogicalPlan

scala>query.queryExecution.optimizedPlan

| | hadoop1 || hadoop2 | | hadoop3| X

| 3

scala>| query.queryExecution. optimizedrlan |

resl3: org.apache.spark.sql.catalyst.plans. logical.Logicalrlan =

SparkLogicalPlan (ExistingRdd [name#0,age#l,state#Z], MapPartitionsRDD[1] at mapPartitions at b
asicoperators.scala:208)

1.4.4.3 EEHEE 4

scala>query.queryExecution.sparkPlan

| | hadoop1 || hadoop2 | | hadnop3| (X

»

Sca1a}|query queryExecution. sparkrTan |

resld: g pache. spark.sql.execution. sparkrlan =

Existingrdd [name#D age#l,state#2], MapPartitionsRDD[1] at mapPartitions at basicoperators.scal
a:208

1.4.4.4 Z& RDD FYEEHEITRE
scala>query.toDebugString
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scala> query.tobDebugstring

resB: string =

(1) schemaRDD[3] at RDD at SchemaRDD.scala:103

== Query Plan ==

== Physical Plan ==

ExistingRdd [name#0,age#l,state#2], MapPartitionsRDD[1] at mapPartitions at basicOperators.scala:208
| ™appedrRDD[4] at map at HiveContext.scala:360
| ™apPartitionsrRDD[1] at mapPartitions at basicoperators.scala:208
| pParallelcollectionRDD[0] at parallelize at <console=:42

scalas
1.4.5 ARAEEFERETTITE!
FESERERENETIRE RDD M%UE, SparkSQL thEJLUEE S MKENE : jsonFile,

parquetFile 0 Hive &,

1.4.5.1 1BV Json (& 2008

F—% Json MHEYE
Json XHFHRETR , SparkSQL BAILUEANSRESR , T TFEMINH Json #iE , AJLAER
jsonFile 2N SparkSQL. iz R LATEBCE KiR/data/class6 H3cE! |, FELA T A4
F| /home/hadoop/upload/class6 E&{ZR
{
"fullname": "Sean Kelly’,
"org": "SK Consulting’,
"emailaddrs”: [
{"type’: "work’, "value": "kelly@seankelly.biz"},
{"type": "home", "pref": 1, "value": "kelly@seankelly.tv'}
/
"telephones”: [
{"type": "work’, "pref’: 1, "value": "+1 214 555 1212"},
{"type": "fax", "value": "+1 214 555 1213"},
{"type": 'mobile’, "value": "+1 214 555 1214"}
/
"addresses”: [
{"type": "work’, "format": "us’,
"value': "1234 Main StnSpringfield, TX 78080-1216"},
{"type’: "home’, "format": "us’,
"value': "5678 Main StnSpringfield, TX 78080-1316"}
7
urls”: [
{"type": "work’, "value": "http.//seankelly.biz/"},
{"type". "home’, "value": "http.//seankelly.tv/"}

011 o 3 25 1 HEAE, SR http://ww.cnblogs.com/shishanyuan



}
FH 1EN Json HiE

{5F8 jsonFile I NZHREFH TR jsonPerson , AIEEN—1Eif jsonQuery
scala>jsonFile("/home/hadoop/uploady/class6/nestjson.json").registerTempTable("json

n
Person”)
h —_ n * : n
scala>val jsonQuery = sqgl("select * from jsonPerson”)
| hadoop1 || hadoop2 | | hadoop3 &
scala>|JjsonFile( /home/hadoop/upload/class6,/nestjson. Json").registerTempTable(" jsonPerson’ )| -
15/07 /29 22701715 INFO StOrage.Memorystore: ensureFreespace(32/92) called with curMem=12Z532, maxmem=1111794647

15/07/29 22:01:15 INFO storage.MemoryStore: Elock broadcast_13 stored as values in memory (estimated size 32.0 KB, free 1060.1 MB)

15/07/29 22:01:15 INFO mapred.FileInputFormat: Total input paths to process : 1

15/07/29 22:01:15 INFO spark.SparkContext: Starting job: reduce at JsonrRDD.scala:d6

15/07/29 22:01:15 INFO scheduler.DaGScheduler: Got job 10 (reduce at JsonRDD.scala:46) with 1 output partitions (allowLocal=false)

M15/07/29 22:01:15 INFO scheduler.DaGscheduler: Fina* stage: Stage 10(reduce at JsonRDD.scala:d4e6)

15/07/29 22:01:15 INFO scheduler.Dacscheduler: parents of final stage: List()

22:01:15 INFO scheduler.DaGscheduler: Missing parents: List()

15/07/29 22:01:15 INFO scheduler.DaGscheduler: Submitting Stage 10 (MappedrDD[35] at map at JsonRDD.scala:46), which has no missin
arents

f %5?0?f29 22:01:15 INFO storage.MemoryStore: ensurefFreeSpace(3008) called with curMem=155344, maxMem=1111794647

15/07/29 22:01:15 INFO storage.Memorystore: Block broadcast_14 stored as values in memory (estimated size 2.9 kB, free 1060.1 MB) \

W15/07,/29 22:01:15 INFO scheduler.DAGScheduler: submitting 1 missing tasks from Stage 10 (MappedrRDD[35] at map at JsonRDD.scala:de6)

15/07/29 22:01:15 INFO scheduler.TaskschedulerImpl: adding task set 10.0 with 1 tasks

15/07/29 22:01:15 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 10.0 (TID 10, localhost, PROCESS_LOCAL, 1202 bytes)

15/07/29 22:01:15 INFO executor.Executor: Running task 0.0 in stage 10.0 (TID 10)

15/07/29 22:01:15 INFO rdd.HadoopRDD: Input split: file:/home/hadoop/upload/classé/nestjson.json:0+838

15/07/29 22:01:15 INFO executor.Executor: Finished task 0.0 in stage 10.0 (TID 10). 3197 bytes result sent to driver

15/07,/29 22:01:15 INFO scheduler.DaGscheduler: stage 10 (reduce at JsonRDD.scala:46) Tinished in 0.039 s

15/07/29 22:01:15 INFO spark.SparkContext: Job finished: reduce at JsonRDD.scala:46, took 0.049543196 s

15/07/29 22:01:15 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 10.0 (TID 10) in_ 37 ms on localhost (1,/1)

15/07/29 22:01:15 INFO scheduler.TaskschedulerImpl: Removed TaskSet 10.0, whose tasks have all completed, from pool

scalas[val jsonquery = sgl("select * from jsonperson™)

15/07 /29 ZZ:0L:33 INFO parse.ParseDriver: parsing command: select ®* from jsonPerson

15/07/29 22:01:33 INFO parse.ParseDriver: Parse Completed

jsonQuery: org.apache. spark. sgl.schemaRDD =

schemarDD[39] at RDD at SchemarRDD.scala:103

== Query Plan ==

== Physical Plan == o
ExistingRdd [addresses#21,emailaddrs#22,fullname#23,org#24,telephones#25,ur1s#26], MappedrRDD[37] at map at JsonrRDD.scala:38 |;|

=3 &BE jsonQuery i schema

=
[
wn

=
[=]
=

.
r
w

scala>jsonQuery.printSchema

| hadoopl || hadeop2 | | hadoop3 X |
sca1a>|]50nquery.pr1nt5chema| -
root

-- addresses: array (nullable = true)

-—— element: struct (containsnNull false)

-— format: string (nullable true)

-— type: string (nullable = true)

i -- value: string (nullable = true)

-- emailaddrs: array (nullable = true)

-- glement: struct (containsNull = false)

-- pref: integer (nullable = true)

-- type: string (nullable = true)

-- value: string (nullable = true)

-- fullname: strin? (nullable = true)

- or?: string (nullable = true)

-- telephones: array (nullable = true)

-- element: struct (containsNull = false)

-- pref: integer (nullable = true)

-- type: string (nullable = true)

-- value: string (nullable = true)

-- urls: array (nullable = true)

-- glement: struct (containsNull = false)
|-- type: string (nullable = true)
|-- value: string (nullable = true)

0% &E jsonQuery FIEBEMNEITITHR

scala>jsonQuery.queryExecution

%012 70 4k 25 U HEALE, &L http://www.cnblogs.com/shishanyuan




| hadoop1 || hadoop2 | | hadoop3 =

scala> jsonqQuery. queryExecution

resl3: jsonQuery.sglContext.queryExecution =

== Parsed Logical Plan ==

Project [*]

unresolvedrRelation None, jsonPerson, None

== Analyzed Logical Plan ==

Project [addresses#3,emailaddrs#4,fullname#5,org#6,telephones#7,urls#8]

sparkLogicalPlan (ExistingRdd [addresses#3,emailaddrs#4,fullname#5,org#6,telephones#7,urls#8], MappedrD
D[10] at map at 1sonRDD.scala:38)

== OEtimized Logical Plan ==

SparkLogicalPlan (ExistingRdd [addresses#3,emailaddrs#4,fullname#5,org#6,telephones#7,urls#8], MappedRDD
[10] at map at JsonRDD.scala:38)

== Physical Plan ==

Exﬁstﬁng%dd [addresses#3,emailaddrs#4,fullname#5,org#6,telephones#7 ,ur1s#8], MappedrRDD[10] at map at Jso
NRDD. scala: 38

Code Generation: false
== RDD ==

1.4.5.2 5£HY Parquet #5018

Parquet #U#E 1 £ B E & )7 /data/class6/wiki_parquet =, £ LA i A48 34 7 E
/home/hadoop/upload/class6 &R

S—%F iEN Parquet #4E

parquet SHEAFEMALZR parquetWiki , ZAREX—1EIA parquetQuery
scala>parquetfFile(’/home/hadoop/upload/class6/wiki_parquet’).registerTempTable(”

parquetWiki")
scala>val parquetQuery = sql("select * from parquetWiki")

| hadoop1 || hadoop2 I | hadoop3 =)

scalas [parquetrile("/home/hadoop/upload/class6/wiki_parquet™).registerTempTable("parquetwiki™)

SLF43: Failed to Toad class "org.slIt4j.impl.5taticLoggerBinder

SLF43: pefaulting to no-operation (NOP) logger implementation

SLF431: see http://www.s1f4j.org/codes. html#5taticLoggerBinder for further details.

15/07/29 22:03:52 INFO parguet.ParquetTypesconverter: Falling back to schema conversion from Parquet types
Buffer (id#27, title#28, modified#29L, text#30, username#31)

scalas[val parquetquery = sql("select * from parquetwiki™)

15/07/29 22:04:02 INFO parse.ParseDriver: Parsing command: select * from parquetwiki

15/07/29 22:04:02 INFO parse.ParseDriver: Parse Completed

parquetquery: Grg.apache.5ﬁark.sq1.5chemaRDD =

schemarDD[41] at RDD at SchemaRDD.scala:103

== Query Plan ==

== Physical Plan ==

ParquetTablescan [1d#27,title#28, modified#29L,text#30,username#31], (ParquetRelation /home/hadoop/upload/c
uet, some(Configuration: core-default.xml, core-site.xml, mapred-default.xml, mapred-site.xml), org.apache
.test. TestHive$@ez2d9dezb, []),

BIGEEAFBER

SLF41: Failed to load class "org.s1f4j.impl.staticLoggerBinder”.

SLF41: pefaulting to no-operation (NOP) logger implementation

SLF41: see http://wew.s1f4]j.org/codes. html#5taticLoggerginder for further details.

15/02/28 17:29:54 INFO parquet.ParquetTypesConverter: Falling back to schema conversion from Parquet typ
es; result: ArraybBuffer(id#0, title#l, modified#2L, text#3, username#4) |E

4 &if parquetQuery Y schema

scala>parquetQuery.printSchema

| | hadoop1 ||hadoop2 ||hadoop3| 3¢ |
scala> parquetqQuery.printschema -
root

|-- 1dd: integer (nullable = true)

|-- title: binary (nullable = true)
|-- modified: long (nullable = true)
|-- text: binary %nu?]ab?e = true)

il |-- username: binary (nullable = true)

=3 i parquetQuery FIEEMEITIHE!
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scala>parquetQuery.queryExecution

| | hadoop1 || hadoopz | | hadoop3| (]

scalas> parquetqQuery.queryExecution -
res3: parquetqQuery.sqlContext.queryExecution =

== Parsed Logical Plan ==

Project [*]

unresolvedrelation None, parquetwiki, Mone

= Aanalyzed Logical Plan ==

Project [1d#0,title#l,modified#2L,text#3, username#4 ]

ParquetRelation /home/hadoop/upload/wiki_parquet, Some(Configuration: core-default.xml, core-
sige.?T1, mapred-default.xml, mapred-site.xml), org.apache.spark.sql.hive.test.TestHive$@2088e
acd,

= Optimized Logical Plan ==

ParquetRelation /home/hadoop/upload/wiki_parquet, Some(Configuration: core-default.xml, core-s
ige.??1, mapred-default.xml, mapred-site.xml), org.apache.spark.sql.hive.test.TestHive$@2088e6
cda,

== Physical Plan ==
ParquetTablescan [id#0,title#l,modified#2L,text#3,username#4], (ParquetRelation /home/hadoop/u
pload/wiki_parquet, Some(Configuration: core-defa...

HUE FREF
scala>parquetQuery.takeSample(false, 10,2)

scala= parquetQuery.takesample(false,10,2)

15/02/28 17:35:24 INFO storage. Memorystore ensurefFreespace(36894) called with curMem=0, maxMem=1120995901
15/02/28)17:35:24 INFO storage.MemoryStore: Block broadcast_0 stored as values in memory (estimated size 36.0 KB, free 1
069.0 MB

15/02/28 17:35:25 INFO spark.sparkcontext: starting job: collect at sparkplan.scala:85

15/02/28 17:35:25 INFO input.FileInputFormat: Total input paths to process : 10

15/02/28 17:35:25 INFO hadoop.ParquetInputFormat: Total input paths to process : 10

15/02/28 17:35:25 INFO hadoop.ParauetFileReader: readina summarv file: file:/home/hadoon/upload/wiki parauet/ metadata
extraMetadata: {} readsupportvetadata: {org.a| ache. spark. g parguet row. metadata=structType(List(structField(id,Intege
rType,true), structfField(title,Binar e,true structfFiel (m0d1 ied,LongType,true), StructField(text,BinaryType,true),
structFie1d(username,BinaryType,truzgg , org. apache spark.sql. parquet row. rejuested _schema=StructType(List(StructField(
id,IntegerType,true), StructField(title,Binar e,true), structField(modified,LongType,true), structfField(text,BinaryTy
pe,trueg, StructFie1d(username,BinaryType,truE}%?

15/02/28 17:35:44 WARN hadoop.ParquetRecordReader : can not initialize counter due to context is not a instance of TaskIn
putQutputContext, but is org.apache. hadoop.mapreduce. TaskAttemptContext

15/02/28 17:35:44 INFO hadoop. InternalParquetRecordReader: RecordReader initialized will read a total of 3930 records
15/02/28 17:35:44 INFO hadoop. InternalParquetRecordReader: at row 0. reading next block

15/02/28 17:35:44 INFO compress.CodecPool: Got brand-new decompressor

15/02/28 17:35:44 INFO hadoop. InternalParquetRecordReader: block read in memory in 333 ms. row count_= 3930

15/02/28 17:35:45 INFO executor.Executor: Finished task 9.0 in stage 2.0 (TID 20). 254081 bytes result sent to driver
15/02/28 17:25:45 INFO scheduler.DAGScheduler: stage 2 (collect at sparkPlan.scala:85) finished in 13.880 s

15/02/28 17:35:45 INFO spark.SparkContext: Job finished: collect at SparkfPlan.scala:85, took 13.911563332 s

15/02/28 17:35:45 INFO scheduler.TaskSetManager: Finished task 9.0 in stage 2.0 (TID 20) in 1135 ms on localhost (10/10)
15/02/28 17:35:45 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 2.0, whose tasks have all completed, from pool

resd: Array[org.apache.spark.sql.Row] = aArray([27429380, [B@157b98ab,1366749867, [BA65640d91, [BE&bb6de98], [512036, [BE@l2cfd
32a,1387279152, [B&a30740c, [B@7312c50d], [2326787, [B@55471380,1366458930, [B@2d51643d, [B&3a8bf809], [7004148, [B@3b4934e6,1
393201300, [BB43300672, [B@5T748d4], [151026, [B@2dce595b,1398784088, [Ba46dc7cdb, [BEB479931eb], [30618034,[B@1a%6006,134807
8744, [B@10643790, [B@237bd758], [26377030,[B@1776e49b,1397572318, [B@7e9a8825, [BA53607612], [24413778,[B@61e7c281,13530169
I 63, [B@3692d55e, [BRE1T62a4F], [25301252,[B@6853dacy,1391366818, [BA59407453, [B@L69522ec], [14428870,[B@1927bf89,1345726557
, [B@8fc846, [B@5Ta56bF3])

1.4.5.3 35£BY hive PIEAEHE

£ TestHive EHEZKENTAEM hive0.13 AUMKEIEAOFRISZL , 40 src. sales % |, &
hive-console FRTLABERFR ; F—/X{ERAIRTZ , hive-console &3#—R. TEHAI )R
sales ®EEH schema FIEMNE1TITH,

F—F EAUXEIEHEN—1EIA hiveQuery

scala>val hiveQuery = sqgl("select * from sales”)

| hadoopl || hadoop2 | | hadoop3 g

scala>|val hiveQuery = sql( select * Trom sales ") | -
15/07/29 22:09:30 INFO parse.ParseDriver: Parsing command: select ®* from sales

15/07/29 22:09:30 INFO parse.ParseDriver: Parse Completed

15/07/29 22:09:30 INFO metastore.HiveMetaStore: 0: get_table : db=default thl=sales

15/07/29 22:09:30 INFO HiveMetaStore.audit: ugi=hadoop ip=unknown-ip-addr cmd=get_table : db=default tbl=sales
|15/07/29 22:09:30 INFO storage.MemoryStore: ensureFreespace(149147) called with curMem=181243, maxMem=1111794647
1s/07,/29 22509:30 INFO storage.MemoryStore: Block broadcast_16 stored as values in memory (estimated size 145.7 KB, fre
e 1060.0 MB

hivequery: org.apache.spark.sql.SchemarDD =

schemarRDD[44] at RDD at SchemaRDD.scala:l103

= Query Plan ==

== pPhysical Plan ==

HiveTablescan [key#41l,value#42], (MetastoreRelation default, sales, None), None

& BE& hiveQuery g schema
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scala>hiveQuery.printSchema
|| | hadoopl || hadoop2 II hadoopSl m|

5ca'|a>| hivequery. printschema |
root
|-- key: string (nullable = true)
|-- value: integer (nullable = true)
| =

$F=2 &FE hiveQuery FNEMNME1TITL!

scala>hiveQuery.queryExecution

| hadoop1 || hadoop2 I | hadoop3| (X

scala> hiveqQuery. queryExecution

resl: hiveQuery.sqlContext.QueryExecution =
== Parsed Logical Plan ==

Project [¥]

unresolvedrelation None, sales, None

== Analyzed Logical Plan ==
Project [key#4,value#5]
MetastoreRelation default, sales, None

== Optimized Logical Plan ==
MetastorerRelation default, sales, None

== Physical plan ==
HiveTablescan [key#4,value#5], (Metastorerelation default, sales, None), None

icode Generation: false

|== RDD ==

SBPuL Hith SQLIEGRNE T

scala>val hiveQuery = sqgl("select * from (select * from src limit 5) a limit 3")

| hadoop1 || hadoop2 | | hadoop3| %]
scala= val hivequery = sql("select * from (select ¥ from src Iimit 5) a Timit 37) -~
15/02/28 22:11:06 INFO parse.ParseDriver: Parsing command: select ® from (select * from src limit 5) a Timit 3

15/02/28 22:11:06 INFO parse.ParseDriver: Parse Completed

15/02/28 22:11:06 INFO metastore.HiveMetaStore: 0: get_table : db=default tbl=src

15/02/28 22:11:06 INFO HiveMetastore.audit: ugi=hadoop ip=unknown-ip-addr cmd=get_table : db=default tbl=src
15/02/28 22:11:06 INFO storage.MemoryStore: ensurefFreespace(149166) called with curMem=595850, maxMem=1120995901

15/02/28 %2:11:06 INFO storage.MemoryStore: Block broadcast_4 stored as values in memory (estimated size 145.7 KB, free
1068.4 MB

|| hivequery: org.apache.spark.sqgl.schemarDD =

schemarDD[4] at RDD at SchemarDD.scala:103

== qQuery Plan ==

(|== Physical Plan ==

i Limit 35
B L:-I:l:ngab'l escan [key#12,value#13], (MetastoreRelation default, src, None), None |
| scala= ltl
scala>val hiveQuery = sql("select * FROM (select * FROM src) a”)

| hadoop1 || hadoop2 | | hadocp3| X

scalas val h'wequery = sql("select * FROM (select * FROM src) a")

15/02/28 22:11:33 INFO parse.ParseDriver: Parsing command: select * FROM (select ®* FROM src) a

15/02/28 22:11:33 INFO parse.ParseDriver: Parse Completed

15/02/28 22:11:33 INFO metastore.HiveMetaStore: 0: get_table : db=default thl=src

15/02/28 22:11:33 INFO HiveMetaStore.audit: ugi=hadoop 1ip=unknown-ip-addr cmd=get_table : db=default tbl=src
15/02/28 22:11:33 INFO storage.Memorystore: ensurefFreespace(149198) called with curMem=745016, maxMem=1120995901
15/02/28 ;!2:11:33 INFO storage.MemoryStore: Block broadcast_5 stored as wvalues in memory (estimated size 145.7 KB, free
i1068.2 MB

hivequery: org.apache.spark.sql.SchemarRDD =

'l schemarDD[5] at RDD at SchemaRDD.scala:103

il== qQuery Plan ==

== Physical Plan ==

"IHiveTablescan [key#14,value#l15], (MetastoreRelation default, src, None), None =

scala>hiveQuery.where('key === 100).queryExecution.toRdd.collect
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| hadoop1 || hadoopz | | hadoop3

scala> hivequery.where('key === 100).queryExecution. torRdd. collect
15/02/28 22:12:34 INFO metastore.HiveMetaStore: 0: get_table : db=default tbl=src
15/02/28 22:12:34 INFO HiveMetaStore.audit: ugi=hadoop ip=unknown-ip-addr cmd=get_table : db=default tbhl=src

15/02/28 22:12:34 INFO storage.MemoryStore: ensurefFreeSpace(149254) called with curMem=1051284, maxMem=1120995901

15/02/28 22:12:34 INFO storage.MemoryStore: Block broadcast_8 stored as values in memory (estimated size 145.8 KB, free 1067.9 MB)
15/02/28 22:12:34 INFO mapred.FileInputFormat: Total input paths to process : 1

15/02/28 22:12:34 INFO spark.sparkContext: starting job: collect at <console=:41

15/02/28 22:12:34 INFO scheduler.paGscheduler: Got job 1 (collect at <console»:41) with 2 output partitions (allowLocal=false)
15/02/28 22:12:34 INFO scheduler.DaGscheduler: Fina1 stage: Stage 1(collect at <console=:41)

15/02/28 22:12:34 INFO scheduler.DaGScheduler: Parents of final stage: List()

15/02/28 22:12:34 INFO scheduler.DaGScheduler: Missing parents: List()

15/02/28 22:12:34 INFO scheduler.DaGScheduler: Submitting Stage 1 (MagpedRDD[l?] at map at HiveContext.scala:360), which has no missing pare
15/02/28 22:12:34 INFO Storage.Memorystore: ensureFreespace(7848) called with curMmem=1200538, maxMem=1120995901

15/02/28 22:12:34 INFO Storage.Mmemorystore: Block broadcast_9 stored as values in memory (estimated size 7.7 kB, free 1067.9 MB)
15/02/28 22:12:34 INFO scheduler.paGscheduler: submitting 2 missing tasks from Stage 1 (MappedrRDD[17] at map at HiveContext.scala:360)
15/02/28 22:12:34 INFO scheduler.TaskschedulerImpl: adding task set 1.0 with 2 tasks

15/02/28 22:12:34 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 1.0 (TID 2, localhost, PROCESS_LOCAL, 1216 bytes)
15/02/28 22:12:34 INFO executor.Executor: Running task 0.0 in stage 1.0 (TID 2)

15/02/28 22:12:34 INFO rdd.HadoopRDD: Input split: file:/tmp/sparkHivewarehousel642017435544903306/src/kvl. txt:0+2906

15/02/28 22:12:34 INFO executor.Executor: Finished task 0.0 in stage 1.0 (TID 2). 1952 bytes result sent to driver

15/02/28 22:12:34 INFO scheduler.Tasksetmanager: starting task 1.0 in stage 1.0 (TID 3, Tlocalhost, PROCESS_LOCAL, 1216 bytes)
15/02/28 22:12:34 INFO executor.Executor: Running task 1.0 in stage 1.0 (TID 3)

15/02/28 22:12:34 INFO scheduler.TasksetmManager: Finished task 0.0 in stage 1.0 (TID 2) in 41 ms on localhost (1/2)

15/02/28 22:12:34 INFO rdd.HadooprDD: Input split: file:/tmp/sparkHivewarehousel642017435544903306,/s5rc/kvl. txt:2906+2906

15/02/28 22:12:34 INFO executor.Executor: Finished task 1.0 in stage 1.0 (TID 3). 1952 bytes result sent to driver

15/02/28 22:12:34 INFO scheduler.DAGScheduler: Stage 1 (collect at <console=:41) finished in 0.095 s

15/02/28 22:12:34 INFO spark.SparkContext: Job finished: collect at <console=:41, took 0.116700063 s

res4: arrayl[org.apache.spark.sgl.row] = Array([100,val_100], [100,val_1001)

1.4.6 AEEIANETTITR
1.4.6.1 FSEE

scala>sql("select name, age, state as location from people”).queryExecution

| hadoop1 || hadeep2 | | hadoop3

scala> sql("select name, age,state as location from people™).queryExecution
<console>:40: warning: inferred existential tyge _10.sglcontext.ueryexecution forsome { wval _10: org.apache.spark.sql.schemarpD }, which ca
nnot be expressed by wildcards, should be enabled
| bﬁ making the implicit value scala.language.existentials visible.
This can be achieved by adding the import clause "import scala.language.existentials’
llor by setting the compiler option -language:existentials.
see the scala docs for value scala.language.existentials for a discussion
why the feature should be explicitly enabled.
sq1("select name, age,state as location from people").gueryExecution
A

15/02/28 22:28:14 INFO parse.Parsebriver: Parsing command: select name, age,state as location from people
15/02/28 22:28:14 INFO parse.ParseDriver: Parse Completed

resld: _10.sqlcontext.qQueryExecution forsome { val _10: org.apache.spark.sql.schemarDD } =

== Parsed Logical Plan =

Project ["name,'age, 'state AS Jocation#45]

unresolvedrelation None, people, None

== Analyzed Logical plan ==
Project [name#25,age#26,state#27 AS location#d5]
sparkLogicalPlan (ExistingRdd [name#25,age#26,state#27], MapPartitionsrRDD[20] at mapPartitions at basicOperators.scala:208)

== gptimized Logical Plan ==
Project [name#25,age#26,state#27 AS location#ds]
sparkLogicalplan %Existinngd [name#25,age#26,state#27], MapPartitionsrRDD[20] at mapPartitions at basicoperators.scala:208)

== Physical Plan =
Project [name#25,age#26,state#27 AS location#45]
ExistingrRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mappartitions at basicoperators.scala:208

Code Generati...
scala> i

scala>sql("select name from (select name, state as location from people) a where

location="CA"").queryExecution

| hadoopl || hadoop2 | 1 hadoop3 | g

scala> sql( select name from (select name,state as location from people) a where Tocation="CA"").queryExecution -
<console=:40: warning: inferred existential tyge _11.sqlContext.QueryExecution forSome { val _11: org.apache.spark.sql.SchemaRDD }, which ca
nnot be expressed by wildcards, should be enabled
bK making the implicit value scala.language.existentials wvisible
This can be achieved by adding the import clause 'import scala.language.existentials’
or by setting the compiler option -language:existentials.
See the scala docs for value scala. language. existentials for a discussion
why the feature should be explicitly enabled.

sql("select name from (select name,state as location from people) a where location="CA"").queryExecution

A

%5/02/28 22:28:53 INFO parse.Parsebriver: Parsing command: select name from (select name,state as location from people) a where location="ca

15/02/28 22:28:53 INFO parse.ParseDriver: Parse Completed
resl5: _11.sqlContext.qQueryExecution forsome { val _11: org.apache.spark.sql.5chemaRDD } =
== Parsed Logical Plan ==
project ['name]
Filter ("location = ca)

subquery a

project ['name,’state AS location#47]

unresolvedRelation None, people, None

== Analyzed Logical Plan ==
Project [name#25]
Filter (location#47 = CA)
Project [name#25,state#27 AS location#47]
sparkLogicalPlan (ExistingRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

== Optimized Logical Plan ==
project [name#25]
Filter (state#27 = ca)
sparkLogicalplan (ExistingrRdd [name#25,age#26,state#27], MapPartitionsrDD[20] at mapPartitions at basicoperators.scala:208)

== Physical Plan =
Project [name#25]
Filter (state#27 = CA)
existingRdd [name#25,age#26,sTate#. ..
scala>

scala>sql("select sum(age) from people”).queryExecution
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scala>sql("select sum(age) from people”).toDebugString

| hadoop1 ‘I hadoop2 I | hadoou3|

scala> sql("select sum(age) from people").qgueryexecution

<console=:40: warning: inferred existential tyg _12.sqglcontext.Queryexecution forsome { val _12: org.apache.spark.sgl.schemarop }, which ca

nnot be expressed by wildcards, should be enabled

bﬁ making the implicit value scala.language.existentials visible

This can be achieved by adding the import clause 'import scala.language.existentials’

or by setting the compiler option -language:existentials.

see the scala docs for value scala. 1angua?e existentials for a discussion

why the feature should be exp11c1t7¥ enab
sql1("select sum(age) From peap]e ). queryExecution

M

15/02/28 22:29:30 INFO parse.ParseDriver: Parsing command: select sum(age) from people
15/02/28 22:29:30 INFO parse.ParseDriver: Parse Completed

resle: _12.sqlContext.queryExecution forsome { val _12: org.apache.spark.sql.SchemarRDD } =
== parsed Logical pPlan ==

project [suMm{'age) As c_0#49]

unresolvedrelation None, people, None

== Analyzed Logical Plan ==
Aggregate [1, [sum({cCAsST(age#26, LongType)) AS c_0#49L]
SparkLogicalplan (existingrdd [name#25,age#26,state#27], MapPartitionsrDD[20] at mapPartitions at basicoperators.scala:208)

= optimized Logical plan ==
Aggregate [], [SUM{CAST(age#26, LongType)) AS c_0#49L]
Project [age#26]
SparkLogicalPlan (ExistingRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

== Physical Plan ==
Aggregate false, [], [Sum(Partialsum#52L) AS c_0#49L]
Exchange SinglePartition
Aggregate true, [], [SUM{CAST(age#26, LongType)) AS Partialsum#52L]

scala> i

| hadoop1 ‘I hadoop2 I | hadoou3|

scala> sql("select sum(age) from people").toDebugstring
15/02/28 22:30:09 INFO parse.ParseDriver: Parsing command: select sum(age) from people
[15/02/28 22:30:09 INFO parse.ParseDriver: Parse Completed
resl7: string =
Ml (1) schemarDD[39] at RDD at SchemaRDD.scala:103
Query Plan ==
Physical Plan =
|Aggregate false, [1, [SuM(Partialsum#59L) AS c_0#56L]
exchange singlepartition
Aggregate true, [], [SuM(CAST(age#26, LongType)) AS Partialsum#59L]
Project [age#Zﬁ

i Ex1stwngR d [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicoperators.scala:208
| MappedrRDD[46] at map at HiveContext. 5¢alar360
| MapPartitionsRDD[45] at mapPartitions at Aggregate.scala:128
| MappedrRDD[44] at map at Exchange.scala:97
| shuffledroD[43] at shuffledrDD at Exchange.scala:95
+-{1) MapPartitionsRDD[42] at mapPartitions at Exchange.scala:B86

| mappartitionsrRDD[41] at mapPartitions at Aggregate.scala:128

| mappartitionsrDD[40] at mapPartitions at basicOperators.sc...
ll scala>

scala>sql("select state avg(age) from people group by state”).queryExecution

scala>sql("select state avg(age) from people group by state”).toDebugString

| hadoop1 ‘I hadoop2 I | hadoou3|

scala> sql("select state, avg(age) from peog]e group by state”).queryExecution
<console=:40: warning: inferred existentia _13.s5glcontext.queryexecution forsome { val _13: org.apache.spark.sgl.schemarop }, which ca
nnot be expressed by wildcards, should be enal 1e
bﬁ making the implicit value scala.language.existentials visible.
This can be achieved by adding the import clause 'import scala.language.existentials’
or by setting the compiler option -language:existentials
See the scala docs for value scala.language.existentials for a discussion
why the Teature should be explicitly enabled.

sql1("select state,avg(age) from people group by state").queryexecution

M

15/02/28 22:30:57 INFO parse.ParseDriver: Parsing command: select state,avg(age) from people group by state
15/02/28 22:30:57 INFO parse.ParseDriver: Parse Completed
resl8: _13.sqlContext.queryExecution forsome { val _13: org.apache.spark.sql.5chemarRDD } =
== Parsed Logical Plan ==
aggregate ['state], ['state,avc(’age) as c_l1#63]
unresolvedrelation None, people, None

== analyzed Logical Plan ==
Aggregate [state#27], [state#27,AVG(CAST(age#26, LongType)) AS c_1#63]
SparkLogicalpPlan (ExistingRdd [name#zs,age#zs,state#zr? MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

= optimized Logical Plan ==
Aggregate [state#27], [state#27,AvG(CAST(age#26, LongType)) A5 c_1#63]
Project [state#27,age#26]
sparkLogicalplan (Existingrdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicoperators.scala:208)

== Physical Plan =
Agg;egate false, [state#27], [state#27,(CAST(SUM(PartialsSum#67L), DoubleType) / CAST(SUM(Pa..
scala>

| hadoop1 || hadoopz | | hadoop3

scala> sql("select state,avg(age) from people group by state").toDebugstrin
15/02/28 22:31:33 INFO parse.ParseDriver: Parsing command: select state,avg(age) from people group by state
15/02/28 22 31:33 INFO parse.ParseDriver: Parse Completed
resl9: string =
(200) schemaRDD[48] at RDD at schemarDD.scala:103
qQuery Plan ==
Physical plan ==
Aggregate false, [state#27], [state#27,(CAsST(SuM(Partialsum#79L), DoubleType) / casT(sSuM(PartialCount#80L), DoubleType)) AS c_1#75]
Exchange (HashPartitioning [state#27], 200)
Aggregate true, [state#27], [state#27,COUNT(CAST(age#26, LongType)) AS PartialCount#B0L,SUM(CAST(age#26, LongType)) AS Partialsum#79L]
Project [state#27,age#26]
Ex1stﬁnngd [name#25,age#26,s5tate#27], Ma?PartﬁtionSRDD[ZO] at mappartitions at basicoperators.scala:208
| MappedRDD[55] at map at HiveContext.scala:360
| MapPartitionsRDD[54€ at mapPartitions at Aggregate.scala:151
|
|

MappedRDD[53] at map at Exchange.scala:65
ShuffledrDD[52] at ShuffledrRDD at Exchange.scala:e3
+-(1) MapParti...
scala>
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1.4.6.2 Join #B(F

scala>sql("select a.name b.name from people a join people b where
a.name=b.name").queryExecution
scala>sql("select a.name b.name from people a join people b where
a.name=>b.name").toDebugString

| hadoop1 || hadoopz [ | hadoops| (%]

scala> sql( select a.name,b.name from people a join people b where a.name=b.name"}.gueryExecution -
<console>:40: warning: inferred existential tyEE _14.sqglcontext.queryExecution forsome { wval _14: org.apache.spark.sql.SchemarDD }, which ca
nnot be expressed by wildcards, should be enabled
bﬁ making the implicit value scala. language, existentials visible.
This can be achieved by adding the import clause "import scala.language.existentials’
or by setting the compiler option -language:existentials.
see the scala docs for value scala.language.existentials for a discussion
why the feature should be explicitly enabled.

sq1("select a.name,b.name from people a join people b where a.name=b.name").queryExecution

A

15/02/28 22:32:04 INFO parse.ParseDriver: Parsing command: select a.name,b.name from people a join people b where a.name=b.name
15/02/28 22:32:04 INFO parse.ParseDriver: Parse Completed
res20: _14.sqlContext.qQueryExecution forsome { val _14: org.apache.spark.sql.SchemarDD } =
== Parsed Logical Plan ==
Project ['a.name, 'b.name]
Filter ("a.name = "b.name)
Join Inner, None
unresolvedrelation None, people, Some(a)
unresolvedRelation None, people, Some(b)

== Analyzed Logical pPlan ==
Pro*ect [name#87 , name#90]
ter (name#87 = name#390)
Join Inner, None
sparkLogicalPlan (ExistingRdd [name#87,age#B8,state#89], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)
SparkLogicalPlan (ExistingRdd [name#90,age#91,state#92], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

== optimized Logical Plan ==
Project [name#87,name#90]
Join Inner, Some((name#87 = name#90))
Project [name#87]
sparkLogicalplan (Existingrdd [name#87,age#8...
scala= i

| hadoop1 ‘I hadoop2 I | hadoou3|

y |8 )

scala> sql("select a.name,b.name from people a join people b where a.name=b.name”).toDebu?String
15/02/28 22:32:40 INFO parse.ParseDriver: Parsing command: select a.name,b.name from people a join people b where a.name=b.name
15/02/28 22:32:40 INFO parse.ParseDriver: Parse Completed
res2l: string =
Ml (200) SchemaRDD[S?] at RDD at SchemarDD.scala:103
||== Query Plan =
== Physical Plan ==
lProject [name#93,name#96]
£ shuff1edHashJo1n [name#93], [name#96], Buildright
I exchange (Hashpartitioning [name#93], 200)
Project [name#93]
U ExistingRdd [name#93,age#94,state#95], MapPartitionsrDD[20] at mapPartitions at basicoperators.scala:208
| Exchange %Hashpart1tﬁcn1ng [name#96], 200)
Project [name#96]
ExistingRdd [name#96,age#97,state#98], ?PartﬁtionsRDD[zuj at mapPartitions at basicOperators.scala:208
MappedrDD[68] at map at HiveContext.scala:360
MapPartitionsRODD[67] at mapPartitions at basicoperators.scala:42
ZippedPartitionsRDD2[66] at zippPartitions at joins.scala:354
MappedrDD[61] at map at Exchange.scala:65
shuffledrDD[60] at Shu... |
Tla= i

Y

5C

1.4.6.3 Distinct #&(F

scala>sql("select distinct a.name,b.name from people a join people b where
a.name=b.name").queryExecution
scala>sql("select distinct a.name b.name from people a join people b where
a.name=>b.name").toDebugString
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| hadoop1 || hadeopz | | hadoop3

scala> sql( select distinct a.name,b.name from people a join people b where a.name=b.name™).qgueryexecution
<console=:40: warning: inferred existential tyg
nnot be expressed by wildcards, should be enabled
ﬁ making the implicit value scala. language.existentials wvisible
This can be achieved by adding the import clause 'import scala.language.existentials’
or by setting the compiler option -language:existentials.
see the scala docs for value scala.language.existentials for a discussion
why the feature should be explicitly enabled

sql("select distinct a.name,b.name from people a join people b where a.name=b.name").queryExecution

A

15/02/28 22:33:00 INFO parse.ParseDriver: Parsing command: select distinct a.name,b.name from people a join people b where a.name=b.name
15/02/28 22:33:00 INFO parse.ParseDriver: Parse Completed

res22: _15.sqlContext.qQueryExecution forsome { val _15: org.apache.spark.sql.SchemaRDD } =

== Parsed Logical Plan ==

Distinct
project ['a.name,’b.name]
Filter {'a.name = 'b.name)

Join Inner, None
Unreso]vedRe]at1on None, people, Some(a)
unresolvedRelation None, people, Some(b)

== Analyzed Logical Plan ==
Distinct
Pro*ect [name#99, name#102]
ter (name#99 = name#102)
Join Inner, None
SparkLogicalplan (ExistingRdd [name#99,age#100,state#101], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)
sparkLogicalplan (existingrRdd [name#102,age#103,state#l04], mapPartitionsrpD[20] at maprPartitions at basicoOperators.scala:208)

== optimized Logical Plan ==

Distinct

Project [name#99,name#102]
Join Inner, 50me((name#99 = name#102))
Project [name..

scala= i

| hadoop1 || hadoopz | | hadoop3

_15.sqlcontext.queryExecution forsome { val _15: org.apache.spark.sql.schemarpD }, which ca i

m
=

scala> sql( ' 'select distinct a.name,b.name from people a ]an eople b where a.name=b.name").tobebugstring
15/02/28 22:33:39 INFO parse. Parsebriver: Parsing command: ?ect distinct a.name,b.name from penp?e a join people b where a.name=b.name
15/02/28 22:33:39 INFO parse.ParseDriver: Parse Completed
res23: string =
(200) schemaRDD[70] at RDD at schemaRrDD.scala:103
| qQuery Plan ==
Physical plan ==
Distinct false
Distinct true

Project [name#105,name#108]
| shuffledrdashioin [name#105], [name#108], Buildright

exchange (Hashpartitioning [name#105], 200)
(| Project [name#105]
ExistingrRdd [name#l05,age#106,state#107], MapPartitionsrDD[20] at mapPartitions at basicoperators.scala:208
Exchange ?Hashpart1t1on1ng [name#lOB], 200)
Project [name#108]
Ex1stingrdd [name#108,age#109,state#110], MapPartitionsrpD[20] at mappartitions at basicoperators.scala:208

| MappedrDD[83] at map at HiveContext.scala:360
I MapPartitionsRDD[82] at mapPartitions at basicoperators.scala:256
|

MapPartitionsrRDD[81] at mapPartitions at basicoperators.scala:256
MapP. . .
scala> i

1.4.7 {lEtk
1.4.7.1 CombineFilters

CombineFilters #i2 &7 Filter , TESHEZ/ Filter lW&A4LE , A&
sql("select name from (select * from people where age >=19) a where a.age

<30").queryExecution

| hadoop1 ‘Ihadoupzll hadoonSl

scala> sql("select name from (select * from people where age >=19) a where a.age <30").queryeExecution
<console=:40: warning: inferred existential tyE _16.sqlcontext.queryexecution forsome { val _16: org.apache.spark.sql.schemarop }, which ca
nnot be expressed by wildcards, should be enabled
bﬁ making the implicit value scala.language.existentials visible.
This can be achieved by adding the import clause 'import scala.language.existentials’
or by setting the compiler option -language:existentials.
See the scala docs for value scala.language.existentials for a discussion
why the Teature should be explicitly enabled.

5q1("select name from (select * from people where age >=19) a where a.age <30").gueryexecution

M

15/02/28 22:36:05 INFO parse.ParseDriver: Parsing command: select name from (select * from people where age >=19) a where a.age <30
15/02/28 22:36:05 INFO parse.ParseDriver: Parse Completed
resz24: _l6.sqlContext.qQueryExecution forSome { val _16: org.apache.spark.sql.5chemaRDD } =
== Parsed Logical Plan ==
project [ 'name]
Filter ('a.age < 30)
subquery a
Project [*]
Filter ("age »= 19)
unresolvedRelation None, people, None

= analyzed Logical Plan ==
Project [name#25]
Filter (age#26 < 30)
Project [name#25, age#zﬁ state#27]
Filter (age#26 >=
sparkLogicalPlan (Ex1st1nngd [name#25,age#26,s5tate#27], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

= optimized Logical Plan ==
Project [name#25]
Filter ((age#26 >= 19) && (age#ZG < 30))
SparkLogicalPlan (ExistingRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

== Physical Plan ==
project [name#25]

Filter ((age#26 == 19) && (age#2..
scala> i

m

FErEE , 7 Optimized RYEFEH |, ¥ age>=19 1 age<30 X" Filter 57T , BF
(age>=19) && (age<30)), HIL FEAM T —NEMBRITL | BiZ project T , FEIT
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FERTRNABY , MEEIFEA TSI name , EEEEHEIIIMEFERNMAKRES] name,
1.4.7.2 PushPredicateThroughProject

PushPredicateThroughProject 2 project T , F1_LEHIFHRY project —#¢
sql("select name from (select name,state as location from people) a where

location="CA"").queryExecution

scala> sql("select name from (select name,state as location from people) a where Jocation="CA'").queryExecution
<console>:40: warning: inferred existential tyge 7.sqlcContext.QueryExecution forsome { wval _17: org.apache.spark.sql.schemarDD }, which ca
nnot be expressed by wildcards, should be enabled
b% making the implicit value scala.language.existentials visible
This can be achieved by adding the import clause 'import scala.language.existentials’
or by setting the compiler option -language:existentials
See the scala docs for value scala.language.existentials for a discussion
why the feature should be explicitly enable

sql("select name from (select name,state as location from people) a where location="CA"").queryexecution

A

15/02/28 22:37:49 INFO parse,ParseDriver: Parsing command: select name from (select name,state as Tlocation from people) a where Tocation="ca

15/02/28 22:37:49 INFO parse.ParseDriver: Parse Completed
res25: _17.sqlContext.qQueryExecution forSome { val _17: org.apache.spark.sql.SchemaRDD } =
== Parsed Log1caW Plan ==
Pro;ect ["name]
ter ("location = CA)
subguery a
Project ['name,'state as location#11l]
unresolvedrelation None, people, None

== Analyzed Logical Plan ==
Proaect [name#25]
ter (location#1ll = CA)
Project [name#25,state#27 AS location#111]
sparkLogicalPlan (ExistingRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208)

== optimized Logical Plan ==
Pro*ect [name#25]
ter (state#27 = CA)
sparkLogicalPlan (ExistingRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicoperators.scala:208)

== physical Plan ==
Proaect [name#25]
ter (state#27 = CA)
ExistingRdd [name#25,age#26,s5ta...
scala> -

1.4.7.3 ConstantFolding :
ConstantFolding 28 &8N , AFRIAT. WTERIFIF :

sql("select name,1+2 from people”).queryExecution
| hadoop1 || hadoopz I | hadoop3 %

scala> sql("select name,1+2 from people").queryExecution
<console=:40: warning: inferred existential tyE _18.sqglContext.queryExecution forsome { val _18: org.apache.spark.sql.S5chemaRDD }, which ca
nnot be expressed by wildcards, should be enabled

% making the implicit value scala.language.existentials visible.

This can be achieved by adding the import clause “import scala.language.existentials’

|or by setting the compiler option -language:existentials.

see the scala docs for value scala.langua e existentials for a discussion

why the feature should be exp11cit1¥ enab

i sql("select name,1+2 From peop1e ). queryExecut1on

m

15/02/28 22:39:59 INFO parse.ParseDriver: Parsing command select name,1+2 from people
15/02/28 22:39:59 INFO parse.ParseDriver: Parse Completed

||res26: _18.sglcontext.queryExecution forsome { val _18: org.apache.spark.sql.schemarpD } =
== parsed Logical plan ==

Project ['name, (1 + 2) AS c_1#113]

unresolvedrRelation None, people, None

== aAnalyzed Logical Plan ==
Project [name#25,(1 + 2) A5 c_1#113]
sparkLogicalplan (Existingrdd [name#25,age#26,state#27], MapPartitionsrRDD[20] at mapPartitions at basicoperators.scala:208)

== Optimized Logical Plan =
Project [name#25,3 AS c¢_1#113]
sparkLogicalplan (Existingrdd [name#25,age#26,state#27], mMapPartitionsrDD[20] at mapPartitions at basicoperators.scala:208)

== Physical Plan ==
Project [name#25,3 As c_1#113]
ExistingRdd [name#25,age#26,state#27], MapPartitionsRDD[20] at mapPartitions at basicOperators.scala:208

Code Generation: false

m

scala= ||

2 SparkSQL iE{k

Spark 2—MREAFHEER | ARNE— P HTIEERER | EiHE SRR |
PR T EZET AARMBUAEEREES , BEEEHTEER Amdahl EE,
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AEFEENFRERIEE  EOBBRE | —RAEEKRIZ D | AR THEE CRSHIER
BRALR , MEIRTHE FRENEMR. BXMEICNRARIRAMRENMNLE | RERIREERE
BURT R MRERIRERVAN. HliN , BIERGAERENAFERIRM CPU FiR , (B2
Rtz /O MREET , BIARFRITAERER IR T IRIRBIHME /O HE , ARSI
LRy CPU BiERTF. EXERT  MRFEH—TRFA RGN , MR EFSE CPU &
IREZELRALN. REREHE I/O A BEXIRFREIRIEREHI T,

Amdahl EE , —MTERZERIIZEEN , SR AEERmES. eRERTLE=S
HTIEEZ EHERTRIBE]. AT EPIINELL 2 AF TR TEREFT/ERIHRITIE
BZHRETR , BRF T EFHMTHZ GRRERETER. MBARERREERS (HHER

W, + W, S
ENEN ) HRIEWIRE, AR 7 P SRR, AF popsllEANEN ST ETEN
— OO
BITHE ([URPABEFTHRIB—HD ) FIFTOE | p TrLERNE. éﬁp in g

W
ratagtgRe Vs | g
R TR T/ .

SparkSQL % Spark B—MEM: , TEBMLINEHE | thEZs £ RS FENHE N RE | S
£ EHEZES R FEAE | NEE SR IS B RAHTITE, BFSRER
AR , ARSI S RASTINEIESHAE | RASTEIRS EINLLies,

2.1 F71E
SparkSQL FESEBFFIEST H— M ENISDMAARA] Task HELALERE-PIIS N ARIET.

BREBERT , Task WHERATEENATE. LLURIESE\EFS CESAEYER |, shuffle
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RIBHRER T HRERI spark.sql.shuffle.partitions , BJ 200 4 partition , &R 200 4 Task :

Spark Stages

Todal Duration: 4.9 min
Scheduling Mede: FIFD
Active Stages: 2
Compleled Stages: 7
Failed Stages: 0

Active Stages (2)

Stage Tasks: Shuftfie Shuffle

id Description Submitted Duration SucceededTotal Ingait  Read Wrile

B pPArt i Exchange scaladF 201410023 zs Ar200 401 KB 90.7 KB
05:01:42

i pFarttions. ot Exe o sl A8 t 2014W2E s ol 5.9 2.4 MB

05:01:07 ME

MSEIGAIERFMEAI R BEFT 3 4 Task , BHLZIRBEITRABER 3 4 Task £&/§5F Running :

1233 0 SUCCESS PROCESS LOCAL  hadoopl 200401023 050246 055 254 KB 1ms 5 TKB

123 ESS_LOTAL hadoopd 201400¢2305:02:46 20O4s 246 KB 1ms 5B KB

12% OCAL  hadoop? 023050246 025 243 KB 1ms 5TKB
3 1234 hadoo V23050246 D4s

1237 _LOCAL hadoopl 2014000023 050246 O4s

1238 0 SUCCESS PROCESS_LOCAL hadopp? 2014023050248 045 K BRE

1233 0 RUNNING PROCESS LOCA hadoop? 2014T0002% 050746 2Tm

XS ARFAIZBAR T , B#I5EX 200 4 Task HHERH 200/3=67 #iR, WTRHEITHIHER
e ? BB BERERSEIESZHFTE. ERESHFTERRSERE | EEVECEREN
SERTRVARULIERE

® XJF Spark Standalone &EEfRi%M , EEFRILIERENREH conf/spark-env FHY
SPARK_WORKER_INSTANCES £#%§. SPARK_WORKER_CORES £#URER ; M
SPARK_WORKER_INSTANCES*SPARK_WORKER_CORES AgEtB1I IR ¥ 28HIZCFR
CPU core ;

o SHNERNERNRIESHYTTHNERRER , —REIEFEA spark-submit 5%
spark-shell BT¥5%EHY--total-executor-cores , —fRIER T , RIIAZEISE | IXEHE ,
Spark Standalone EE¥SISFREZTRI core DEUAEIR , FETE Task BiFEITITIE
& ,Standalone SEEFRIGEAMS spark N FAREFIZIT/E AL KR core B O EC4SIEE
E1THRIEIA,

&R LR | SparkSQL RIEIAF{TREEEMERHR] core IBHEX , GEEEE T RAY core
JLIRSSEHIATE | REERREE.

2.2 SHIEERR

ERAIEIEET , —DERINR T HIERENEE |, B—HEM LIRS RERIERE. S5
ERVERZE
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2.2.1 SiEAHEE

PN ERGIEHET Rt BmiremEuE  (ERELFNHTETRET , REEERY
$ERIIBER | RIFRESHIME T R LEMRFEIERRIA. Baldus , BEEN T R%
BB MR TIHE , MEBFETNE 10 , EFE T#HAE 10, BET7TEBMTEINE. B
TIREEENAY | BRTHHEE (EHMEEN spark RAF , BEERE ), MEEEIREH
IERRIA. IREFENEISR , XFEEEURE S KENRIE TS sEABR — M2 E.

TEZ Spark webUI {5#2 Stage i9—/ME& :
® PROCESS_LOCAL 5N EFERT mAVEUE
® NODE_LOCAL ZIgEEENA T B IR
o ANY 2S5BS T R

® BEEISEVEUE PROCESS LOCAL>NODE_LOCAL>ANY RE{FE3ELLPROCESS LOCAL
g NODE_LOCAL A=tiEEY, Er PROCESS_LOCAL iF¥#] cache B%,

& 0 SUCCESS PROCESS LOCAL ||.|cl|.‘:||-1! 2014105/21 20:52:44 025 208

Bl 0 SUCCESS PROCESS LOCAL hadoop 208
27 2 0 SUCCESS PROCESS LOCAL <08

83 0 SUCCESS PROCESS LOCAL 208
29 64 0 SUCCESS NODE LOCAL 2208
23 &8 0 SUCCESS NODE LOCAL 5208
24 60 SUCCESS  ANY hadoopl 2014009721 20052:52 las 2208
il (- v SUCCESS NODE_LOCAL hadoop2 J0LAI0Z] 20052:58 gs 2208
32 &8 0 SUCCESS NODDE_LDCAL hadeopa 20140921 20053:01 13s %208
o8 (= ] SUCCESS MNODE_LOCAL hadoop? 201409021 2065306 135 2208
31 .o SUCCESS  ANY hadoopl 20140971 20053:10 15s ITm= 128.0 M2 [hadoop) 5208
34 71 0 SUCCESS  ANY hadoop3 3014109021 20053:14 13s 53 m= 137.1 MEB (hadoop) 08
2.2.2 BiERENIEIEEY

Ll I e

MFEEFHREEE  EXSEEIEREBRIFETYE. XJF— tinyint ATLAERRIEEES |
AREENTHEENR int B —™ tinyint BIEUE S AT 1 4> byte 1 int GF7T 4 1" byte,
iR  —ERBXEIEHITRFNE , RFRYBFEBENE(SE. £ SparkSQL B, EMAE
HEHRERE AT LD EERNINERIR.

2.2.3 BiERIEIHES

MNTEFIREEE | 5 SQLIEaRME , RESHETIARNYI® , 21 Select a,b from tbl
MAZER Select * from tbl ; IXHFEAMERTLURDH#LE 10 |, iR/ M EFINBFERIRE,

2.2 4 (REYEIETZ6ERE

EEINRR , RERERREERFEESUGERFEFRIN . RAELEIEFES | 87
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FEUEAEEGERE, &% SparkSQL B9 Stage , JLAKRIL , RSHHE , #UEZEGEESBRK
HIULLEE. XJTF sqlContext 3Kif , 3745 textFiile, SequenceFile, ParquetFile, jsonFile ; X3
F hiveContext i , 233 AvroFile, ORCFile, Parquet File , AR & /ESE. 1RIEE SR
FEX , WHAFEESENEREFEEIVEEFRITIES SparkSQL BIEIERIE.

2.3 BERY(EA

spark N FIfEFERMUEIISMERNFIERT | hERRERT "W EEE" A9th5. Spark
HNAFEEIEAY , HPHREERNINE
® SPARK_WORKER_MEMORY 7£ conf/spark-env.sh iEzE SPARK_WORKER_MEMORY
F1 SPARK_ WORKERINSTANCES , I UUZ ST WA BT R AEZRIR |
SPARK_WORKER_INSTANCES*SPARK WORKER_MEMORY AEZIPEASEEZN
WESE ;

® executor-memory , £ spark-shell 8 spark-submit $23Z spark iz FFE AT ERiE{HEFERY
WEHE | FAEBI T R8I SPARK_ WORKER_MEMORY ;

® spark.storage.memoryFraction spark i FBfEFERTEIBINAFRRFET AT cache B9
Eefl

® spark.shuffle. memoryFraction spark KRR EFTERIBAINERIEFRI AT shuffle A9
te {51

ESEIRERLE  WFERANSH , RS AEINR SRS LTS, B, &
SparkSQL AL , /LA :

o MTMEERIRBENATHTES , T RER—RNEAFTEET |
® 34T join #F , MAEFRVIIZE |
® FZTR Stage RsHs , ZEFUTABEEZSHY Task {2 PROCESS_LOCAL ;

® FHZ A Storage HUiGts , ZREEWAIABE Fraction cached AILLHIEZ

Storage

Cached Fraction Side in Sire in Size on
RDD Name Slorsge Level Partitions Cached Momary Tachyan Disk

2.4 §1&h[9 Task

XfF SparkSQL , BE—NMULREENSH , M2 shuffle BFHRAY Task HE , B
spark.sql.shuffle.partitions &iF75. FETRIEMZ spark SEEFAVMERENFIZELMERISUES |
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spark RUBAIAER 200, Task 9% , RF-ERESRIESENTFHE | Task Z0 , 84 Task AILLE
BHENS I , &% straggle,

2.5 Efthry—LBiN

HRLERNASRS | (EXESSHEETHEINRS , TEMBERPRR

EERNEFIIRANEIERE , AJLUS spark.sql.codegen igE I Ture ;

STFAZURENITTESER | A7EFEA collect() ,collectOFLERIRELS driver , (RESZIEIE
driver AT ; —REEHHEID NGRS ;

33F Worker i} , 1858 spark.speculation=true JBIHEREINTRER ;
XITFEIERS , RAEMANEBSFELE |, (1RE/S cache , BIMEREADHT
EHRIERR A EUREFESE

ETHREEHEERSR  BEEIGCITNEFE—SEN. FRIRE
ETHRERTE , ZWE Stage Y Task , BERFEITH Task , EHREFHHE ;
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