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Spark SERkRFH

1 Z1THIRIR AP
1.1 FEERIHIRIR

o FHURIERS : Windows 64 i , W% 4 A2 , £512.2G, 106 Rf7
® [EHIEH : VMware® Workstation 9.0.0 build-812388
o [EHINUIRMERSE : CentOS 64 i , B#%
o [EFHUEITIA !
> JDK:1.7.0_55 64 {1
> Hadoop : 2.2.0 ( EERFN 64 1)
» Scala: 2104

> Spark: 1.1.0 (EERE)

> Hive : 0.13.1
1.2 {lZEMILEIRE
EREE=IMTR , TRZETLIAZER SSHiAE , T IP It IFNEsHUT
Fs IP it = *E “E/RFE | BRA B&
NN/DN/RM
1 ]192.168.0.61 | hadoopl /DN/ 1#/3G | hadoop | /app TEFATEREE
Master/Worker
/app/scala-...

2 |192.168.0.62 | hadoop2 | DN/NM/Worker | 1#/2G | hadoop Japp/hadoop

3 | 192.168.0.63 | hadoop3 | DN/NM/Worker | 1#%/2G | hadoop | /aPP/complied

2 Spark B

SparkSQL 3| N T—F$H# RDD——SchemaRDD , SchemaRDD H17%952 ( Row ) LUK
WMIRTTHRFEHEIEZXEEA Schema HA ; SchemaRDD R EFHEHIEEFHIE.
SchemaRDD AJLUES RDD, Parquet 3f4. JSON /4. & EBILFEA hiveql &if] hive £
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¥ER#EZ, SchemaRDD &7 RILAF] RDD —#HE(ESN , BT LAEIT registerTempTable iE:f
FRlimptaR , AEEE SQL IETHITIRIE.
BEEIERIZE
® Sparkl.1l {§M registerTempTable & 1.0 IRAAY registerAsTable
® Sparkl.1 7€ hiveContext 1 , hql)#&#5+F |, sql0&E hql )RIZRAZEI/NER , Fi— 7%
.
® {HF registerTempTable JFMFRE—MEATER , EdBEAREENXR sqlContext 3k

hiveContext Ll z s, MM Z , & — 1 sqglontext ( 8¢ hiveContext ) &
registerTempTable BUFRABEETS— sqlContext ( & hiveContext ) H{EH,

54h , Sparkl.1 12 TIEAMRITERIEIR spark.sql.dialect , #B#ITMS , Sparkl.1 1247
FRFMEAREITES |« sql B ARENTESFN hiveql 1B AfENTES.

® sqlContext BIER ST sql 1B (SQL-9215%)

® hiveContext NFESTHF sql 1B XARITEERN hivesql B XMRITES , BRIAA hivesql iEiEfBATEE |
FIFRI LB BCETIHER, sql 1BE#ENTER | SRIZ1T hiveql ASIFRNIEIE | W select 1,

o {HEn] LAEE TG TU5ERK

® 7£ sqlContexet FfsEFE setconf BLE spark.sql.dialect

® 7 hiveContexet B setconf E& spark.sql.dialect

® 7£ sql S H{FEH set spark.sql.dialect=value

SparkSQL1.1 SFIEMNEIIN K T 2 Mo :sqlContext 1 hiveContext, ZFHE Z|a)
BIXZ |, hiveSQL 47% T sqlContext , BTLUAE sqlontext fUFHEZ S | IAABEBESHEYE (&
REWFHERE ST hive ),

2.1 551 Spark shell

211G E
SEFRAN T~ an<$TF/etc/profile 3714 :

sudo vi fetc/profile

||| hadoop1 || hadeop2 | | hadeop3| &

[hadoop@hadoopl ~]%
[hadoop@hadoopl ~]% sudo vi /etc/profile

13

REUWTSEL :

export SPARK_ HOME=/app/hadoop/spark-1.1.0
export PATH=$PATH:3SPARK_HOME/bin.$SPARK HOME/sbin
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export HIVE. HOME=/app/hadoop/hive-0.13.1
export PATH=$PATH:$HIVE HOME/bin
export CLASSPATH=3CLASSPATH:$HIVE_ HOME/bin

| hadoopl || hadeop2 I | hadnnp3| ]

export SCALA_HOME=/app/scala-2.11.4
export PATH=$PATH:${SCALA_HOME}/bin

export SPARK_HOME=/app/hadoop/spark-1.1.0
export PATH=$PATH:$SPARK_HOME /bin:$SPARK_HOME/sbin

export HIVE_HOME=/app/hadoop/hive-0.13.1
export PATH=%PATH:$HIVE_HOME/bin
export CLASSPATH=3CLASSPATH:$HIVE_HOME /bin

2.1.2 |35 HDFS

Scd /app/hadoop/hadoop-2.2.0/sbin
$./start-dfs.sh

| | hadoop1 “ hadoopzl Ihadoop3|

[hadoop@hadoopl ~]3%
[hadoop@hadoopl ~]% cd /app/hadoop/hadoop-2.2.0/sbin
[hadoop@hadoopl sbin]$ . /start-dfs.sh

starting namenodes on [hadoo

hadoopl: starting namenode, qogg1ng to /app/hadoop/hadoop-2. 2.0/1ogs /hadoop-hadoop-namenode-hadoopl. out
hadoopl: starting datanode, logging to /app/hadoop/hadoop-2.2.0/]logs/hadoop-hadoop-datanode-hadoopl. out
hadoop2: starting datanode, logging to /app/hadoop/hadoop-2.2.0/]ogs/hadoop-hadoop-datanode-hadoop2. out
hadoop3: starting datanode, logging to /app/hadoop/hadoop-2.2.0/1ogs/hadoop-hadoop-datanode-hadoop3. out
starting secondary namencdes [ﬁadoopl

hadoopl: starting secondarynamenode, logging to /app/hadoop/hadoop-2.2.0/Togs/hadoop-hadoop-secondaryname
node-hadoopl. out

[hadoop@hadoopl sbin]s

2.1.3 |35 Spark ££8f

Scd /app/hadoop/spark-1.1.0/sbin
$./start-all.sh

| hadoop1 “ hadoop2|| hadcop3|

[hadoop@hadoopl ~1% cd /app/hadoop/spark-1.1.0/sbin
[hadoop@hadoopl sb1n]$ 1 B

m

T
]

[hadoop@hadoopl sb1n]$ /start a11 sh
\|starting org.apache. spark deploy.master.mMaster, logging to /app/hadoop/spark-1.1.0/sbin/.. /logs/spark-hadoop-or
ﬁ apache. spark. deploy. master.Master-1-hadoopl. out

adoopl: starting org.apache.spark.deploy.worker.worker, logging to /app/hadoop/spark-1.1.0/sbin/../logs/spark-
hadoop—org.apache.spark.d9ﬁ1oy.worker.worker—l—hadoo 1. out

hadoop3: starting org.apache.spark.deploy.worker.worker, Togging to /app/hadoop/spark-1.1.0/sbin/../logs/spark-
hadoop—org.apache.spark.deE10y.worker.worker—l—hadoo 3.out

'l hadoop2: starting org.apache.spark.deploy.worker.worker, logging to /app/hadoop/spark-1.1.0/shin/.. /logs/spark-
|| hadoop-org. apache. spark. deploy. worker . worker -1-hadoop2. out

[hadoop@hadoopl shbin]$ ips

2612 secondaryNamenode

3221 worker

3263 1ps

2486 NameNode

2547 DataNode

3079 Mmaster

[hadoop@hadoopl sbin]$

2.1.4 I55)] Spark-Shell

£ spark ZFig ( £ hadoopl T553) , A spark-shell E1ZERF

Scd /app/hadoop/spark-1.1.0/bin
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3./spark-shell --master spark.,//hadoop1:7077 --executor-memory 1g

[hadoop@hadoopl ~]% cd /app/hadoop/spark-1.1.0/bin o~
[hadoop@hadoopl bin]$[./spark-shell --master spark://hadoopl:7077 --executor-memory 1g |

spark assembly has been builTt with Hive, including Datanucleus jars on classpath

15/07/31 14:31:52 INFO spark. Secur1tyManager. Changing view acls to: hadoop,

15/07/31 14:31:52 INFO spark.SecurityManager: Changing modify acls to: hadoop,

| 15/07/31 14:31:52 INFO sEark.SecurﬁtyManager: Securitymanager: authentication disabled; ui acls disabled; users with viev
set(hadoop, ); users with modify permissions: set(hadoop,

15/07/31 14:31:52 INFO spark.HttpServer: Starting HTTP Server

15/07/31 14:31:52 INFO server.Server: jetty-8.y.z-SNAPSHOT

15/07/31 14:31:52 INFO server.AbstractConnector: Sstarted SocketConnector@0.0.0.0:45666

1540?/31 14:31:52 INFO util.utils: Successfully started service "HTTP class server’ on port 45666.

wWelcome to

Y _/
AN N T T
/_/// N SN \ version 1.1.0

Using Scala wversion 2.10.4 (Java HotSpot(TM) 64-Bit Server VM, Java 1.7.0_55)
Type in expressions to have them evaluated.

Type :help for more information.

15/0"/31 14:32:03 INFO spark.securityMmanager: Changing view acls to: hadoop,
M15/07/31 14:32:03 INFO spark.SecurityManager: Changing modify acls to: hadoop,

BRHEEEENER , WFEE :

i = C [4 hadoopl:8080 ks oS

spo;ﬁl Spark Master at spark://hadoop1:7077

URL: spark://fhadoop1:7077
Workers: 3

Cores: 3 Total, 3 Used

Memeory: 3.0 GB Total. 3.0 GB Used
Applications: 1 Running, 0 Completed
Drivers: 0 Running, 0 Completed
Status: ALIVE

Workers
Id Address State Cores Memory
worker-20150731142717-hadoop1-35119 hadoop1:35119 ALIVE 1 (1 Used) 10240 MB (1024 0 MB Used)
worker-20150731142731-hadoop2-5208 hadoop2:52080 ALIVE 1 (1 Used) 1024.0 MB (1024.0 MB Used)
worker-20150731142734-hadoop3-59575 hadoop3:59575 ALIVE 1(1 Used) 1024.0 MB (1024.0 MB Used)
Running Applications
ID Name Cores Memory per Node Submitted Time User State Duration

app-20150731143217-0000 Spark shell 3 1024.0 MB 2015/07/31 14:32:17 hadoop RUNNING 1.5 min

2.2 sqlContext j&Ex

Spark1.1.0 FratRft 7 A5 =0 RDD $&#26% SchemaRDD :

ﬂ_“x”E)‘{ Case Class , {EH&EIH#ERT Schema ( case class AT )
BT gwigE0 , BX Schema , #iAZ| RDD £ (applySchema A=)

RIEGERER. ABEE , BRTE Schema NIFEIE L ; FEFERRASHR , (BrILIERE
FRz TIPS T , ERTRAN Schema A RDD L,

2.2.1{#HH Case Class X RDD &~

FF Case Class A= , E5EE N Case Class , 7£ RDD i Transform i3f2eh{s5Fg Case Class
B LA #51U Rk SchemaRDD , SAIGF{#EHE registerTempTable jEfpER. iFMBEREFHATLA
£ sqlContext JIFFHITIRIE , t select . insert. join &, ;F& , case class BILAZRERER ,
tBATLAERIZEU Sequences B Arrays Z S ZEUIREHREL,
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TENIFEEX —MFEEUEIE/sparksql/people.txt 2B case clase ( Person ), #fg
BEUESHENEIRTUEEAY SchemaRDD :people , 7§ people £ sqlContext HiEAAkER
rddTable , REXFRFITEISR , IWHFLHE 13-19 T ZERAE.

F— EENHEIE

£ HDFS Hrgllg/class6 BR , BB ERIR/data/class5/ people.txt LEE[ZER E

S$hadoop fs -mkdir /class6
S$hadoop fs -copyFromLocal /home/hadoop/upload/classé/people.” /class6
Shadoop fs -Is /

||hadoop1|| hadoopzl |hadoop3| |had00p1(1)| %]

[hadoop@hadoopl ~]% hadoop Ts -mkdir /classé

[hadoop@hadoopl ~]% hadoop fs -copyFromLocal /home/hadoop/upload/classe/people.® /classe
[hadoop@hadoopl ~]% hadoop fs -1s /classé

Found 2 items

-rw-r--r-- 2 hadoop supergroup 73 2015-07-31 14:46 /class6/people. json
-rW-r——-r-- 2 hadoop supergroup 32 2015-07-31 14:46 /class6/people. txt
[hadoop@hadoopl ~J%

»

F & ENX sqlContext H5|IANE

//sqlContext ;&7v
scala>val sqlContext=new org.apache.spark.sql.SQLContext(sc)
scala>import sqlContext.createSchemaRDD

‘ | hadoopl || hadoop2 | | hadoop3 &

scala= val sglContext=new org.aqache.spark.sq1.SQLcontext(sc)
| sqlContext: org.apache.spark.sql.sqLContext = org. apache. spark.sql.sQLContext@657F7ef7

lscala= import sglContext.createSchemaRDD
import sglContext.createschemarRDD

B=% TN Person %, iE

//RDD1 ;&7v
scala>case class Person(name:String,age.int)

scala>val

rdadpeople=sc.textFile("hdfs.//hadoop1.9000/class6/people.txt”).map( .split(",")).map(p
=>Person(p(0),p(1).trim.toint))

scala>rddpeople.registerTempTable("rddTable”)

| hadoopl || hadoop2 || hadoop3 %]
scala> case class Person(name:String,age:Int) -

defined class Person

|sca'|a> wval rddpeop'le_sc textFile("hdfs://hadoopl:9000/classe/people.txt ").map(_.split(",")). map(p=>Person(p(O),p(l).tr'im.toInt))|
I5/707731 1415058 INFO storage.Memorystore: ensureFreespace(147835) called with curMem= 5Uh54u maxMem=Z278307556

15/07/31 14:50:58 INFO storage.MemoryStore: Block broadcast_2 stored as values in memory (est'lmated size 139.5 KB, free 265.0 MB)
15/07/31 14:50:58 INFO storage.MemoryStore: ensureFreeSpace(lOBSQ) called with curMem=449175, maxMem=278302556

15/07,/31 14:50:58 INFO storage.MemoryStore: Block broadcast_2_pieceQ stored as bytes in memory (estimated size 10.1 KB, free 2&5.
15/07,/31 14:50:58 INFO storage.BlockManagerInfo: Added broadcast_z_g'ieceo in memory on hadoopl:>8813 (size: 10.1 KB, free: 285.4

15/07/31 14:50:58 INFO storage.ElockManagerMaster: Updated info of block broadcast_2_pieced

rddpeople: org.apache.spark.rdd.rDD[Person] = MappedRDD[11] at map at <console>:17

| |
scala> rddpeople.registerTempTable("rddrable™)

F0 EEEFLE 13-19 522 ENAR
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scala>sqlContext.sql("SELECT name FROM rddTable WHERE age >= 13 AND age <=
19").map(t => "Name. " + t(0)).collect().foreach(printin)

FELEY trnsform Kk action 2 , EZEBRHEREYEHFIENRAR T action ZH{E
A FEIFA7R

| hadoop || hadoop2 | | hadoop3
scalax|sglContext.sql( SELECT name FROM rddTable WHERE age >= 13 AND age <= 197).map(t => "Name: + t{0)).collect().foreach(printin | .
15/07 /31 I&756:58 INFO mapred.FilelnputFormat: Total 1nput paths to process @ 1
15/07/31 14:56:59 INFO spark.SparkContext: Starting job: collect at <consolex:16
15/07/31 14:56:59 INFO scheduler.DaGscheduler: Got Jl'ob 0 (collect at <console>:16) with 2 output partitions (allowLocal=Ffalse)
15/07/31 14:56:59 INFO scheduler.DAGScheduler: Final stage: Stage O(collect at =consolex:16)
15/07/31 14:56:59 INFO scheduler.DaGScheduler: parents of final stage: List()
15/07/31 14:56:59 INFO scheduler.DaAGScheduler: Missing parents: List()
15/07/31 14:56:59 INFO scheduler.DaGScheduler: submitting stage 0 (Maﬁ:pedRDD[Zgj at map at <console>:16), which has no missing paren
15/07/31 14:56:59 INFO storage.MemoryStore: ensurefFreespace(5560) called with curMem=544106, maxMem=278302556
15/07/31 14:56:59 INFO storage.MemoryStore: Block broadcast_4 stored as values in memory (estimated size 5.4 KB, free 2064.9 MB)
IlS,f'O?Bl 14:56:59 INFO storage.MemorysStore: ensurefFreeSpace(2984) called with curMem=549666, maxMem=278302556
15/07/31 14:56:59 INFO storage.MemoryStore: Block broadcast_4_piece0 stored as bytes in memory (estimated size 2.9 KB, free 264.9 MB
15/07/31 14:56:59 INFO storage.BlockManagerInfo: Added broadcast_d._g'ieceo in memory on hadoopl:58813 (size: 2.9 KB, free: 265.4 ME)
15/07/31 14:56:59 INFO storage.BlockmanagerMaster: Updated info of block broadcast_4_piece0
15/07/31 14:56:59 INFO scheduler.DaGScheduler: submitting 2 missing tasks from Stage 0 (MappedrRDD[29] at map at <console>:16)
15/07/31 14:56:59 INFO scheduler.TaskschedulerImpl: adding task set 0.0 with 2 tasks
15/07/31 14:56:59 INFO scheduler.TasksetManager: Starting task 0.0 in stage 0.0 (TID 0, hadoopl, NODE_LOCAL, 1193 bytes)
15/07/31 14:56:59 INFO scheduler.Tasksetmanager: starting task 1.0 in stage 0.0 (TID 1, hadoop2, NODE_LOCAL, 1193 bytes)
15/07/31 14:56:59 INFO networ"k.connect'ionManager: Accepted connection from [hadoopl/192.168.10.111:36166]
.15,’07’!31 14:56:59 INFO network.SendingConnection: Initiating connection to [hadoopl, 192.168.10.111:42800]
15/07/31 14:56:59 INFO network.SendingConnection: Connected to [hadoopl/192.168.10.111:42800], 1 messages pending
15/07/31 14:56:59 INFO storage.BlockmanagerInfo: added broadcast_4_piece0 in memory on hadoopl:42800 (5ize: 2.9 KB, free: 530.3 MB)
15/07/31 14:57:00 INFO storage.BlockManagerInfo: Added broadcast_4_piece0 in memory on hadoop2:44954 (size: 2.9 kB, free: 530.3 MB)
15/07/31 14:57:00 INFO storage.BlockmanagerInfo: added broadcast_3_piece0 in memory on hadoopl:42800 (size: 14.1 kB, free: 530.3 MB)
Ml15/07/31 14:57:01 INFO network.ConnectionManager: Accepted connection from [hadoop2,/192.168.10.112:42772]
| 15/07/31 14:57:01 INFO network.sendingConnection: Initiating connection to [hadoop2,/192.168.10.112:44954]
15/07/31 14:57:01 INFO network.SendingConnection: Connected to [hadoop2/192.168.10.112:44954], 1 messages pending
15/07/31 14:57:01 INFO storage.BlockManagerInfo: Added broadcast_3_piece0 in memory on hadoop2:44954 (5ize: 14.1 KB, free: 530.3 ME)
15/07/31 14:57:04 INFO scheduler.TasksetManager: Finished task 0.0 in stage 0.0 (TID 0) in 4893 ms on hadoopl (1/2)
15/07/31 14:57:05 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 0.0 (TID 1) in 6753 ms_on hadoop2 (2/2)
15/07/31 14:57:05 INFO scheduler.TaskschedulerImpl: Removed TaskSet 0.0, whose tasks have all completed, from pool
15/07/31 14:57:05 INFO scheduler.DAGScheduler: stage 0 {collect at =console>:16) finished in 6.775 s
15/07/31 14:57:05 INFO spark.SparkContext: Job finished: collect at <console-=:16, took 6.885388200 s
Name: Justin E
B SETE , BEESETER
B SRR , EEESETER
Completed Stages (1)
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
0 collect at <console=:16 +details  2015/07/31 Ts 2/2 320
14:56:59 B
Aggregated Metrics by Executor
ExecutorID  Address Task Time Total Tasks  Failed Tasks  Succeeded Tasks  Input  Shuffle Read  Shuffle Write  Shuffle Spill (Memory) Shuffle Spill (Disk)
1 hadoop1:42800 5s 1 0 1 16.0B 0.08B 0.08 0.08 0.08
2 hadoop2:44954 7s 1 1] 1 16.0B 00B 008 008 008
Tasks
Index ID  Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Input Errors
0 1] 0 SUCCESS NODE_LOCAL hadoop1 2015/07/31 14:56:59 4s 16.0 B (hadoop)
1 10 SUCCESS NODE_LOCAL hadoop2 2015/07/31 14:56:59 5s 16.0 B (hadoop)

2.2.2 {6 applySchema EEX RDD &%

applySchema AIURER , BEA 3 LURE :
® & RDD £l rowRDD
® 6i#5 rowRDD [LEERY Schema
® & Schema @i applySchema RFAZ! rowRDD

F—F SAEEIE Schema

J/EN SparkSQL BIEHESEZH] Row
scala>import org.apache.spark.sql._

/I TF LA IPTRY schema
scala>val schemaString = "name age”

scala>val schema =

% 8 U 3t 41 U A, R
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StructType(
schemaString.split(" ").map(fieldName => StructField(fieldName, StringType,

true)))

| | hadoop1 || hadoop2 I | hadoop3| e

scala= import org.apache.sqark.qu._
import org.apache.spark.sqgl._

scala> val schemastring = "name age"
schemastring: String = name age

scala> val schema = StructType( schemastring.split (" ").map(fieldName == StructfField{fieldnName, =

il tringType, true)))
schema: org.apache.sgark.qu.cataWyst.types.StructType = StructType(ArraySeq({structField(name,StringT
ype,true), StructField(age,stringType,true)l) L

S Bl rowRDD FHENEIE

//BlZ rowRDD

scala>val rowRDD =
sc.textFile("hdfs.//hadoopl1.9000/class6/people.txt”).map( .split(",")).map(p =>
Row(p(0), p(1).trim))

//HH applySchema &% schema i/ %) rowRDD

scala>val rddpeople? = sqlContext.applySchema(rowRDD, schema)

scala>rddpeopleZ.registerTempTable("'rddTable2")

| hadoop1 || hadoop2 I | hadoop3| [

scala> val rowRDD = sc.textFile( hdfs://hadoopl:9000/classe/people. txt ). map(_.spit(", " )).map(p == Row(p(0), p(1).Ttrim)) | .
HI'H 0 storage.Memorystore: ensureFreespace(l8Z08b) called with curMem=534106, maxMem=I7830L556

15/07/31 15:00:34 INFO storage.MemorysStore: Block broadcast_5 stored as values in memory (estimated size 177.8 kB, free 26

15/07/31 15:00:34 INFO storage.MemoryStore: ensurefFreespace(14475) called with curMem=726192, maxMem=278302556

15/07/31 15:00:34 INFO storage.MemorysStore: Block broadcast_5_piece0 stored as bytes in memory (estimated size 14.1 kB, fr

15/07/31 15:00:34 INFO storage.BlockManagerInfo: added broadcast_S_Eieceo in memory on hadoopl:58813 (size: 14.1 KB, free:

15/07/31 15:00:34 INFO storage.BlockManagermaster: Updated info of block broadcast_5_piecel

rowRDD: org.apache. spark.rdd.rRDD[org. apache. spark.sql.catalyst. expressions.Row] = MappedrRDD[35] at map at <console>:18

scala= val rddpeople2 = sglContext.applySchema(rowrDD, schema)
rddpeople2: org.apache.spark.sqgl.SchemarRDD =

SchemaRDD[36] at RDD at SchemaRDD.scala:103

== Query Plan ==

== Physical Plan ==

ExistingRdd [name#4,age#5], MappedRDD[35] at map at <console=:18

:lsca1a> rddpeople2.registerTempTable("rddTable2™)

B=4 EEREEGE

scala>sqlContext.sql("SELECT name FROM rddTable2 WHERE age >= 13 AND age <=

19").map(t => "Name. " + t(0)).collect().foreach(printin)
[T hadoup |1 hadaooz 1 hadooe3] %]

+ t(O)).co11ect().foreach(prﬁnt1nr

[scala> sqlcontext.sql ("SELECT name FROM rddTable? WHERE age »= 13 AND age <= 19").map(t => "Name:
15707,/31 15:03:24 INFO mapred.FileInputFormat: Total input paths tTo process @ 1

15/07/31 15:03:24 INFO spark.sparkContext: starting job: collect at <console>:19

“15f07f31 15:03:24 INFO scheduler.pAGScheduler: Got ?ob 1 (collect at <console>:19) with 2 output partitions (allowLocal=false)
15/07,/31 15:03:24 INFO scheduler.DAGScheduler: Final stage: Stage 1(collect at <console=:19)

15/07/31 15:03:24 INFO scheduler.DpaGScheduler: parents of final stage: List()

15/07,/31 15:03:24 INFO scheduler.DaGScheduler: Missing parents: List()

||15/07/31 15:03:24 INFO scheduler.DAGScheduler: submitting Stage 1 (MagpedRDD[38] at map at <console>:19), which has no missing parent
15/07/31 15:03:24 INFO storage.MemoryStore: ensureFreeSpace(5616) called with curMem=740667, maxMem=278302556

15/07/31 15:03:24 INFO storage.MemoryStore: Block broadcast_6 stored as values in memory (estimated size 5.5 KB, free 264.7 MBE)
15/07,/31 15:03:24 INFO storage.MemoryStore: ensureFreeSpace(3016) called with curMem=746283, maxMem=278302556

15/07/31 15:03:24 INFO storage.MemoryStore: Block broadcast_6_piece0 stored as bytes in memory (estimated size 2.8 KB, free 264.7 MB)
15/07/31 15:03:24 INFO storage.BlockmanagerInfo: Added broadcast_6_piece0 in memory on hadoopl:58813 (size: 2.9 KB, free: 265.3 MB)
15/07/31 15:03:24 INFO storage.BlockManagerMaster: Updated info of block broadcast_6_pieced

15/07/31 15:03:24 INFO scheduler.pacscheduler: submitting 2 missing tasks from Stage 1 (MappedrRDD[38] at map at <console>:19)
15/07,/31 15:03:24 INFO scheduler.TaskschedulerImpl: adding task set 1.0 with 2 tasks

15/07,/31 15:03:24 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 1.0 (TID 2, hadoopl, NODE_LOCAL, 1193 bytes)

15/07/31 15:03:24 INFO scheduler.TaskSetmanager: starting task 1.0 in stage 1.0 (TID 3, hadoop2, NODE_LOCAL, 1193 bytes)

15/07,/31 15:03:24 INFO storage.BlockManagerInfo: Added broadcast_6_piece0 in memory on hadoop2:44954 (size: 2.9 kB, free: 530.3 MB)
15/07/31 15:03:24 INFO storage.Blockmanagerinfo: Added broadcast_6_piece0 in memory on hadoopl:42800 2.9 kB, free: 530.3 ME)
15/07/31 15:03:24 INFO storage.BlockManagerInfo: Added broadcast_5_piece0 in memory on hadoopl:42800 (size: 14.1 kB, free: 530.2 MB)
15/07,/31 15:03:24 INFO storage.BlockManagerInfo: Added broadcast_5_piece0 in memory on hadoop2:44954 (size: 14.1 KB, free: 530.2 MB)
15/07/31 15:03:25 INFO scheduler.TasksSetManager: Finished task 0.0 in sta?e 1.0 (TID 2) in 544 ms on hadoopl (1/2)

15/07/31 15:03:25 INFO scheduler.DAGScheduler: stage 1 {collect at =<console>:19) finished in 0.566 s

15/07/31 15:03:25 INFO scheduler.TasksetmManager: Finished task 1.0 in stage 1.0 (TID 3) in 563 ms on hadoop2 (2/2)

15/07/31 15:03:25 INFO spark.sparkcontext: Job finished: collect at <console>:19, took 0.585591433 s

15/07/31 15:03:25 INFO scheduler.TaskschedulerImpl: removed Taskset 1.0, whose tasks have all completed, from pool

Name: Justin [
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Completed Stages (2)

Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
1 tdetalls | 2015/07/31 15:03:24 06 5 22 3208
0 collect at <console=:16 +details 2015/07/31 14:56:59 75 212 3208

Aggregated Metrics by Executor

ExecutorID  Address Task Time Total Tasks Failed Tasks  Succeeded Tasks Input  Shuffle Read Shuffle Write  Shuffle Spill (Memory) Shuffle Spill (Disk)
1 hadoop1:42800 05s 1 0 1 160B 00B 0.0B 0.0B 0.0B

2 hadoop2:44954 06s 1 0 1 16.08 00B 00B 00B 00B
Tasks

Index ID  Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Input Errors
0 2 0 SUCCESS NODE_LOCAL hadoop1 2015/07/31 15:03:24 05s 16.0 B (hadoop)

1 3 0 SUCCESS NODE_LOCAL hadoop2 2015/07/31 15:03:24 05s 16.0 B (hadoop)

2.2.3 parquet j&ER

E##18 . sqlContext BJLASEEN parquet 324 , B1F parquet SUFFIRET schema RIER |
FRLARZEE([FA case class faziEik, sqlContext AN parquet {45 HIEHEIRA
SchemaRDD , AT SchemaRDD {®fFR, parquet A&,

F— RIFAL parquest F &34

/L LEEEEFH] rddpeople (R777 parquet STV 14E) hdfs 4
scala>rdadpeople.saveAsParquetFile("hdfs.//hadoop1:9000/class6/people.parquet”)

| hadoop1 || hadoop2 | | hadoop3 m

scala>| rddpeople. saveAsParquetFile( hdfs://hadoopl:9000/class6/people. parquet’) | -
SLF4]: Failed to load class 'Org.s1i4j.impl.5taticLoggerginder .

sLF431: pefaulting to no-operation (NOP) Tlogger implementation

SLF43: see http://www.s1f4j.org/codes. htm1#5taticLoggereinder for further details.

15/07/31 15:12:03 INFO spark.SparkContext: Starting job: runlob at ParquetTableOperations.scala:318

15/07/31 15:12:03 INFO scheduler.DaGScheduler: Got job 2 (runlob at ParquetTableOperations.scala:318) with 2 output partit
15/07/31 15:12:03 INFO scheduler. DaGscheduler: Fina? stage: Stage 2(runJob at ParquetTableoperations.scala:318)

15/07/31 15:12:03 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/07/31 15:12:03 INFO scheduler.DaGScheduler: Missing parents: List()

15/07/31 15:12:03 INFO scheduler.DaGScheduler: Submitting Stage 2 (MaanrtitionsRDD[4l] at mapPartitions at basicOperators
15/07/31 15:12:03 INFO storage.MemoryStore: ensurefFreespace(50056) called with curMem=740667, maxMem=278302556

15/07/31 15:12:03 INFO storage.MemoryStore: Block broadcast_7 stored as values in memory (estimated size 48.9 KB, free 264
15/07/31 15:12:03 INFO storage.MemoryStore: ensureFreespace(17892) called with curMem=790723, maxMem=278302556

15/07/31 15:12:03 INFO storage.MemoryStore: Block broadcast_7_piece0 stored as bytes in memory (estimated size 17.5 KB, fr
15/07/31 15:12:03 INFO storage.BlockManagerInfo: added broadcast_?_Eieceo in memory on hadoopl:58813 (size: 17.5 KB, free:
15/07/31 15:12:03 INFO storage.BlockManagerMaster: Updated info of block broadcast_7_piece0

15/07/31 15:12:03 INFO scheduler.DaGScheduler: submitting 2 missing tasks from sStage 2 (MapPartitionsRDD[41] at mapPartiti
15/07/31 15:12:03 INFO scheduler.TaskSchedulerImpl: Adding task set 2.0 with 2 tasks

15/07/31 15:12:03 INFO scheduler.TaskSetManager: starting task 0.0 in stage 2.0 (TID 4, hadoop2, NODE_LOCAL, 1193 bytes)
15/07/31 15:12:03 INFO scheduler.TaskSetManager: Starting task 1.0 in stage 2.0 (TID 5, hadoopl, NODE_LOCAL, 1193 bytes)
15/07/31 15:12:03 INFO storage.BlockmanagerInfo: added broadcast_7_piece0 in memory on hadoopl:42800 (size: 17.5 KB, free:
15/07/31 15:12:03 INFO storage.BlockManagerInfo: Added broadcast_7_piece0 in memory on hadoop2:44954 (size: 17.5 KB, free:
15/07/31 15:12:06 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 2.0 (TID 5) in 2770 ms on hadoopl (1/2)
15/07,/31 15:12:06 INFO scheduler.DAGScheduler: stage 2 (runlob at ParquetTableOperations.scala:318) finished in 3.511 s
15/07/31 15:12:06 INFO scheduler. TaskSetManager: Finished task 0.0 in stage 2.0 (TID 4) in 3510 ms on hadoop2 (2,/2)
15/07/31 15:12:06 INFO spark.SparkContext: Job finished: runlob at ParquetTableOperations.scala:318, took 3.563964296 s
15/07/31 15:12:06 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 2.0, whose tasks have all completed, from pool

y Y Spark shell - Details for * y [ HDFS:/classt ®

€ - C [} hadoop3:50075/browseDirectory.jsp?dir=

-

%2Fclass6&namenodelnfoPort=50070&nnaddr=192.168.10.111:9000

Contents of directory /class6

Goto :|f igo|

Go to parent directory

|Nane ”Type”Size”Rﬁplicatiun”Blnck Size”lndificatiun Tinﬂ”Permissiun”OWﬂBr ”Gruup
peopl e. 3son file||T3 B||2 128 MB 2015-07-31 14:46 |[rw—r——r— |hadoop|supergroup
peopl e. parquet ||[dir 2015-07-31 15:12 ||twor—xr—x ||hadoop||supergroup
people. tat file |32 B |2 128 MB 2015-07-31 14:46 |rw—r——71— |hadoop||supergroup

45 A parquest 1803214 |, iEAEFE parquetTable
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J/parquet &

scala>val parquetpeople =

sqglContext parquetFile("hdfs.//hadoopl.9000/class6/people.parquet”)
scala>parquetpeople.registerTempTable("parquetTable”)

| hadoop1 || hadoop2 | | hadoop3 ]
scala> val ﬁ:ar‘quetpeop'le = sq'lcontext.ﬁar‘quetFﬂe("hdfs: hadoopl:9000,/classé/people. parquet™) -
parquetpeople: org.apache.spark.sql.SchemarDD =

schemarDD[44] at RDD at SchemaRDD.scala:103
= Query Plan ==
== Physical Plan ==
ParquetTablescan [name#10,age#11], (ParquetRelation hdfs://hadoopl:9000/class6/people.parquet, Some(Configuration: core-de
mapred-site.xml, yarn-default.xml, yarn-site.xml, hdfs-default.xml, hdfs—site.xm'lg org. apache.spark.sq'I.SQLcontextGGS?f?

|| scala>= parquetpeople.registerTempTable("parguetTable™)

F=F EEFRATFT 25 PHAR

scala>sqlContext.sql("SELECT name FROM parquetTable WHERE age >= 25").map(t =>
"Name: " + t(0)).collect().foreach(printin)

| hadoop1 || hadoopz | | hadoop3 =

scalas qucontext.sq1( SELECT name FROM parquetTable WHERE age >= 25") . map(t => "Name: + t(0)).collect().foreach(printin) -
15/07/31 15:13:41 INFO storage.BlockManager: Removing broadcast 7
15/07/31 15:13:41 INFO storage.Blockmanager: Removing block broadcast
15/07/31 15:13:41 INFO storage.Memorystore: Block broadcast_7 of swze 50056 droﬁped from memory (free 277343997 )
15/07/31 15:13:41 INFO storage.BlockManagerInfo: Removed bruad(ast p1e(e0 on hadoop2:44954 in memory (swze: .5 KB, free: 530.3 MB)
15/07/31 15:13:41 INFO storage.BlockManager: Removing block bruadcast 7_pieced
15/07/31 15:13:41 INFO storage.Memorystore: Block broadcast_7. p1ece0 of size 17892 dropped from memory (free 277561883)
15/07/31 15:13:41 INFO storage.BlockManagerInfo: Removed bruadcast _pieceQ on hadoopl:42800 in memory (size: 17.5 KB, free: 530.3 MB)
15/07/31 15:13:41 INFO storage.BlockmanagerInfo: Removed broadcast, f_;ne(e(] on hadoopl:58813 in memory (size: 17.5 kB, free: 265.4 MB)
15/07/31 15:13:41 INFO storage.Blockmanagermaster: updated info of block broadcast_7_piece0
15/07/31 15:13:41 INFO spark.contextcleaner: cleaned broadcast 7
15/07/31 15:13:41 INFO storage.MemoryStore: ensurefFreeSpace(192366) called with curMem=740667, maxMem=278302556
15/07/31 15:13:41 INFO storage.Memorystore: Block broadcast_8 stored as values in memory (estimated size 187.9 KB, free 264.5 MB)
15/07/31 15:13:42 INFO storage.Memorystore: ensureFreespace(16356) called with curmem=933032, maxMem=2783025356
15/07/31 15:13:42 INFO storage.Memorystore: Block broadcast_8_piece0 stored as bytes in memory (estimated size 16.0 KB, free 264.5 MB)
15/07/31 15:13:42 INFO storage.BlockManagerInfo: Added broadcast_8_piece0 in memory on hadoopl:58813 (size: 16.0 KB, free 265.3 MB)
15/07/31 15:13:42 INFO storage.BlockManagermaster: updated info of E1ock broadcast_8_piecel
15/07/31 15:13:42 INFO input.FileInputFormat: Total 1n?ut paths to process : 2
15/07/31 15:13:42 INFO hadoop.ParquetInputFormat: Total input paths to process :
15/07/31 15:13:42 INFO hadoop.ParquetFileReader: reading summary file: ﬁdfs //hadoopl 9000/class6/people. parquet/ metadata
15/07/31 15:13:42 INFO configuration.deprecatiol mapred.max.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.split.maxsize
15/07/31 15:13:42 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize
15/07/31 15:13:42 INFO spark.SparkContext: starting job: collect at <console=:19
15/07/31 15:13:42 INFO scheduler.DaGScheduler: Got %ob 3 (collect at <console>=:19) with 2 output partitions (allowLocal=false)
15/07/31 15:13:42 INFO scheduler. Final stage: Stage 3(collect at <console>:19)
15/07/31 15:13:42 INFO scheduler. parents of final stage List()
15/07/31 15:13:42 INFO scheduler. Missing parents: LisT(
15/07/31 15:13:42 INFO scheduler. submitting stage 32 (Ma?pedRDD[46] at map at <console>:19), which has no missing parents
15/07/31 15:13:42 INFO storage.MemoryStore: ensureFreeSpace(5416) called with curMem=949389, maxMem=: 278302556
15/07/31 15:13:42 INFO storage.Memorystore: Block broadcast_9 stored as values in memory (estimated size 5.3 kB, free 264.5 MB)
15/07/31 15:13:42 INFO storage.Memorystore: ensureFreespace(2965) called with curMem=954805, maxMem=27830253536
15/07/31 15:13:42 INFO storage.MemorysStore: Block broadcast_9_piece0 stored as bytes in memory (estimated size 2.9 kB, free 264.5 MB)
15/07/31 15:13:42 INFO storage.BlockManagerInfo: Added broadcast_9_piece0 in memory on haduupl 58813 (size: 2.9 KB, free 265.3 MB)
15/07/31 15:13:42 INFO storage.BlockManagermaster: updated info of E1ock broadcast_9_| p1ece
15/07/31 15:13:42 INFO scheduler.DaGScheduler: submitting 2 missing tasks from Stage 3 (MappedRDD[46] at map at <console>:19)
15/07/31 15:13:42 INFO scheduler.TaskschedulerImpl: Add1ﬂg task set 3.0 with 2 tasks
15/07/31 15:13:42 INFO scheduler.Tasksetmanager : Start1ng task 0.0 1n stage 3.0 (TID G hadoop2, NODE_LOCAL, 2062 bytes)
15/07/31 15:13:42 INFO scheduler.Tasksetmanager: starting task 1.0 in stage 3.0 (TID 7, hadoopl, NODE_LOCAL, 2062 bytes)
15/07/31 15:13:42 INFO storage.BlockManagerInfo: Added broadcast_9, p‘IECEU in memory on hadoopl:42800 (size: 2.9 KB, free: 530.2 MB)
15/07/31 15:13:42 INFO storage.BlockmanagerInfo: Added broadcast_9, p1eceO in memory on hadoop2:44954 (siz 2.9 kB, free: 530.2 MB)
15/07/31 15:13:42 INFO storage.Blockmanagerinfo: Added broadcast_8_piece0 in memory on hadoopl:42800 (siz 16.0 kB, free: 530.2 MB)
15/07/31 15:13:42 INFO storage.BlockManagerInfo: Added broadcast_8, p‘IECEU in memory on haduupz 44954 (size: 16.0 KB, free: 530.2 MB)
15/07/31 15:13:42 INFO scheduler.TasksetManager: Finished task 0.0 in stage 3.0 (TID &) in 685 ms on hadoop2 (1/2)
15:13:43 INFO scheduler.TasksetmManager: Finished task 1.0 in stage 3.0 (TID 7) in 846 ms on hadoopl (2/2)
15:13:43 INFO scheduler.TaskschedulerImpl: Removed TaskSet 3.0, whose tasks have all completed, from pool
15:13:43 INFO scheduler.pAaGscheduler: Stage 3 (collect at <console>: 19) finished in 0.849 s

143 INFO spark.sparkContext: Job finished: collect at <console=:19, took 0.879519739 s

m

2.2.4json @R

sparkSQLL.1.0 FrHRRMHIT json MHAEHIT | XE®REFAE T LASERAEZHNEUETR | 4
;,%;%jc% A9 NOSQL =R MongDB %, sqlContext BJLAM jsonFile 8 jsonRDD 3XEX schema
=, K SchemaRDD |, iEMREREH A LAER.

® jsonFile - fiN& JSON MHERPHIEIE , XHERIE—TR—1 JSSON MK

® jsonRdd - MIIEHY RDD MNE#WE H RDD B8N THEE 22— JSON JRAVFRFE
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L C' [ hadoopl: 500#5;br3'*'SﬂB|OLkISp?b|OLkId 1073742159&blockSize=73&genstamp=1335&filen fa 95 =

=

File: /user/hadoop/people. json

Goto @ [Juserhadoop | go |

| fa back to dir Jisting

Advanced view/dowmload options

{"name” :“Michael"}
{"name” :"Andy", “age”:30}
{"mame” 1" Justin”, “age”:18}

B EEEUEFEM jsonTable 3

/json &
scala>val jsonpeople = sglContext,jsonFile("hdfs.//hadoopl.9000/class6/people.json”)

Jsonpeople.registerTempTable("jsonTable”)

| hadoopi || hadoop2 I 1 hadoopSl [3%¢]
scala> val ]sonpeop'le = sglcontext. jsonFile( "hdfs://hadoopl:9000/class6,/people. Json™) N
15/07/31 15:16: INFO sTOrage.Memorystore: ensurerreespace(l184186) called with curMmem=957770, maxMmem=278302556

15/07/31 15:16:24 INFO storage.MemoryStore: Block broadcast_10 stored as values in memory (estimated size 179.9 KB, free 264.3 MB)
15/07/31 15:16:24 INFO storage.Memorystore: ensurefFreespace(14527) called with curMem=1141856, maxMem=278302556

15/07/31 15:16:24 INFO storage.MemoryStore: Block broadcast_10_piece0 stored as bytes in memory (estimated size 14.2 KB, free 264.3 ME)
15/07/31 15:16:24 INFO storage.BlockManagerInfo: added broadcast_10_piece0 in memory on hadoopl:58813 (size: 14.2 KB, free: 265.3 MBE)
15/07/31 15:16:24 INFO storage.Blockmanagermaster: updated info of bEI]cck broadcast_10_piece0

15/07/31 15:16:25 INFO mapred.FileInputFormat: Total input paths to process : 1

15/07/31 15:16:25 INFO spark.SparkContext: starting job: reduce at JsonrRDD.scala:46

15/07/31 15:16:25 INFO scheduler.DAGScheduler: Got %iob 4 (reduce at JsonRDD.scala:46) with 2 output partitions (allowLocal=false)
15/07/31 15:16:25 INFO scheduler.DAGScheduler: Final stage: Stage 4(reduce at JsonRDD.scala:46)

15/07/31 15:16:25 INFO scheduler.pagscheduler: parents of final stage List()

15/07/31 15:16:25 INFO scheduler.DAGScheduler: Missing parents: List(

15/07/31 15:16:25 INFO scheduler.DAGScheduler: submitting stage 4 (Ma pedrDD[54] at map at JsonRDD.scala:46), which has no missing parents
15/07/31 15:16:25 INFO storage.MemoryStore: ensurefFreeSpace(3000) ca1EIJed with curMem=1156483, maxMem=278302556

15/07/31 15:16:25 INFO storage.Memorystore: Block broadcast_11 stored as values in memory (estimated size 2.9 kB, free 264.3 MB)
15/07/31 15:16:25 INFO storage.MemoryStore: ensurefFreeSpace(l777) called with curMem=1159483, maxMem=278302556

15/07/31 15:16:25 INFO storage.Memorystore: Block broadcast_11_piece0 stored as bytes in memory (estimated size 1777.0 B, free 264.3 MB)
15/07/31 15:16:25 INFO storage.BlockMmanagerInfo: added broadcast_11_piece0 in memory on hadcopl 58813 (size: 1777.0 B, free: 265.3 MB)
15/07/31 15:16:25 INFO storage.BlockManagermaster: Updated info of bEIJcck broadcast_11_piece0

15/07/31 15:16:25 INFO scheduler.DAGScheduler: submitting 2 missing tasks from stage 4 (MappedRDD[54] at map at JsonRDD.scala:46)
15/07/31 15:16:25 INFO scheduler.TaskSchedulerImpl: Adding task set 4.0 with 2 tasks

15/07/31 15:16:25 INFO scheduler.TasksetManager: starting task 0.0 in stage 4.0 (TID &, hadoop2, NODE_LOCAL, 1194 bytes)

15/07/31 15:16:25 INFO scheduler.Tasksetmanager: starting task 1.0 in stage 4.0 (TID 9, hadoopl, NODE_LOCAL, 1194 bytes)

15/07/31 15:16:25 INFO storage.BlockManagerInfo: added broadcast_11_piecel in memory on hadoopl:42800 (size: 1777.0 B, free: 530.2 MB)
15/07/31 15:16:25 INFO storage.BlockvManagerInfo: Added broadcast_11_piece0 in memory on hadoop2:44954 (size: 1777.0 B, free: 530.2 MB)
:16: INFO storage.BlockvmanagerInfo: Added broadcast_10_pieceQ in memory on hadoopl:42800 (sjze: 14.2 KB, free: 530.2 MB)
15/07/31 15:16:25 INFO storage.BlockManagerInfo: added broadcast_10_piece0 in memory on hadoop2:44954 (size: 14.2 KB, free: 530.2 ME)
15/07/31 15:16:25 INFO scheduler.TasksetManager: Finished task 1.0 in stage 4.0 (TID 9) in 497 ms on hadoopl (1/2)

15/07/31 15:16:25 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 4.0 (TID 8) 1in 544 ms on hadoop2 (2/2)

15/07/31 15:16:25 INFO scheduler.DAGScheduler: stage 4 (reduce at JsonRDD.scala:46) finished in 0.545 s

15/07/31 15:16:25 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 4.0, whose tasks have all completed, from pool

15/07/31 15:16:25 INFO spark.SparkcContext: Job finished: reduce at JsonRDD.scala:46, took 0.567199128 s

jsonpeople: org.apache.spark.sql.schemarDD =

SchemaRDD[57] at RDD at SchemaRDD.scala:103

== Query Plan ==

== Physical Plan ==

Existingkdd [age#14,name#15], MappedrRDD[56] at map at JsonRDD.scala:38 L

F=F EEFRATFT 25HAR

scala>sqlContext.sql("SELECT name FROM jsonTable WHERE age >= 25").map(t =>
"Name: " + t(0)).collect().foreach(printin)
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| hadoopl || hadoop2 | | hadoop3 %]
scala= sqlContext.sql( SELECT name FROM JsonTable WHERE age >= 257).map(t == "Name: " + t(0)).collect().foreach(printin) ~
15/07/31 15:16:34 INFO storage.BlockManager: Removing broadcast 11
15/07/31 15:16:34 INFO storage.Blockmanager: rRemoving block broadcast_11
15/07/31 15:16:34 INFO storage.MemoryStore: Block broadcast_11 of size 3000 dropped from memory (free 277144298)
15/07/31 15:16:34 INFO storage.BlockManager: Removing block broadcast_11_piece0
15/07/31 15:16:34 INFO storage.MemorysStore: Block broadcast_11_piece0 of size 1777 dropped from memory (free 277146073)
15/07/31 15:16:34 INFO storage.BlockmanagerInfo: Removed broadcast 11 _piece0 on hadoopl:58813 in memory (size: 1777.0 B, free: 265.3 MB)
15/07/31 15:16:34 INFO storage.Blockmanagermaster: updated info of block broadcast_11_piece0
15/07/31 15:16:34 INFO storage.BlockManagerInfo: Removed broadcast_11_piece0 on hadoopl:42800 in memory (size: 1777.0 B, free: 530.2 MB)
15/07/31 15:16:34 INFO storage.BlockmanagerInfo: rRemoved broadcast_11_piece0 on hadoop2:44854 in memory (size: 1777.0 B, free: 530.2 MB)
15/07/31 15:16:34 INFO spark.ContextCleaner: Cleaned broadcast 11
15/07/31 15:16:34 INFO storage.Blockmanager: rRemoving broadcast 9
15/07/31 15:16:34 INFO storage.BlockManager: Removing block broadcast_9
15/07/31 15:16:34 INFO storage.MemoryStore: Block broadcast_9 of size 5416 dropped from memory (free 277151489)
15/07/31 15:16:34 INFO storage.BlockManager: Removing block broadcast_9_piece0
15/07/31 15:16:34 INFO storage.MemorysStore: Block broadcast_9_piece0 of size 2965 dropped from memory (free 277154454)
15/07/31 15:16:34 INFO storage.BlockmanagerInfo: Removed broadcast_9_piece0 on hadoopl:58813 in memory (size: 2.9 kg, free: 265.3 MB)
15/07/31 15:16:34 INFO storage.BlockManagerMaster: Updated info of block broadcast_9_pieced
15/07/31 15:16:34 INFO storage.BlockmanagerInfo: removed broadcast_9_piece0 on hadoopl:42800 in memory (size: 2.9 KB, free: 530.2 MB)
15/07/31 15:16:34 INFO storage.BlockManagerInfo: Removed broadcast_9_piece0 on hadoop2:44954 in memory (size: 2.9 KB, free: 530.2 MB)
15/07/31 15:16:34 INFO spark.cContextCleaner: Cleaned broadcast 9
15/07/31 15:16:34 INFO spark.SparkContext: Starting job: collect at <console>:19
15/07/31 15:16:34 INFO scheduler.DaGScheduler: Got job 5 (collect at <console=:19) with 2 output partitions (allowLocal=false)
15/07/31 15:16:34 INFO scheduler.DAGScheduler: Fﬁna{ stage: Stage 5(collect at =console=:19)
15/07/31 15:16:34 INFO scheduler.DpaGscheduler: Parents of final stage List()
M|15/07/31 15:16:34 INFO scheduler.paGscheduler: Missing parents: ListT(
((15/07/31 15:16:34 INFO scheduler.DAGScheduler: submitting stage 5 (MaqpedRDD[Sg] at map at <console=:19), whwch has no missing parents
15/07/31 15:16:34 INFO sTorage.Memorystore: ensurerreespace(5688) called with curmem=1148102, maxvMem=2783025
Ml15/07/31 15:16:34 INFO storage.Memorystore: Block broadcast_12 stored as values in memory (estwmated size 5. 6 KB, free 264.3 MB)
15/07/31 15:16:34 INFO storage.Memorystore: ensureFreeSpace(3154) called with curMem=1153790, maxMem=278302556
15/07/31 15:16:34 INFO storage.MemoryStore: Block broadcast_12_piece0 stored as bytes in memory (estimated size 3.1 KB, free 264.3 MB)
15/07/31 15:16:34 INFO storage.BlockmanagerInfo: Added broadcast_12_piece0 in memory on hadoopl 58813 (size: 3.1 kB, free: 265.3 MBE)
15/07/31 15:16:34 INFO storage.BlockManagerMaster: Updated info of b?ock broadcast_12_piece0
15/07/31 15:16:34 INFO scheduler.DAGScheduler: submitting 2 missing tasks from sta 5 (MappedrDD[59] at map at <console>:19)
15/07/31 15:16:34 INFO scheduler.TaskschedulerImpl: adding task set 5.0 with 2 taSES
15/07/31 15:16:34 INFO scheduler.TaskSetManager: Starting task 0.0 in stage 5.0 (TID 10, hadoopl, NODE_LOCAL, 1194 bytes)
15/07/31 15:16:34 INFO scheduler.Tasksetmanager: starting task 1.0 in stage 5.0 (TID 11, hadoop2, NODE_LOCAL, 1194 bytes)
15/07/31 15:16:34 INFO storage.BlockManagerInfo: Added broadcast_12_pieceD in memory on hadoopl:42800 (size: 3.1 KB, free: 530.2 MB)
15/07/31 15:16:34 INFO storage.BlockmanagerInfo: Added broadcast_12_piece0 in memory on hadoop2:44954 (size: 3.1 kB, free: 530.2 ME)
15/07/31 15:16:34 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 5.0 (TID 11) in 129 ms on hadoop2 (1/2)
15/07/31 15:16:34 INFO scheduler.TaskSetmanager: Finished task 0.0 in stage 5.0 (TID 10) in 143 ms on hadoopl (2/2)
15/07/31 15:16:34 INFO scheduler.DAGScheduler: stage 5 (collect at <console=:19) finished in 0.140 s
15/07/31 15:16:34 INFO scheduler.TasksSchedulerImpl: removed Taskset 5.0, whose tasks have all completed, from pool =
15/07/31 15:16:34 INFO spark.sparkcontext: Job finished: collect at <console=:19, took 0.167409676 s
Name: Andy -
1

2.2.5 sqlContext RS {#EHEDS

£ sqlContext 8¢ hiveContext KR TFARERNRESE LD
sqlContext 5 hiveContext Z [BRARERESEA
//sqlContext 3£ rdd f97c rddTable #IZEH parquet X14H97 parquetTable JB51E/H

scala>sqlContext.sql("select a.name,a.age b.age from rddTable a join parquetTable b

SHAR A LURBA | AP

on a.name=b.name").collect().foreach(printin)

| hadoop1 || hadoop2 | | hadoop3 %]
scalas[sqlcontext.sql("select a.name,a.age,b.age from rddTable a join parquetTable b on a.name=b.name™).collect().foreach(printin)
15/07/31 15:19:33 INFO storage.BlockManager: Removing broadcast 19
15/07/31 15:19:33 INFO storage.BlockMmanager: Removing block broadcast_19
15/07/31 15:19:33 INFO storage.MemoryStore: Block broadcast_19 of size 6264 dropped from memory (free 2767078800
15/07/31 15:19:33 INFO storage.Blockmanager: Removing block broadcast_19_piece0
15/07/31 15:19:33 INFO storage.MemoryStore: Block broadcast_19_piece0 of size 3500 dropped from memory (free 276711380)
15/07/31 15:19:33 INFO storage.BlockManagerInfo: Removed broadcast_19 piece0 on hadoopl:58813 in memory (size: 3.4 KB, free: 265.3 MB)
15/07/31 15:19:33 INFO storage.BlockmanagerMaster: Updated info of block broadcast_19_pieced
15/07/31 15:19:33 INFO storage.BlockmanagerInfo: Removed broadcast_19 piecel on hadoop2:44954 in memory (size: 3.4 kB, free: 530.2 MB)
15/07/31 15:19:33 INFO storage.BlockmanagerInfo: Removed broadcast_19_piece0 on hadoop3:38322 in memory (size: 3.4 kB, free: 530.2 MB)
15/07/31 15:19:33 INFO spark.ContextCleaner: Cleaned broadcast 19
15/07/31 15:19:33 INFO storage.BlockManager: Removing broadcast 18
15/07/31 15:19:33 INFO storage.BlockManager: Removing block broadcast_18 piece0 _ B
Loy ol La.rU.3u LNFU 3UHSUU IS . 1 GIROSLMANIAYSE - P SISU LA L@ U 11 3LAYT U. U LILL £LUg 11 JE M3 Ul NGUUURL \LTa) Luuy
15/07/31 15:18:30 INFO scheduler.TaskSetManager: Starting task 198.0 in stage 6.0 (TID 214, hadoop3, PROCESS LOCAL 1365 bytes)
15/07/31 15:18:30 INFO scheduler.TasksSetManager: Finished task 196.0 in stage 6.0 (TID 212) in 30 ms on hadoop3 (196f200)
15/07/31 15:18:30 INFO scheduler.Tasksetmanager: starting task 199.0 in stage 6.0 (TID 215, hadoop2, PROCESS_LOCAL, 1365 bytes)
15/07/31 15:18:30 INFO scheduler.TaskSetManager: Finished task 197.0 in stage 6.0 (TID 213) in 42 ms on hadoop2 (197/200)
15/07/31 15:18:30 INFO scheduler.TaskSetManager: Finished task 198.0 in stage 6.0 (TID 214) in 30 ms on hadoop3 (198/200)
15/07/31 15:18:30 INFO scheduler.TaskSetManager: Finished task 195.0 in stage 6.0 (TID 211) in 100 ms on hadoopl (199/200)
15/07/31 15:18:30 INFO scheduler.TasksSetManager: Finished task 199.0 stage 6.0 (TID 215) in 26 ms on hadoop2 (200/200)
15/07/31 15:18:30 INFO scheduler.DaGscheduler: Stage 6 (collect at SparkP]an scala:85) finished in 5.151 s
15/07/31 15:18:30 INFO scheduler.TaskschedulerImpl: Removed TaskSet 6.0, whose tasks have all completed, from pool

5/07/31 15:18:30 INFO spark.sSparkContext: Job finished: collect at SparkP1an.sca1a:85, took 13.126199935 s

Justin,19,19]

Andﬁ,so,soj E
Michael,29,29] T

2.3 hiveContext &R

{&M hiveContext ZHIECEMIALI TR :

® (AT Spark @37#F hive
® Hive FIBECE 14 hive-site.xm| BEZ7EE conf HRF
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BIETLEE lib BRTFEEFELL datanucleus FFLEY 3 ) JAR EfE , BEE TE=EERE
hive-site.xm| BBEZE T uris 3&i5|a) Hive Metastore,

2.3.1 B5j] hive

£ hadoopl T {FERIN T~ m< /a6 Hive

Snohup hive --service metastore > metastore.log 2>&1 &

|| | hadoopl I | hadoop2 | | hadoop3| | hadoop1 (1) | 3
[hadoop@hadoopl ~]% $nohup hive --service metastore > metastore, log 2>&1 & ~
[1] 7014
[hadoop@hadoopl ~]% jobs
[1]+ FRunning $nohup hive --service metastore > metastore.log 2Z>&1 &

[hadoop@hadoopl ~]1%

2.3.2{£ SPARK HOME/conf B® T¢Iz hive-site.xml
£ SPARK_HOME/conf R TRl hive-sitexm| 324 (&M BLEEEE =S5 Spark-Shell
[E] a05R7ESE 618 (SparkSQL ( Z ) --SparkSQL &) && |

<configuration>
<property>
<name>hive.metastore.uris</name>
<value>thrift,//hadoopl1:9083</value>
<description>Thrift URI for the remote metastore. Used by metastore client to
connect to remote metastore. </description>
</property>
</configuration>

| | hadoopl | | hadoop2 | | hadoop3| | hadoop1 (1) | 3¢

[hadoop@hadoopl ~]% cd /app/hadoop/spark-1.1.0/conf
[hadonﬁ@hadnopl conf]$ 1s
fairscheduler.xm].template Tog4j.properties.template spark-defaults. conf.template
hive-site-bak.xml metrics.properties.template spark-env.sh
hive-site. xm]l slaves spark-env.sh. template
[hadoop@hadoopl confl$ cat hive-site.xml
<configuration=
{propert%}
<namex=hive.metastore. uris</name:>
<value=thrift://hadoopl:9083</value=
<description=Thrift URI for the remote metastore. Used by metastore client to connect t
0 remote metastore.</description=
</property=
</configuration=
[hadoop@hadoopl conf]$ |

2.3.3EEHIERER
E(FEA hiveContext , EE4435E hiveContext :

»

scala>val hiveContext = new org.apache.spark.sql.hive.HiveContext(sc)

%014 T4k 41 U HEALIE, &L http://www.cnblogs.com/shishanyuan




| hadoop1 || hadoop2 || hadoop3| %]
sca?a>|va1 hiveContext = new org.apache.spark.sqgl.hive.HiveContext(sc) | -
15/07/3 130:33 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat
15ﬁ07/31 15:30:33 INFO Configuration.deprecation: mapred.max.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.spli
15/07/31 15:30:33 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.spli
15/07/31 15:30:33 INFO Configuration.deprecation: mapred.min.split.size.per.rack is deprecated. Instead, use mapreduce.input.fileinputfo
15/07/31 15:30:33 INFO Configuration.deprecation: mapred.min.split.size.per.node is deprecated. Instead, use mapreduce.input.fileinputfo
15/07/31 15:30:33 INFO Configuration.deprecation: mapred.reduce.tasks is deprecated. Instead, use mapreduce. job.reduces

15/07/31 15:30:33 INFO Configuration.deprecation: mapred.reduce.tasks.speculative.execution is deprecated. Instead, use mapreduce.reduce
hiveContext: org.apache.spark.sql.hive.HiveContext = org.apache.spark.sql.hive.HiveContext@l6cedb2l

PRIEFALIRS Hive #URHITIRMEY | TEBANSER Hive PRUHERIRE | BIREEES
hive FEER/L%

/EEEE

scala>hiveContext.sql("use hive”)

| hadoop1 || hadoop2 II hadoop3| =

scala> | hiveContext.sql{ use hive ) | -
15/07/31 15:31:01 INFO parse.ParseDriver: Parsing command: use hive

15/07/31 15:31:01 INFO parse.ParseDriver: Parse Completed

15/07/31 15:31:02 INFO conf1gurat10n deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat
15/07/31 15:31:02 INFO ql.Driver: <PERFLOG method=Driver.run>

15/07/31 15:31:02 INFO q].Dr1ver: <PERFLOG method=TimeTosubmit>

15/07/31 15:31:02 INFO ql.Driver: <PERFLOG method=compilex

|15/07/31 15:31:02 INFO gl.Driver: <PERFLOG method=parse=

INFO parse.ParseDriver: Parsing command: use hive

INFO parse.Parsebriver: Parse Completed

15/07/31 15:31:02 INFO ql.Driver: </PERFLOG method=parse start=1438327862571 end=1438327862571 duration=0>

15/07/31 15:31:02 INFO gl.Driver: <PERFLOG method=semanticanalyzes

15/07/31 15:31:02 INFO gl.Driver: Semantic analysis Completed

15/07/31 15:31:02 INFO ql.Driver: </PERFLOG metﬁod=semaﬂt1cAna1yze start=1438327862572 end=1438327862677 duration=105>
|15/07,/31 15:31:02 INFO ql.Driver: Returning Hive schema: schema(fieldschemas:null, properties:null)

15/07/31 15:31:02 INFO ql.Driver: </PERFLOG method=compile start=1438327862476 end=1438327862747 duration=271>
15/07/31 15:31:02 INFO ql.Driver: <PERFLOG method=Driver.execute>

15/07/31 15:31:02 INFO conf1gurat10n deprecation: mapred. job.name is deprecated. Instead, use mapreduce.job.name
15/07/31 15:31:02 INFO ql.Driver: Starting command: use hive

15/07/31 15:31:02 INFO gl.Driver: </PERFLOG method=TimeTosubmit start=1438327862476 end=1438327862796 duration=320>
15/07/31 15:31:02 INFO ql.Driver: <PERFLOG method=runTasks>

15/07/31 15:31:02 INFO gl.Driver: <PERFLOG method=task.DDL.S5tage-0=

15/07/31 15:31:02 INFO hive.metastore: Trying to connect to metastore with URI thrift://hadoopl:9083

131: INFO hive.metastore: waiting 1 seconds before next connection attempt.

15/07/31 15:31:03 INFO hive.metastore: Connected To metastore

15/07/31 15:31:04 INFO ql.Driver: </PERFLOG method=task.DDL.Stage-0 start=1438327862796 end=1438327864556 duration=1760>
15/07/31 15:31:04 INFO ql.Driver: </PERFLOG method=runTasks start=1438327862796 end=1438327864556 duration=1760>
15/07/31 15:31:04 INFO gl.Driver: </PERFLOG method=Driver.execute start=1438327862747 end=1438327864556 duration=1809>
15/07/31 15:31:04 INFO gl.Driver: OK

15/07/31 15:31:04 INFO ql.Driver: <PERFLOG method=releaseLocks=>

15/07/31 15:31:04 INFO ql.Driver: </PERFLOG method=releaselLocks start=1438327864564 end=1438327864574 duration=10>
15/07/31 15:31:04 INFO ql.Driver: </PERFLOG method=Driver.run start=1438327862476 end=1438327864574 duration=2098>
15/07/31 15:31:04 INFO ql.Driver: <PERFLOG method=releaseLocks>

15/07/31 15:31:04 INFO ql.Driver: </PERFLOG method=releaselocks start=1438327864576 end=1438327864576 duration=0>
resQ: org.apache.spark.sql.SchemaRDD =

SchemarRDD[0] at RDD at SchemaRDD.scala:103

== Query Plan ==

<Native command: executed by Hive>

[
Ln L
L
[=X=}
S
S
[roye;
e
[
wiun
W
Sy
oo
[¥1~]

=
[
un
=
=)
=~
e
m
=
[
w
w
=
o
]

m

scala>hiveContext.sqgl("show tables”).collect().foreach(printin)

| hadoopl || hadoop2 | | hadoop3 [ %]
scala> hiveContext.sql( show tabTles” ) collect().foreach(printTn) ~
15/07/31 15:31:14 INFO parse.ParseDriver: Parsing command: show tables

15/07/31 15:31:14 INFO parse.ParseDriver: Parse Completed

15/07/31 15:31:14 INFO Cmnf1gurat1on deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat
15/07/31 15:31:14 INFO ql.Driver: <PERFLOG method=Driver.run>

15/07/31 15:31:14 INFO ql.Driver: <PERFLOG method=TimeToSubmit>

15/07/31 15:31:14 INFO ql.Driver: <PERFLOG method=compile>

15/07/31 15:31:14 INFO gl.Driver: <PERFLOG method=parse>

(|15/07/31 15:31:14 INFO parse.ParseDriver: Parsing command: show tables

|15/07/31 15:31:14 INFO parse.ParseDriver: Parse Completed

15/07/31 15:31:14 INFO ql.Driver: </PERFLOG method=parse start=1438327874957 end=1438327874958 duration=1>

N15/07/31 15:31:14 INFO ql.Driver: <PERFLOG method=semanticanalyze>

15/07/31 15:31:16 INFO network. Cmnnecﬂmnmanager Accepted connection from [hadoopl,/192.168.10.111:34679]
16 INFO network. sendingConnection: Initiating connection to [hadoopl,/192.168.10.111:44561]
15/07/31 15:31:16 INFO network,SendingConnection: Connected to [hadoopl,/192.168.10.111:44561], 1 messages pending
16 INFO storage.BlockManagerInfo: Added broadcast_O_piece0 in memory on_hadoopl:44561 (5ize: 1105.0 B, free: 530.3 MB)
7 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 0.0 (TID 0) in 1064 ms on hadoopl (1/1)
7 INFO scheduler.Dpacscheduler: stage 0 (collect at SparkP?aﬂ scala:85) finished in 1.065
7 INFO scheduler.TaskschedulerImpl: Removed Taskset 0.0, whose tasks have all completed, From pool
7 INFO spark.sparkcontext: Job finished: collect at sparkplan.scala:85, took 1.74213206 s

[sogouql]
gouqz]

ate]
thstock]
thstockdetail]
testthrift]
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scala>hiveContext.sql("select c.theyear,count(distinct a.ordernumber),sum(b.amount)

from tbStock a join tbStockDetail b on a.ordernumber=>b.ordernumber join tbDate ¢

on a.dateid=c.dateid group by c.theyear order by c.theyear").collect().foreach(printin)

| hadoop1 || hadoop2 | | hadoop3

15/07/31 15

15/07/31 15:

15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15
15/07/31 15

15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:

5/07/31 15:4:

INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO

INFO

INFO

scala> hivecontext.sql( select c.theyear,count(distinct a. orderr’lumber) sum(b. amount) from thstock a join thstockperail b on a.ordernumber=b.ordernumber join thbate ¢ [3

on a.dateid=c.dateid group by c.theyear order by c.theyear").collect().foreach(printin) b

15/07/31 15:43:59 INFO parse.ParseDriver: Parsing command: select c.theyear,count(distinct a.ordernumber),sum(b.amount) from tbstock a join tbstockpetail b on a.ordern

umber=b. ordernumber join thpate
t43:5

c on a.dateid=c.dateid gr‘oup by c.theyear order by c.theyear

parse.parsebriver: parse complete

storage
storage
storage
storage
storage

storage.
storage.
storage.
storage.
storage.
storage.
storage.
storage.
storage.
storage.

scheduler. TaskSetManager: Starting task
scheduler.Tasksetmanager: starting task
scheduler. TasksetManager: Finished task
scheduler.TasksetManager: Finished task
scheduler.Tasksetmanager: starting task
scheduler.Tasksetmanager: Finished task
scheduler.TasksetManager: Starting task
scheduler.TasksetManager: Finished task
scheduler.Tasksetmanager: starting task
scheduler. TasksetManager: Finished task
scheduler.TasksetManager: Finished task
scheduler.Tasksetmanager: Finished task
scheduler.Tasksetmanager: Finished task

.MemorysStore: ensureFreespace(402134) called with curMem=2757284, maxMem=278302556

.Memorystore: Block broadcast_23 stored as values in memory (estimated size 392.7 kB, free 262.4 MB)
.Memorystore: ensureFreespace(ZMB?) called with curMem=3159418, maxMem=278302556

.Memorystore: Block broadcast_23_piece0 stored as bytes in memory (estimated size 26.8 kB, free 262.4 wE)
.BlockManagerInfo: Added broadcast_23 ﬁnecsu in memory on hadoopl:59535 (size: 26.8 KB, free: 265.2 MB)

BlockManagerMaster: Updated info of block broadcast_23_pieced

Memorystore: ensureFreespace(401950) called with curMem=3186855, maxMem=278302556

Memorystore: Block broadcast_24 stored as values in memory (estimated size 392.5 kB, free 262.0 MB)
Memorystore: EnsurEFrEESpa[E(27417) called with curMem=3588805, maxMem=278302556

Memorystore: Block broadcast_24_piece0 stored as bytes in memory (estimated size 26.8 KB, free 262.0 MB)
BlockmanagerInfo: added broadcast_24 piece0 in memory on hadoopl:59535 (size: 26.8 KB, free: 265.1 MB)
elockmanagermaster: updated info of b?ock broadcast_24_piecel

MemoryStore: ensureFreespace(402046) called with curMem=3616222, maxMem=278302556

Memorystore: Block broadcast_25 stored as values in memory (estimated size 392.6 KB, free 261.6 MB)
Memorystore: ensureFreespace(27479) called with curMem=4018268, maxMem=278302556 _

(TID 2438, hadoop3, PROCESS_LOCAL, 948 bytes)
(TID 2439, hadoopl, PROCESS_LOCAL, 948 bytes)
(TID 2435) in 136 ms on hadoopl (1/8)
(TID 2437) in 131 ms on hadoop3 (2/8)
(TID 2440, hadoop?, PROCESS_LOCAL, 948 bytes)
(TID 2436) in 138 ms on hadoopZ (3/8)
hadoopl, PROCESS_LOCAL, 948 bytes)
(TID 2439) in 30 ms on haduupl (4/8)
(TID 2442, hadoop3, PROCESS_LOCAL, 948 bytes)
(TID 2438) in 34 ms on hadoop3 (5/8)
(TID 2440) in 32 ms on hadoop2 (6/8)
(TID 2442) in 19 ms on hadoop3 (7/8)
(TID 2441) in 24 ms on hadoopl (8/8)

in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
in stage 33.
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scheduler.pagScheduler: stage 33 (collect at SparkPlan.scala:85) finished in 0.189 s
scheduler.TaskschedulerImpl: Removed Taskset 33.0, whose tasks have all completed, from pool

2004,1094, 3265696]
2005,3828,13247234]
2006,3772,13670416]
2007,4885,16711974]
2008,4861,14670698]
2009,2619,6322137]
2010.94,210924]

LW

[2004,1094,3265696]
[2005,3828,13247234]
[2006,3772,13670416]
[2007,4885,16711974]
[2008,4861,14670698]
[2009,2619,6322137]

[2010, 94,210924]

SisfEE  EEESIETER

Active Stages (1)

spark. sparkcontext: Job finished: collect at sparkP'\an.sca'la:BS, Took 2.7635168 s

w

Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
5 mapPartitions at Exchange.scala:48 +details  (kill) 2015/07/31 15:40:29 16 s o 106200 755.3 KB 14247 KB
Completed Stages (4)
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
4 mapPartitions at Exchange scala:48 +details 2015/07/31 21s P 11.4MB 1713.1 KB
15:40:07
3 mapParitions at Exchange.scala:48 +details 2015/07/31 198 EE see0 413.0KB
15:40:07 KB
2 mapPartitions at Exchange.scala:48 +details 2015/07/31 1458 P 1675 866 KB
15:40:07 KB
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Aggregated Metrics by Executor

Executor ID  Address Task Time  Total Tasks  Failed Tasks  Succeeded Tasks  Input Shuffle Read  Shuffle Write  Shuffle Spill (Memory) shuffle Spill (Disk)
0 hadoop3:45404 255 72 0 72 0.0B 688.9KB 970.2 KB 0.0B 008

1 hadoop1 44561  25s 56 0 56 0D0B 3525KB 753.0 KB 008 008

2 hadoop2:35280 26 s 72 0 72 00B 3841KB 975.9 KB 00B 008
Tasks

Index ID  Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Shuffle Read  Write Time  Shuffle Write  Errors
0 70 SUCCESS | PROCESS_LOCAL  hadoop! |2015/07/3115:40:29 25 6.5 KB 4ms 13.4 KB

1 8 0 SUCCESS | PROCESS_LOCAL  hadoop2 | 2015/07/31 15:40:29  08s 56KB 2ms 14.2 KB

2 9 0 SUCCESS | PROCESS_LOCAL  hadoop3 |2015/07/31154029 09s 9.0 K8 3ms 13.1 KB

3 10 0 SUCCESS | PROCESS_LOCAL  hadoop2 |2015/07/3115:40:30 065 46 KB 2ms 11.9 KB

4 1 |0 SUCCESS | PROCESS_LOCAL  hadoop3 |2015/07/3115:40:30 0.7 s 8.5 KB 2ms 12.3 KB

23. 51t BAITREEBFERASIMITRHER

F—% LWt

HrBE LT B LFFRA BN B A

1, BRI GLT BRI ESIAR R EATE]

select a.dateid,a.ordernumber,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber
2. UE—HEHIEIGENFZ , FIZE tbDate FE , KHEFFRAZEHTEHTEERT

select c.theyear, max(d.sumofamount) from tbDate c join (select

a.dateid a.ordernumber,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber )
d on cdateid=d.dateid group by c.theyear sort by c.theyear

S X SQLIEG

scala>hiveContext sql("select c.theyear, max(d.sumofamount) from tbDate c join
(select a.dateid,a.ordernumber,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber )

d on cdateid=d.dateid group by c.theyear sort by c.theyear").collect().foreach(printin)
| hadoop1 [| hadoop2 | | hadoop3| g

scala> hiveContext.sql( select c.thegear max(d sumofamount) from tbDate ¢ ]um (select a.dateid,a. urdernumber ,sum(b. amount) as sumofamount frum thstock a ]um tbstuck| Bl
petail b on a.ordernumber=h. ordernumber group by a.dateid,a.ordernumber ) d_ on c.dateid=d. dateid group by c.theyear sort by c.theyear").collect().foreach intin
15/07/31 15:48:27 INFO parse.parseDriver: Parsing command: select c.theyear,max(d.sumofamount) from thDate c join (select a.dateld,a.ordernumber,sum amount as sumo
famount from thstock a join thstockbetail b on a.ordernumber=b. ordernumber group by a.dateid,a.ordernumber ) d on c.dateid=d. dateid group by c. theyear sort by c.theye

ar

15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:
15/07/31 15:

INFO parse.ParseDriver: Parse Completed

INFO storage.Memorystore: ensureFreespace(402214) called with curMem=5518313, maxMem=278302556

INFO storage.MemoryStore: Block broadcast_43 stored as values in memory (estimated size 392.8 KB, free 259.8 ME)
INFO storage.MemoryStore: EnsurEFrEESpa[E(274QE) called with curMem=5920527, maxMem=278302556

INFO storage.Memorystore: Block broadcast_43_piece0 stored as bytes in memory (estimated size 26.9 kB, free 259.7 MB)
INFO storage.BlockmManagerInfo: Added broadcast_43_| ﬁneceu in memory on hadoopl:59535 (size: 26.9 KB, free: 265.0 MB)
INFO storage.BlockmanagerMaster: Updated info of block broadcast_43_piece0

INFO storage.MemoryStore: ensurefFreeSpace(402430) called with curMem=5948025, maxMem=278302556

INFO storage.Memorystore: Block broadcast_44 stored as values in memory (estimated size 393.0 kB, free 259.4 ME)
INFO storage.MemorysStore: ensureFreespace(27532) called with curMem=6350455, maxMem=278202356

INFO storage.Memorystore: Block broadcast_44_piece0 stored as bytes in memory (estimated size 26.9 KB, free 259.3 MB)
INFO storage.BlockManagerInfo: added broadcast_44 ﬁnecen in memory on hadoopl:59535 (size: 26.9 KB, free: 264.9 MB)
INFO storage.BlockManagermaster: Updated info of block broadcast_44_pieceQ

INFO storage.MemoryStore: ensureFreespace(402254) called with curMem=6377987, maxMem=278302556

INFO storage.Memorystore: Block broadcast_45 stored as values in memory (estimated size 392.8 KB, free 258.9 MB)
INFO sTorage.Memorystore: ensureFreespace(27500) called with curmMem=6780241, maxMem=278302556

(TID 3046, hadoop3, PROCESS_LOCAL, 948 bytes)
(TID 3040) in 206 ms on hadoop3 (195/200
(TID 3047, hadoop2, PROCESS_LOCAL, 948 bytes)
(TID 3045) in 21 ms on hadoop2 (196/200)
hadoopB PROCESS_LOCAL, 948 bytes)
(TID 3046) in 20 ms on hadoop3 (197,/200)
(TID 3047) in 17 ms on hadoop2 (198/200)

in stage 40.
in stage 40.
m stage 40.
in stage 40.
in stage 40.
in stage 40.
in stage 40.

15/07/31 15:47:27 INFO scheduler.TaskSetManager: starting task 197.
147 scheduler.Tasksetmanager: Finished task 191.
scheduler.TaskSetManager: Starting task 198,
scheduler.TaskSetManager: Finished task 196.
scheduler.TasksetmManager: starting task 199.
scheduler.Tasksetmanager: Finished task 197.
scheduler.TaskSetManager: Finished task 198.
scheduler.TasksetManager: Finished task 199, 'm stage 40.0 (TID 3048) in 16 ms on hadoop3 (199/200)
scheduler.Tasksetmanager: Finished task 192. stage 40.0 (TI 41) in 204 ms on_hadoopl (200/200)
47 scheduler, TaskschedulerImpl: Removed TaskSet 40 0, whose tasks have all completed, from pool
15/07/31 15:47:27 INFO scheduler.pAaGscheduler: stage 40 (collect at Sparklﬂan scala:85) finished in 2.074 s
5/07/31 15:47:27 INFO spark.sparkcontext: Job finished: collect at sparkplan.scala:85, took 30.269685192 s
2010,13062]
2004 ,23612]
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[2010,13063]
[2004,23612]
[2005,38180]
[2006,36124]
[2007,159126]
[2008,55828]
[2009,25810]

F=F BERMESIETER

Active Stages (1)

Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
44 mapPartitions at Exchange.scala:4s +details  (kill) 2015/07/31 15:46:59 13 s . 1e2/00 13746 KB 1180.2 KB
Completed Stages (28)
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
43 mapPariitions at Exchange scala:48 +delails  2015/07/31 2s P 11.4 1B 1713.1 KB
15:46:57
42 mapPartitions at Exchange.scala:48 +details  2015/07/31 10s [ LR 4106 KB
15:46:57 KB
41 mapPartitions at Exchange scala:48 +details  2015/07/31 08s ey 157 5 87.3 KB
15:46:57 KB

Aggregated Metrics by Executor

Executor|D  Address Task Time  Total Tasks  Failed Tasks  Succeeded Tasks  Input Shuffle Read  Shuffle Write  Shuffle Spill (Memory) Shuffle Spill (Disk)
D hadoop3 45404 2 73 0 73 00B 123KB 008 D0B 008

1 hadoop144561 2 55 0 55 00B 156KB 008 0D0B 008

2 hadoop2:35280 2 72 0 72 00B 10.3KB 008 0.0B 008
Tasks

Index 1D Attempt Status Locality Level Executor Launch Time Duration GC Time Accumulators Shuffle Read Errors
D 2843 0 SUCCESS PROCESS_| OCAL hadoop3 2015/07/31 15:47°25 23 ms 008

2 2851 0 SUCCESS PROCESS_| OCAL hadoop1 2015/07/31 154725 30 ms 008

1 2850 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/31 15:47:25 31 ms 008

3 2852 0 SUCCESS PROCESS_LOCAL hadoop2 2015/07/31 15:47:25 9ms 008

4 2853 0 SUCCESS PROCESS_| OCAL hadoop1 2015/07/31 154725 22 ms 008

2.3.6 it BB R EERIAEEm

F—F Lo

HrE 1T B F R i -

1, KEFFEFNG I E 5T

scala>select c.theyear, b.itemid,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid
group by c.theyear,b.itemid

2. KUEFFEGEHEHIRAEE

scala>select d.theyear,max(d.sumofamount) as maxofamount from (select
c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a join tbStockDetail b
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on a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by
c.theyear,b.itemid) d group by d.theyear

3. KUEFF S RATT T am i R 5 e

scala>select distinct e.theyear,e.itemid,f.maxofamount from (select
c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a join tbStockDetail b
on a.ordernumber=>b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by
c.theyear,b.itemid) e join (select d.theyear,max(d.sumofamount) as maxofamount from
(select c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber join tbDate c¢ on a.dateid=c.dateid
group by c.theyear,b.itemid) d group by d.theyear) f on (e.theyear=f.theyear and
e.sumofamount=fmaxofamount) order by e.theyear

S KW SQLIER

scala>hiveContext.sql("select distinct e.theyear,e.itemid,f. maxofamount from (select
c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a join tbStockDetail b
on a.ordernumber=b.ordernumber join tbDate ¢ on a.dateid=c.dateid group by
c.theyear,b.itemid) e join (select d.theyear,max(d.sumofamount) as maxofamount from
(select c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a join
tbStockDetail b on a.ordernumber=b.ordernumber join tbDate c¢ on a.dateid=c.dateid
group by c.theyear,b.itemid) d group by d.theyear) f on (e.theyear=f.theyear and

e.sumofamount=rfmaxofamount) order by e.theyear”).collect().foreach(printin)
| hadoop1 [| hadoop2 | | hadoop3|

e

scala> hiveContext.sql("select distinct e.theyear,e.itemid,f.maxofamount from (select c.theyear,b.itemid,sum(b.amount) as sumofamount from tbstock a join tbstockDetai
1 b on a.ordernumber=b. ordernumber join thoate c on a. datewd c.dateid group by c.the ear b. 1tem1d) e go'ln (select d. theyear max (d. sumofamount) as maxofamount from (se
lect c.theyear,b.itemid,sum(b. amount) as sumofamount from thstock a join thstockpetai on' a. ordernumber=b. or dernumber join thpate ¢ on a.dateid=c.dateid group by c.
[theyear ,b. ‘\tEm‘Id) d group by d.theyear) f on (e.theyear=f.theyear and e.sumofamount=Ff. ma)mfamourrt! order by e.theyear").collect().foreach(printlin)

15/07/31 15:50:13 INFO parse.Parsebriver: Parsing command: select distinct e.theyear,e.iteml .maxofamount from (select c.theyear,b.7temid,sum(b.amount) as sumofamou
nt from thstock a join thstockbetail b on a.ordernumber=b. ordernumber join thpate ¢ on a. datedd=c. dateid group by c. the*lear b 1tem1d) e join (select d.theyear,max(d.s
umofamount) as maxofamount from (select c.theyear,b.itemid,sum(b.amount) as sumofamount from thstock a join thstockDetai on a.ordernumber=b. ordernumber join thpate
€ on a.dateid=c.dateid group by c.theyear,b. itemid) d group by d.theyear) f on (e.theyear=f.theyear and e.sumofamount=Ff.maxofamount) order by e.theyear

15/07/31 15:50:13 INFO parse.Parsebriver: Parse Completed

15/07/31 15:50:13 INFO Storage.Memorystore: ensureFreespace(402342) called with curMem=6879841, maxMem=278302556

15/07/31 15:50:13 INFO storage.MemoryStore: Block broadcast_52 stored as values in memory (ESt‘\ mated size 392.9 KB, free 258.5 MB)

15/07/31 15:50:13 INFO storage.MemoryStore: EnsureFrEESpa(E(Z?SS}) called with curMem=7282183, maxMem=278302556

15/07/31 15:50:13 INFO storage.Memorystore: Block broadcast_52_piece0 stored as bytes in memory (estimated size 26.9 kB, free 258.4 MB)

15/07/31 15:50:13 INFO storage.BlockManagerInfo: Added broadcast_52_| ||)1E|:ED in memory on hadoopl:59535 (size: 26.9 KB, free: 264.9 MEB)

15/07/31 15:50:13 INFO storage.BlockManagerMaster: Updated info of block broadcast_52_piece0

15/07/31 15:50:13 INFO storage.MemorysStore: ensureFreespace(402342) called with curMem=7309736, maxMem=278302556

15/07/31 15:50:13 INFO storage.Memorystore: Block broadcast_533 stored as values in memory (EsU mated size 392.9 kB, free 258.1 MB)

15/07/31 15:50:13 INFO storage.MemoryStore: ensureFreespace(27520) called with curMem=7712078, maxMem=278302556

15/07/31 15:53:40 INFO scheduler.TaSkSetManager: Starting task 4.0 in stage 67.0 (TID 5671, hadoopl, PROCESS_LOCAL, 948 bytes)

15/07/31 15:53:40 INFO scheduler.Tasksetmanager: Finished task 3.0 in stage 67.0 (TID 5670) in 43 ms on hadoopl (2/ )

15/07/31 15:53:40 INFO spark.MapoutputTrackermasteractor: Asked to send map output locations for shuffle 42 to sparkexecutor@hadoop2:39141
15/07/31 15:53:40 INFO scheduler.TaskSetManager: Starting task 5.0 in stage &7.0 (TID 5672, hadtmp} PROCESS_LOCAL, 948 bytes)

15/07/31 15:53:40 INFO scheduler.TasksetManager : F1msheg task 0.0 in stage 67.0 (TID 5667) in 136 ms on hadoop3 (3/8)

15/07/31 15:53:40 INFO scheduler.Tasksetmanager: start'lng task 6.0 in stage 67.0 (TID 5673, hadoopl, PROCESS_LOCAL, 948 bytes)

15/07/31 15:53:40 INFO scheduler.TaskSetManager: Finished task 4.0 in stage 7.0 (TID 5671) in 37 ms on hadoopl (4/8)

15/07/31 15:53:41 INFO scheduler.TaskSetManager: Starting task 7.0 in stage &7.0 (TID 5674, hadtmpz PROCESS_LOCAL, 948 bytes)

15/07/31 15:53:41 INFO scheduler.Tasksetmanager: Finished task 1.0 in stage 67.0 (TID 5668) in 163 ms on hadoopz (5/8)

15/07/31 15:53:41 INFO scheduler.TasksetManager: Finished task 5.0 in stage 67.0 (TID 5672) in 40 ms on hadoop3 (6/8)

15/07/31 15:53:41 INFO scheduler.TaskSetManager: Finished task 7.0 in stage 7.0 (TID 5674) in 18 ms on hadoop2 (7/8)

15/07/31 15:53:41 INFO scheduler.TasksetManager: Finished task 6.0 in stage 67.0 (TID 5673) in 39 ms on hadoopl (8/8)

15/07/31 15:53:41 INFO scheduler.Dpacscheduler: stage 67 (collect at SparkPlan.scala:83) finished in_0.186 s

15/07/31 15:53:41 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 67.0, whose tasks have all completed, from pool

5/07/31 15:53:41 INFO spark.SparkContext: Job finished: collect at sparkPlan.scala:85, took 2.294529093 s

2004,3v424420810101,53374]
2005,24124118880102,56569]
2006,3v425468460101,113684]
2007,3v425468460101,70226]
2008,E2628204040101,97981]
2009,YL327439080102,30029]
2010,5Q429425090101 ,4494]
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[2006,/Y425468460101,113684]
[2007,1Y425468460101, 70226]
[2008,E2628204040101,97981]
[2009,Y[327439080102,30029]
[2010,5Q429425090101,4494]

F=2 WEESIETER

Active Stages (2)

Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
a7 mapPartitions at Exchange.scala:48 +details (ki) 2015/07/31 15:50:30 225 ——F Y — 3.0MmB 5.7 MB
63 mapFartitions at Exchange.scala:48 +details  (kill) 2015/07/31 15:50:19 33 s | 5/200 79.0 KB 127.1 KB
Completed Stages (44)
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
56 mapPartitions at Exchange scala:43 +details | 2015/07/31 135 L T 1T — 36 MB 57 MB
15:50:17
62 mapPartitions at Exchange.scala:48 +details | 2015/07/31 is 7 Py 1.4 M8 42MB
15:50:14
61 mapPartitions at Exchange.scala:43 +details | 2015/07/31 3s EE Gss.o 4106 KB
15:50:14 KB
60 mapPartitions at Exchange scala:48 +detalls  2015/07/31 1s L2 1875 86.6 KB
15:50:14 KB
Aggregated Metrics by Executor
ExecutorID  Address Task Time  Total Tasks Failed Tasks Succeeded Tasks Input  Shuffle Read Shuffle Write Shuffle Spill (Memory) Shuffle Spill {Disk) H
o] hadoop3:45404 20s a7 0 a7 0.0B | 1367.1 KB 242 KB 0oB 0.0B
1 hadoop1:44561 19s 49 o 49 00B 11928 KB 21.0KB 00B 008
2 hadoop2:35280 19s a2 0 a2 0.0B 13306 KB 22.4KB 0oB 0.0B
Tasks
Index ID Attempt  Status Locality Level Executor Launch Time Duration GC Time Accumulators  Shuffle Read  Write Time  Shuffle Write  Erors
o] 4078 0 SUCCESS PROCESS_LOCAL hadoop3 2015/07/31 15:50:59 03s 24.5 KB 4450B
1 4079 0 SUCCESS PROCESS_LOCAL hadoop2  2015/07/31 15:50:59 03s 21.3 KB 44408
2 4080 0O SUCCESS PROCESS_LOCAL hadoop1 2015/07/31 15:50:59 03s 20.8 KB 1ms 4450B
3 4081 0 SUCCESS PROCESS_LOCAL hadoop3  2015/07/31 15:50:59 02s 204 KB 44508

2.3.7 hiveContext RS {HER

F— 8 hiveTable NS4 R GTINEETE

//EBIE—1™ hiveTable F1FEHENZ, , L& people.txt EZ_FIEEHE , Arld age B string 282
scala>hiveContext.sql("CREATE TABLE hiveTable(name string,age string) ROW
FORMAT DELIMITED FIELDS TERMINATED BY ' LINES TERMINATED BY '\n" ")

| hadoop1 || hadoop2 I | hadoop3| -

scalas h'|vecontext.sc]'l(”CREATE TABLE hiveTable(name string,age string) ROW FORMAT DELIMITED FIELDS TERMINATED BY ', LINES
TERMINATED BY '“n' '

15/07/31 15:55:05 INFO parse.ParseDriver: Parsing command: CREATE TABLE hiveTable(name string,age string) ROW FORMAT DELIM
I!ZTED FIELDS TERMINATED BY ', LINES TERMINATED BY

»

15/07/31 15:55:05 INFO parse.ParseDriver: Parse Completed
15/07/31 15:55:06 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.f
ileinputformat. input.dir.recursive
15/07/31 15:55:06 INFO ql.Driver: <PERFLOG method=Driver.run=
15/07/31 15:55:06 INFO ql.Driver: <PERFLOG method=TimeTosubmit>
15/07/31 15:55:06 INFO ql.Driver: <PERFLOG method=compile=
||15/0?/31 15:55:06 INFO exec.ListSinkoperator: 0 finished. closing...
15/07/31 15:55:06 INFO exec.ListSinkoperator: 0 forwarded 0 rows
15/07/31 15:55:06 INFO ql.Driver: <PERFLOG method=parse>
15/07/31 15:55:06 INFO parse.ParseDriver: Parsing command: CREATE TABLE hiveTable(name string,age string) ROW FORMAT DELIM
ITED FIELDS TERMINATED BY ',  LINES TERMINATED BY

scala>hiveContext.sgl("LOAD DATA LOCAL INPATH
vhome/hadoop/upload/class6/people.txt' INTO TABLE hiveTable”)
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| hadoopl || hadoop2 | | hadoop3 o

scala= hiveContext.sql( LOAD DATA LOCAL INPATH ' /home/hadoop/upload/classé/people.txt’ INTO TABLE hiveTable™)

15707731 15:56:25 INFO parse.ParseDriver: Parsing command: LOAD DATA LOCAL INPATH home/hadoop,/upToad/class6/people.txt’ IN
TO TABLE hiveTable

15/07/31 15:56:25 INFO parse.ParseDriver: Parse Completed

15/07/31 15:56:25 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fil
einputformat. input.dir.recursive

15/07/31 15:56:25 INFO ql.Driver: <PERFLOG method=Driver.run=

15/07/31 15:56:25 INFO ql.Driver: <PERFLOG method=TimeTosubmit>

15/07/31 15:56:25 INFO ql.Driver: <PERFLOG method=compiles=

15/07/31 15:56:25 INFO ql.Driver: <PERFLOG method=parse> ||
15/07/31 15:56:25 INFO parse.ParseDriver: Parsing command: LOAD DATA LOCAL INPATH ' /home/hadoop/upload/class6/people.txt’ IN
|| TO TABLE hiveTable

15/07/31 15:56:25 INFO parse.ParseDriver: Parse Completed

15/07/31 15:56:25 INFO ql.Driver: </PERFLOG method=parse start=1438329385626 end=1438329385626 duration=0=

15/07/31 15:56:25 INFO ql.Driver: <PERFLOG method=semanticanalyzes=

15/07/31 15:56:26 INFO ql.Driver: Semantic Analysis Completed

B4 Bl parquet X , M HDFS INEEUE

//BIZE—NEE parquet X14R9Z parquetTable? , #X=# hiveTable ;85 1E/H
scala>hiveContext parquetFile("hdfs.//hadoop1:9000/class6/people.parquet’).register
TempTable('parquetTable2”)

| hadoopl || hadoop2 | | hadoop3 a |

scala> hiveContext.parquetFile("hdfs://hadoopl:9000/class6/people. parquet™).registerTempTable("parquetTable2™)
SLF43: Failed to Toad class "org.s1f4j.impl.SstaticLoggereinder”.

SLF43: pefaulting to no-operation (NOP) Togger implementation

SLF431: See http: ?/www.s1f4j.org/codes.htm1#staticL0ggerBinder for further details.

F=F MTRESHER

scala>hiveContext.sql("select a.name a.age b.age from hiveTable a join parquetTable2

b on a.name=b.name").collect().foreach(printin)

| hadoop1 || hadoop2 | | hadoop3 8

scala> hiveContext.sql( select a.name,a.age,b.age from hiveTable a join parquetTable? b on a.name=b.name”).collect().foreach(printin) |

15/07/31 15:58:26 INFO parse. Parsepriver: Parsing command: select a.name,a.age,b.age from hiveTable a join parquetTableZ b on a.name=b.name

15/07/31 15:58:26 INFO parse.ParseDriver: Parse Completed

15/07/31 15:58:26 INFO storage.MemoryStore: ensureFreespace(405193) called with curMem=9832008, maxMem=278302556

15/07/31 15:58:26 INFO storage.MemoryStore: Block broadcast_75 stored as values in memory (estimated size 395.7 KB, free 255.6 MB)

15/07/31 15:58:26 INFO storage.MemoryStore: ensureFreespace(27655) called with curMem=10237201, maxMem=278302556

15/07/31 15:58:26 INFO storage.Memorystore: Block broadcast_?S_pieceO stored as bytes in memory (estimated size 27.0 kB, free 255.6 MB)

15/07/31 15:58:26 INFO storage.Blockmanagerinfo: added broadcast_7 E1ece0 in memory on hadoopl:59535 (size: 27.0 kB, free: 264.6 MB)

15/07/31 15:58:26 INFO storage.Blockmanagermaster: updated info of block broadcast_75_pieced

15/07/31 15:58:26 INFO mapred.FileInputFormat: Total input ?aths To process @ 1

15/07/31 15:58:26 INFO spark. Sparkcontext Starting job: lect at SparkPlan.scala:85

15/07/31 15:58:26 INFO scheduler.pDaGscheduler: Got aob 11 (collect at SqarkPTan.scaTa:BS} with 2 output partitions (allowLocal=false)

15/07/31 15:58:26 INFO scheduler.DAGScheduler: Final stage: Stage 83(collect at SparkPlan.scala:85)

15/07/31 15:58:26 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/07/31 15:58:26 INFO scheduler.DAGScheduler: Missing parents: List()

15/07/31 15:58:26 INFO scheduler.DAGScheduler: submitting Stage 83 (MappedRDD[291] at map at SparkPlan.scala:85), which has no missing parents

15/07/31 15:58:26 INFO storage.MemoryStore: ensureFreesSpace(5448) called with curMem=10264856, maxMem=278302556

15/07/31 15:58:26 INFO storage.MemoryStore: Block broadcast_76 stored as values in memory (estimated size 5.3 KB, free 255.6 MB)

15/07/31 15:58:26 INFO storage.MemoryStore: ensureFreespace(3181) called with curMem=10270304, maxMem=278302556

15/07/31 15:58:26 INFO storage.Memorystore: Block broadcast_76_piece0 stored as bytes in memory (estimated size 3.1 kB, free 255.6 MB)

15/07/31 15:58:26 INFO storage.BlockManagerInfo: Added broadcast_76_piece0 in memory on hadoopl 59535 (size: 3.1 KB, free: 264.6 MB)

15/07/31 15:58:26 INFO storage.BlockMmanagermaster: Updated info of b?uck broadcast_76_pieced

|15/07/31 15:58:26 INFO scheduler.Dacscheduler: submitting 2 missing tasks from stage 83 (MappedrDD[291] at map at sparkplan.scala:8s)
15/07/31 15:58:26 INFO scheduler.TaskschedulerImpl: Adding task set £3.0 with 2 tasks

15/07/31 15:58:28 INFO scheduler.TasksetManager: Finished task 0.0 in stage 84.0 (TID 5678) in 534 ms on hadoop2 (1/2)
15/07/31 15:58:29 INFO scheduler.Tasksetmanager: Finished task 1.0 in stage 84.0 (TID 5677) in 1285 ms on hadoopl (2/2)
15/07/31 15:58:29 INFO scheduler.pacscheduler: stage 84 (collect at sparkpPlan.scala:85) finished in 1.283 s

15/07/31 15:58:29 INFO scheduler.TaskschedulerImpl: Removed Taskset 84.0, whose tasks have all completed, from pool
5/07/31 15:58:29 INFO spark.sparkContext: Job finished: collect at sparkplan.scala:85, took 1.336995424 s

mMichael, 29,29]
Aandy, 30,30]
Justin, 19,19]
Justin, 19,19] E|

2.4 Cache {§H

sparkSQL B9 cache RILASFEFERIFH 7T iARSCHL

® CacheTable()/5i%
® CACHE TABLE i<

FHAARESS(EH cache SchemaRDD , 2JF registerAsTable ; £ RDD g3 cache()i&EMAR
45K cache , MIAZRERT SQL (MALEHIRFS LS.
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E—4 X rddTable JH#H(1TEF
s/cache (&

scala>val sqlContext=new org.apache.spark.sql.SQLContext(sc)

scala>import sqlContext.createSchemaRDD

scala>case class Person(name:String,age:Int)

scala>val

rddpeople=sc.textFile("hdfs.//hadoopl.9000/class6/people.txt”).map( .split(",")).map(p
=>Person(p(0),p(1).trim.toint))

scala>rddpeople.registerTempTable("rddTable”)

scala>sqglContext.cacheTable("rddTable")
scala>sqglContext.sql("SELECT name FROM rddTable WHERE age >= 13 AND age <=
19").map(t => "Name: " + t(0)).collect().foreach(printin)

| hadoop1 || hadoop2 | | hadccpSl %]
scala> sqlContext.cacheTable( ' rddTable™)

»

scala> sqlcontext.sql("SELECT name FROM rddTable WHERE age >= 13 AND age <= 19").map(t => "Name:
15/07/31 16:04:46 INFO mapred.FileInputFormat: Total '|nput ﬁ,\aths to process @ 1

15/07/31 16:04:46 INFO spark.sSparkContext: starting job: lect at <consolex:16

15/07/31 16:04:46 INFO scheduler.pacscheduler: Got %|0b 13 (collect at <console>=:16) with 2 output partitions (allowLocal=false)
15/07/31 16:04:46 INFO scheduler.DAGScheduler: Final stage: Stage 85(collect at <console>:186)

Nl15/07/31 16:04:46 INFO scheduler.DAGScheduler: Parents of final stage: List()

15/07/31 16:04:46 INFO scheduler.paGscheduler: Missing parents: List()

W15/07/31 16:04:46 INFO scheduler.Dacscheduler: sSubmitting stage 85 (MappedrRDD[307] at map at <console=:16), wh'lch has no missing parents
15/07/31 16:04:46 INFO storage.MemoryStore: ensurefFreespace(6624) called with curMem=9992417, maxMem=27830255

“15/‘0?/‘31 16:04:46 INFO storage.Memorystore: Block broadcast_81 stored as values in memory (estwmated size 6. 5 KB, free 255.9 MB)
M15/07/31 16:04:46 INFO storage.MemoryStore: ensureFreespace(3477) called with curMem=9999041, maxMem=278302556
|
|

+ t{0)).collect().foreach(printin)

15/07/31 16:04:46 INFO storage.MemoryStore: Block broadcast_81_piece0 stored as bytes in memory (estimated size 3.4 KB, free 255.9 ME)
15/07/31 16:04:46 INFO storage.BlockMmanagerInfo: Added broadcast_Bl_ElrieceU in memory on hadoopl:59535 (size: 3.4 KB, free: 264.6 MB)
15/07/31 16:04:46 INFO storage.BlockmanagerMaster: Updated info of block broadcast_81_pieced
15/07/31 16:04:46 INFO scheduler.paGscheduler: submitting 2 missing tasks from stage 85 (MappedrRDD[307] at map at <consolex:16)
“15/07/'31 16:04:46 INFO scheduler.TaskschedulerImpl: adding task set 85.0 with 2 tasks

15/07/31 16:04:46 INFO scheduler.Tasksetmanager: starting task 0.0 in stage 85.0 (TID 5679, hadoop2, NODE_LOCAL, 1193 bytes)
15/07/31 16:04:46 INFO scheduler.TaskSetManager: Starting task 1.0 in stage 85.0 (TID 5680, hadoopl, NODE_LOCAL, 1193 bytes)
(15/07/31 16:04:46 INFO storage.BlockManagerInfo: Added broadcast_81_piece0 in memory on hadoopz 35280 (size: 3.4 KB, free: 529.7 MB)
15/07/31 16:04:46 INFO storage.BlockMmanagerInfo: Added broadcast_81_piece0 in memory on hadoopl:44561 (siz

115/07,/31 16:04:46 INFO storage.BlockManagerInfo: Added broadcast_80_piece0 in memory on hadoop2:35280 (size: 14.1 kB, free: 529.7 MB)
15/07/31 16:04:46 INFO storage.BlockmanagerInfo: Added broadcast_80_piece0 in memory on hadoopl:44561 (size: 14.1 kB, free: 529.7 MB)
15/07/31 16:04:47 INFO storage.BlockmanagerInfo: Added rdd_305_0 in memory on hadoop2:35280 (size: 248.0 B, free: 529.7 MB)
15/07/31 16:04:47 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 85.0 (TID 5679) in 671 ms on hadoopz 1/2)
115/07/31 16:04:47 INFO storage.BlockManagerInfo: Added rdd_305_1 in memory on hadoopl:44561 (size: 232.0 B, free: 520.7 MB)
15/07/31 16:04:47 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 85.0 (TID 5680) in 1186 ms on hadoopl (2/2)
15/07/31 16:04:47 INFO scheduler.paGscheduler: stage 85 (collect at =console>:16) finished in 1.182 s
15/07/31 16:04:47 INFO scheduler.TaskschedulerImpl: removed Taskset 85.0, whose tasks have all completed, from pool
| 5:04:47 INFO spark.sparkcontext: Job finished: collect at <console»:16, took 1.205316264 s
Name: Justin

iR E FREIZR SRR RS

« C | [1 hadoopl:4040/storage/ B % =
Spmﬁz Stages Storage Environment Executors Spark shell application Ul
Storage
Cached Fraction Size in Size in Size on
RDD Name Storage Level Partitions Cached Memory Tachyon Disk
ExistingRdd [name#262,age#263], MapPartitionsRDD[302] at mapPariitions at IMemory Deserialized 1x 2 100% 480.0B 00B 00B
basicOperators scala:208 Replicated

S XJ parquetTable XH1TERF

scala>val parquetpeople =
sqlContext.parquetFile("hdfs.//hadoopl1:9000/class6/people.parquet”)
scala>parquetpeople.registerTempTable("parquetTable”)

%022 00 4k 41 U HEALIE, &L http://www.cnblogs.com/shishanyuan



scala>sqglContext.sql("CACHE TABLE parquetTable”)

scala>sqlContext.sql("SELECT name FROM parquetTable WHERE age >= 13 AND age

<=19").map(t => "Name: " + t(0)).collect().foreach(printin)

| hadoop1 || hadoop2 || hadoopSl %]
scala- [sqlContext.sql(CACHE TABLE parquetTable™) -
15/07/31 16:07:0Z2 INFO storage.Memorystore: ensureFreeSpace(186770) called with curMem=10002518, maxMem=278302556
15/07/31 16:07:02 INFO storage.Memorystore: Block broadcast_82 stored as values in memory (estimated size 182.4 KB, free 255.7 MB)
15/07/31 16:07:02 INFO storage.Memorystore: ensurefFreespace(15013) called with curMem=10189288, maxMem=278302556
15/07/31 16:07:02 INFO storage.Memorystore: Block broadcast_82_piece0 stored as bytes in memory (estimated size 14.7 KB, free 255.7 MBE)
W15/07/31 16:07:02 INFO storage.BlockmanagerInfo: added broadcast_sz_glrieceo in memory on hadoopl:59535 (size: 14.7 kB, free: 264.6 MB)
\[|15/07/31 16:07:02 INFO storage.BlockmanagerMaster: Updated info of block broadcast_82_piece0
res2l: org.apache.spark.sql.5chemarRDD =
SchemaRDD[313] at RDD at SchemaRDD.scala:l103
il== query Plan ==
== Physical pPlan ==
!Icachecommand parquetTable, true
| hadoop1 || hadoop2 || haduupSl [ %]

scala> sqlcontext.sql( SELECT name FROM parquetTable WHERE age >= 13 AND age <= 19").map(t == "Name:

15/07/31 INFO storage.Blockmanager: Removing broadcast 81
15/07/31 INFO sTorage.Blockmanager: rRemoving block broadcast_s1
15/07/31 INFO storage.MemoryStore: Block broadcast_81 of size 6624 dropped from memory (free 268104879)
15/07/31 INFO storage.BlockManager: Removing block broadcast_8l_piece0
y15/07 /31 INFO storage.MemoryStore: Block broadcast_81_piece0 of size 3477 dropped from memory (free 268108356)
15/07/31 INFO storage.BlockManagerInfo: Removed broadcast_81 piece0 on hadoopl:59535 in memory (size: 3.4 kB, free:
N15/07/31 INFO storage.BlockMmanagerInfo: Removed broadcast_81 piece0 on hadoop2:35280 in memory (size: 3.4 kB, free:
15/07/31 INFO storage.Blockmanagermaster: Updated info of block broadcast_81_piece0
W15/07/31 INFO sTorage.BlockmanagerInfo: rRemoved broadcast_81_piece0 on hadoopl:44561 in memory (size: 3.4 kB, free:
15/07/31 INFO spark.ContextCleaner: Cleaned broadcast 81
||15/07/3l INFO input.FileInputFormat: Total 'inglzut paths to process : 2
Mis/07/31 INFO hadoop.ParquetInputFormat: Total input paths to process : 2
15/07/31 INFO storage.BlockMmanagerInfo: Added rdd_318_1 in memory on hadoopl:44561 (size: 232.0 B, free: 529.6 ME)
15/07/31 INFO scheduler.TasksetManager: Finished task 1.0 in stage 86.0 (TID 5682) in 193 ms on hadoopl (1/2
l15/07/31 INFO storage.BlockManagerInfo: Added rdd_318_0 in memory on hadoop2:35280 (size: 248.0 B, free: 529.7 ME)
15/07/31 INFO scheduler.TasksetManager: Finished task 0.0 in stage 86.0 (TID 5681) in 236 ms on hadoop2 (2/2)
15/07/31 INFO scheduler.pacscheduler: stage 86 (collect at <consolex:16) finished in 0.237 s
15/07/31 16:07:14 INFO scheduler.TaskschedulerImpl: removed Taskset 86.0, whose tasks have all completed, from pool
15/07/31 16:07:14 INFO spark. sparkContext: Job finished: collect at <console=:16, took 0.265441671 s

Name: Justin

R FERIZRSECEET

4 C' [ hadoop1:4040/storage/

Spar? Stages Storage Environment Executors

+ t(0)).colTect().foreach{printin .

264.6 MB)
529.7 MB)

529.7 MB)

By

)

Spark shell application Ul

Storage
Size

Cached  Fraction Sizein Sizein on
RDD Name Storage Level Partitions Cached Memory Tachyon Disk
ParqueiTableScan [name#264,age#265], (ParquetRelation hdfs://hadoop1:9000/class6/people_parquet, Some(Configuration: core- Memory 2 100% 480.0B 00B 0.0
default. xml, core-site xml, mapred-default xml, mapred-site xml, yarn-default. xml, yarn-site_xml, hdfs-default. xml, hdfs-site_xml), Deserialized 1x B
org.apache.spark.sql.SQL Context@23f8cc50, 1), I Replicated
ExistingRdd [name#262,age#263]. MapPartitionsRDD[302] at mapPartitions at basicOperators.scala:208 Memory 100% 480.0B 0.0B 0.0

Deserialized 1x

Replicated

F=F BREF

suncache (&
scala>sqglContext.uncacheTable("rddTable")
scala>sqglContext.sql("UNCACHE TABLE parquetTable”)

| | hadoop1 || hadoop2 I | hadoop3|

scala> sqlContext.uncacheTable( rddTable™)

15/07/31 16:09:11 INFO rdd.MapPartitionsRDD: Removing
15/07/31 16:09:11 INFO storage.BlockManager: Removing RDD 305
scala> sqlContext.
15/07/31 16:09:19
15/07/31 16:09:19
res24: org.apache.
SchemarRDD[326] at
== Query Plan ==
Fhysical Plan
cacheCommand parquetTable, false

sgql1("UNCACHE TAELE parquetTable")
INFO rdd.mMapPartitionsRDD: Removing
INFO storage.Blockmanager: Removing
spark.sql. 5chemarDD =

RDD at SchemaRDD.scala:103

RDD 318

3023 U k41 T

RDD 305 from persistence 1ist

RDD 318 from persistence Tlist
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<« € | [4 hadoopl:4040/storage/

15}
Stages Storage Environment Executors Spark shell application Ul
Qri

Storage

RDD Name Storage Level Cached Partitions Fraction Cached Size in Memory Size in Tachyon Size on Disk

2.5 DSL i&x

SparkSQL B& T 37#F HiveQL #01 SQL-92 &£ , 1£37#F DSL ( Domain Specific Language ),
f£ DSL 1 , 5 Scala fF5' +infrdnahtiz=kaI%1 , Spark Y execution engine &1§iX L
R TURIRAERIAT ., BYMTLATE APL F#kEIfRZ DSLAEXRYTIE , 20 where(). select().
limit()FF , FRZRAILIEE Catalyst #RepRY DSL FAER |, FTEAESFEN IMERDE

//DSL ;&7

scala>import sq/Context._
scala>val teenagers_dsl = rddpeople.where('age >= 10).where('age <= 19).select('name)
scala>teenagers_dslmap(t => "Name: " + t(0)).collect().foreach(printin)

| hadoopl || hadoop2 II hadoop3 C

scala> Tmport sqlContext._
import sglcontext. _

»

scala> val teenagers_ds] = rddEeopTe.where('age >= 10).where('age <= 19).select( 'name)
teenagers_dsl: org.apache.spark.sql. schemarDD =
schemarDD[332] at RDD at SchemaRDD.scala:103
== Query Plan ==
== Physical Plan ==
Project [name#268]
Filter ((age#zﬁg == 10) && (age#269 <= 19
ExistingRdd [name#268,age#269], MapPartitionsRDD[328] at mapPartitions at basicOperators.scala:208

| hadoopl || hadoop2 || hadoop3

scala- teenagers dsl.map(t == "Name: " + t(0)).collect().foreach(printin)

15/07/31 16:13:50 INFO spark.SparkContext: starting job: collect at <console=:25

15/07/31 16:13:50 INFO scheduler.paGScheduler: Got qob 15 (collect at <console=:25) with 2 output partitions (allowLocal=false)
15/07/31 16:13:50 INFO scheduler.pacscheduler: Final stage: stage 87(collect at <console-=:25)

15/07/31 16:13:50 INFO scheduler.paGscheduler: Parents of final stage: List()

15/07/31 16:13:50 INFO scheduler.DpaGscheduler: Missing parents: List()

15/07/31 16:13:50 INFO scheduler.pacscheduler: submitting stage 87 (MappedrDD[323] at map at <console=:25), which has no missing parent
15/07/31 16:13:50 INFO storage.Memorystore: ensureFreespace(5608) called with curMem=10194200, maxMem=278302556

15/07/31 16:13:50 INFO storage.Memorystore: Block broadcast_84 stored as values in memory (estimated size 5.5 KB, free 255.7 MBE)
15/07/31 16:13:50 INFO storage.MemorysStore: ensureFreespace(3034) called with curMem=10199808, maxMem=278302556

15/07/31 16:13:50 INFO storage.MemoryStore: Block broadcast_84_pieced stored as bytes in memory (estimated size 3.0 KB, free 255.7 MB)
15/07/31 16:13:50 INFO storage.BlockManagerInfo: Added broadcast_84_qﬁece0 in memory on hadoopl:59535 (size: 3.0 kB, free: 264.6 MB)
15/07/31 16:13:50 INFO storage.BlockManagermaster: Updated info of block broadcast_84_piece0

15/07/31 16:13:50 INFO scheduler.pacscheduler: submitting 2 missing tasks from stage 87 (MappedrDD[333] at map at <console>:25)
15/07/31 16:13:50 INFO scheduler.TaskschedulerImpl: adding task set 87.0 with 2 tasks

15/07/31 16:13:50 INFO scheduler.TaskSetmanager: Starting task 0.0 in stage 87.0 (TID 5683, hadoopl, NODE_LOCAL, 1193 bytes)
15/07/31 16:13:50 INFO scheduler.TaskSetManager: Starting task 1.0 in stage 87.0 (TID 5684, hadoop2, NODE_LOCAL, 1193 bytes)
1|15/07/31 16:13:50 INFO storage.BlockManagerInfo: Added broadcast_84_pieced in memory on hadoop2:35280 (size: 3.0 KB, free: 529.7 MB)
15/07/31 16:13:50 INFO storage.BlockManagerInfo: Added broadcast_84_piece0 in memory on hadoopl:44561 (size: 3.0 KB, free: 529.6 ME)
15/07/31 16:13:50 INFO scheduler.TaskSetManager: Finished task 1.0 in stage 8?.0 (TID 5684) in 112 ms on hadoop2 (1/2)

15/07/31 16:13:50 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 87.0 (TID 5683) in 191 ms on hadoopl (2/2)

|15/07/31 16:13:50 INFO scheduler.TasksSchedulerImpl: Removed TaskSet 87.0, whose tasks have all completed, from pool

15/07/31 16:13:50 INFO scheduler.DAGScheduler: stage 87 (collect at <c0nso1e> 25) finished in 0.191 s

15/07/31 16:13:50 INFO spark.sparkContext: Job finished: collect at <console>:25, took 0.228110263 s

Name: Justin

3 Spark GRS M

Spark ZFrLAG AR BT WFETHEIREE ALL-IN-ONE g945t ,SLI 7 One stack rule
them all, TEBEIEEN T NGESRAHR  NMUERT sparkSQL , i #HER T HAth Spark 4
1% .

® SQL On Spark : &M sqlContext EEFELATET 10 SHAR
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® Hive On Spark : {7 hiveContext i+ EEFHER
® BN, IRIEHEIXIEH D | €M sparkSQL 1 MLLib BREEX
® PageRank , ITEEAEMMERIMI , {8 sparkSQL #1 GraphX By PageRank &%
AL Intelli) IDEA VEIRRD , &E4ERK LearnSpark jar , ZA/5{#FE spark-submit
B EERFISIT,

3.1 SQL On Spark

3.1.13CHKES
7 src->main->scala T8E class6 & ,E1zB 700 SQLONnSpark X344  BERABINT :

import org.apache.spark.rdd. RDD
import org.apache.spark.{SparkConf, SparkContext}
import org.apache.spark.sql.SQLContext

case class Person(name: String, age: Int)

object SQLOnSpark {
def main(args: Array[String]) {
val conf = new SparkConf().setAppName("SQLOnSpark”)
val sc = new SparkContext(conf)

val sqlContext = new SQLContext(sc)
import sq/Context,_

val people: RDD[Person] = sc.textFile("hdfs.//hadoopl:9000/class6/people.txt”)
.map(_.split(",").map(p => Person(p(0), p(1).trim.tolnt))
people.registerTempTable("people”)

val teenagers = sqlContext.sql("SELECT name FROM people WHERE age >= 10 and age
<=19")
teenagers.map(t => "Name: " + t(0)).collect().foreach(printin)

sc.stop()
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3.1.2 IDEA #Fiis1T

FXNZRBHITRIE , REBTZRER ETEMZRE IDEA FFEERE SparkConf 70
setMaster("local")i&EB HAHIETT. ‘z_:ﬁEla“E_rL,LiE‘ ETE ORI TR

FIENZITEESR
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3.1.3 4pkITENHE

[iE] sTLASIE 31§ (Spark 4RiZtEEL (T ) --IDEA BRI #1718
F— EEITEER
FEIMBEEREIERE" Artifacts” | FAIREREEEEE" +"S | &5 JAR B8 From
modules with dependencies" 5 ®, , HHIWTRE , B ZFREFPEEFEFTRHIAORL
SQLOnNSpark :

'3 Project Structure

Artifacts
Select Main Class

Include non-project classes

F£_# BEEZ JAR GEFRIEERHAS
F1EIEEA/home/hadoop/IdeaProjects/out/artifacts/LearnSpark_jar

UERINZRENABER T "Output Layout "< Scala #HXRIEE RATFETIMEELEE Scala
EXEG , FTAEXEEBRXEE RRBIMBRESEAE
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Project Structure

Artifacts

F=% HHTENXHE
M3 E Build->Build Artifacts , 38HIEERNIE , #58F Build ¥ Rebuild E1{E

class3 - [~/IdeaProjects] - [LearnSpark] - .../src/main/scala/class6/SQLOnSpark.scala - Intelli) IDE|
File Edit igate Code A Refa Build R S

o B2

IdeaProjects src main

LearnSpark]

FIE SHETEXEE Spark iIRBRT

cd /home/hadoop/IdeaProjects/out/artifacts/LearnSpark jar
cp LearnSpark.jar /app/hadoop/spark-1.1.0/

Il yapp/hadoop/spark-1.1.0/

| | hadoop1 || hadoop2 | | hadoopSl

[hadoop@hadoopl ~]% cd /home/hadoop/IdeaProjects/out/artifacts/Learnspark_jar -

[hadoop@hadoopl Learnspark_jar]$ cp Learnspark.jar /app/hadoop/spark-1.1.0/

[hadoop@hadoopl Learnspark_jar]$ 11 /fapp/hadoop/spark-1.1.0/

total 672

drwxrwxr-x 3 hadoop hadoop 4096 Mar 2 16:39 bin

-rw-rw-r-- 1 hadoop hadoop 520123 sep 13 2014 CHANGES.TXT

drwxrwxr-x 4 hadoop hadoop 4096 Jul 17 23:08 conf |

drwxrwxr-x 4 hadoop hadoop 4096 sep 13 2014 ec2

drwxrwxr-x 3 hadoop hadoop 4096 sep 13 2014 examples

drwxrwxr-x 3 hadoop hadoop 4096 Jul 30 21:57 file:

Frw-rw-r-— 1 hadoop hadoop 53012 aug 3 11:11 Learnspark.jar]

drwxrwxr-x 2 hadoop hadoop 4096 sep 13 2014 Tib

-rw-rw-r-- 1 hadoop hadoop 320816 sep 13 2014 LICENSE

drwxrwxr-x 2 hadoop hadoop 4096 Jul 31 22:22 Tlogs
1
1
6
1
1
4
1

—F-rw-r-- hadoop hadoop 1627 Jul 30 21:57 metastore. log
—Fw-rw-r-- hadoop hadoop 22559 Sep 13 2014 NOTICE
drwxrwxr-x hadoop hadoop 4096 sep 13 2014 python
—FW-rw-r-- hadoop hadoop 4811 Sep 13 2014 README.md
—Fw-rw-r-- hadoop hadoop 35 Sep 13 2014 RELEASE
drwxrwxr-x hadoop hadoop 4096 mar 2 16:53 sbin
drwxrwxr-x 71 hadoop hadoop 4096 Jul 31 15:30 work
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3.14 EITERER

N e S ERFTE A SQLONSpark 5% | 1=1T

cd /app/hadoop/spark-1.1.0
bin/spark-submit --master spark.//hadoopl:7077 --class class6.SQLOnSpark
--executor-memory 1g LearnSpark.jar

ERAT

| hadoop1 || hadoop2 | | hadoops| B
hadoop@hadoopl Learnspark_jar]$ cd p/hadoop/spark-1.1.0 -
[hadoop@hadoopl spark-1.1. Oi$ b1n/sparE submit --master spark://hadoopl:7077 Learnspark.jar --class class6.5QLOnSpark --executor-memory 1g
Spark assembly has been built with Hive, including Datanucleus jars on classpath
Error: cannot load main class from Jar: file: /app?hadoop}spark—l.L.O/Learnspark.jar
Run with --help for usage help or --verbose for debug output
[hadoop@hadoopl spark-1.1.0]% bin/spark-submit --master spark://hadoopl:7077 --class class6.sqLonspark --executor-memory 1g Learnspark. jar
Spark assembly has been built with Hive, including Datanucleus jars on classpath
15/08/03 12:24:02 INFO spark.secur1tyManager Changing view acls to: hadoop,
15/08/03 12:24:02 INFO spark.SecurityManager: Changing modify acls to: hadoop,
15/08/03 12:24:02 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view permissions: Set(ha
permissions: Set(hadoop, )
15/08/03 12:24:04 INFO s1f4j.s1f4jLogger: S1f4jLogger started
|15/08/03 12:24:04 INFO Remoting: Starting remoting
15/08/03 12:24:05 INFO Remoting: Remoting started; listening on addresses :[akka.tcp://sparkDriver@hadoopl:38497]
15/08/03 12:24:05 INFO Remoting: Remoting now 1istens on ad resses: [akka. tep: //sparkbriver@hadoopl:3849/7]
15/08/03 12:24:05 INFO util.utils: successfully started service 'sparkDriver’ on port 38497.
15/08/03 12:24:05 INFO spark.Sparkenv: Registering MapOutputTracker
15/08/03 12:24:05 INFO spark.sparkeEnv: Registering BlockManagerMaster
15/08/03 12:24:05 INFO storage.DiskBlockManager: Created local d1rectory at /tmp/spark-local- 20150803122405- Ueff
15/08/03 12:24:05 INFO util.Utils: successfully started service "Connection manaﬂer for block manager' on port 45.
15/08/03 12:24:05 INFO network.ConnectiorManager: Bound socket to port 59245 wit Connect1onManagerId(hadoopl 59245)
15/08/03 12:24:48 INFO scheduler.TasksetManager: "starting task 0.0 in stage 0.0 (TID 0, hadoop2, NODE_LOCAL, 1230 bytes)
15/08/03 12:24:51 INFO network.ConnectiorManager: Accepted connection from [hadoop2/192.168.10.112:56512]
15/08/03 12:24:51 INFO network.SendingConnection: Initiating connection to [hadoop2/192.168.10.112:39983]
15/08/03 12:24:51 INFO network.SendingConnection: Connected to [hadoop2/192.168.10.112:39983], 1 messages pending
15/08/03 12:24:51 INFO storage.BlockmanagerInfo: added broadcast_1_piece0 in memory on hadoop2:39983 (size: 2.9 kB, free: 530.3 MB)
15/08/03 12:24:51 INFO scheduler.TasksSetManager: Starting task 1.0 in stage 0.0 (TID 1, hadoop3, ANY, 1250 bytes)
15/08/03 12:24:54 INFO network.ConnectionManager: Accepted connection from [hadoop3,/192.168.10.113:40875]
15/08/03 12:24:54 INFO network.SendingConnection: Initiating connection to [hadoop3/192.168.10.113:46450]
15/08/03 12:24:54 INFO network.SendingConnection: Connected to [hadoop3/192.168.10.113:46450], 1 messages pending
15/08/03 12:24:54 INFO storage.BlockManagerInfo: Added broadcast_1_piece0 in memory on hadoop3:46450 (5ize: 2.9 KB, free: 530.3 MB)
(15/08/03 12:24:55 INFO storage.BlockManagerInfo: Added broadcast_O_piece0 in memory on hadoop2:39983 (size: 10.1 KB, free: 530.3 MB)
15/08/03 12:24:58 INFO storage.BlockManagerInfo: Added broadcast_0_piece0 in memory on hadoop3:46450 (size: 10.1 KB, free: 530.3 MB)
15/08/03 12:24:58 INFO cluster.s EarkDep1oyschedu]erBackend Registered executor: Actor[akka.tcp: ffSﬁarkExecutor@hadoopl 145518 /user /Executor#-
15/08/03 12:25:05 INFO storage.BlockManagerMasterActor: Registering block manager hadoopl:48252 with 530 RAM
15/08/03 12:25:10 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 0.0 (TID 0) in 21897 ms on hadoop2 (1/2)
15/08/03 12:25:12 INFO scheduler.Tasksetmanager: Finished task 1.0 in stage 0.0 (TID 1) in 20538 ms on hadoop3 (2/2)
15/08/03 12:25:12 INFO scheduler.pacscheduler: stage 0 (collect at sqLonspark.scala:22) finished in 23.736 s
15/08/03 12:25:12 INFO scheduler.TaskschedulerImpl: Removed Taskset 0.0, whose tasks have all completed, from pool
15/08/03 12:25:12 INFO spark.sparkcontext: Job finished: collect at sqLonspark.scala:22, took 24.570272004 s
Name: Justin
125:12 INFO handler.ContextHandler: stopped o.e.j.s.ServletContextHandler{/metrics/json,null}

3.2 Hive On Spark

3.2.1 5CIRIXES

1E class6 BHZIN HiveOnSpark 33&304 , BARISINT :

import org.apache.spark.{SparkConf, SparkContext}
import org.apache.spark.sql.hive.HiveContext

object HiveOnSpark {
case class Record(key: Int, value: String)

def main(args: Array[String]) {
val sparkConf = new SparkConf{().setAppName("HiveOnSpark")
val sc = new SparkContext(sparkConf)

val hiveContext = new HiveContext(sc)
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import hiveContext._

sql("use hive”)
sql("select c.theyear,count(distinct a.ordernumber),sum(b.amount) from tbStock a
Jjoin tbStockDetail b on a.ordernumber=>b.ordernumber join tbDate ¢ on
a.dateid=c.dateid group by c.theyear order by c.theyear”)
.collect().foreach(printin)

sc.stop()

ects [LearnSpark]

3.2.2 SERFTRNH
%P8 3.1.3SQL On Spark A&7 8
3.2.3 BTEELER
(] EEE5) Hive IR, £ 2.3.1
BTN T STERTEHE SQLONSpark /5i% |, IE{TERUT -

cd /app/hadoop/spark-1.1.0
bin/spark-submit --master spark.//hadoopl:7077 --class class6.HiveOnSpark
--executor-memory 1g LearnSpark.jar
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| hadoop1 || hadoop2 | | haduupi‘»l ]

[hadoop@hadoopl spark-1.1.0]%
[hadoop@hadoopl spark—l.1.0]$‘b1nfspark—subm1t --master spark://hadoopl:7077 --class class6.HiveonSpark --executor-memory 1g Learnspark.jar‘
Spark assembly has been built With Hive, including Datanucleus jars on classpath

15/08/03 14:02:28 INFO spark.sSecurityMmanager: Changing view acls to: hadoop,

15/08/03 14:02:28 INFO spark.securitymanager: changing modify acls to: hadoop,

15/08/03 14:02:28 INFO spark.SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view permissions: Set(hado
op, ); users with modify permissions: set(hadoop, )

15/08/03 14:02:28 INFO s1f4j.s51f4jLogger: s1f4jLogger started

15/08/03 14:02:28 INFO Remoting: Starting remoting

15/08/03 14:02:29 INFO Remoting: Remoting started; listening on addresses :[akka.tcp://sparkDriver@hadoopl:33917]

15/08/03 14:02:29 INFO Remoting: Remoting now listens on addresses: [akka.tcp://sparkDriver@hadoopl:33917]

15/08/03 14:02:29 INFO wtil.utils: successfully started service 'sparkDriver' on port 33917

15/08/03 14:02:29 INFO spark.sparkenv: Registering mapoutputTracker

15/08/03 14:02:29 INFO spark.SparkeEnv: Registering BlockManagerMaster

15/08/03 14:02:29 INFO storage.DiskBlockManager: Created local directory at /tmp/spark-local-20150803140229-498a

15/08/03 14:02:29 INFO wutil.uUtils: successfully started service 'Connection manager for block manager' on port 57359

15/08/03 14:02:29 INFO network.ConnectiorManager: Bound socket to port 57359 with id = ConnectionmanagerId(hadoopl,57359)

15/08/03 14:02:29 INFO storage.MemoryStore: MemoryStore started with ca?acity 265.4 MB

15/08/03 14:02:29 INFO storage.BlockManagerMaster: Trying to register BlockManager

15/08/03 14:02:29 INFO storage.BlockManagerMasterActor: Registering block manager hadoopl:57359 with 265.4 MB RAM

15/08/03 14:02:29 INFO storage.Blockmanagermaster: Registered Blockmanager

15/08/03 14:02:29 INFO spark.HttpFileServer: HTTP File server directory is /tmp/spark-02c8628c-388c-400e-9d8b-ba5ac061b051

15/08/03 13:59:08 INFO scheduler.TasksetManager: Finished task 3.0 in stage 6.0 (TID 809) in 56 ms on hadoopl (2/8) N
15/08/03 13:59:08 INFO scheduler.TaskSetManager: Starting task 5.0 in stage 6.0 (TID 811, hadoop2, PROCESS_LOCAL, 1005 bytes)
15/08/03 13:59:08 INFO scheduler.TaskSetManager: Finished task 0.0 in stage 6.0 (TID 806) in 225 ms on hadoop2 (3/8)

15/08/03 13:59:08 INFO scheduler.TaskSetmanager: Finished task 1.0 in stage 6.0 (TID 807) in 236 ms on hadoop3 (4/8)

15/08/03 13:59:08 INFO scheduler.TaskSetManager: Starting task 6.0 in stage 6.0 (TID 812, hadoop3, PROCESS_LOCAL, 1005 bytes)
15/08/03 13:59:08 INFO scheduler.TaskSetManager: Starting task 7.0 in stage 6.0 (TID 813, hadoopl, PROCESS_LOCAL, 1005 bytes)
15/08/03 13:59:08 INFO scheduler.TaskSetManager: Finished task 4.0 in stage 6.0 (TID 810) in 53 ms on hadoopl (5/8)

15/08/03 13:59:08 INFO scheduler.TaskSetManager: Finished task 7.0 in stage 6.0 (TID 813) in 20 ms on hadoopl (6/8)

15/08/03 13:59:08 INFO scheduler.TaskSetManager: Finished task 6.0 in stage 6.0 (TID 812) in 70 ms on hadoop3 (7/8)

15/08/03 13:59:08 INFO scheduler.TaskSetManager: Finished task 5.0 in stage 6.0 (TID 811) in 89 ms on hadoop2 (8/8)

15/08/03 13:59:08 INFO scheduler.TaskSchedulerImpl: Removed TaskSet 6.0, whose tasks have all completed, from pool
15/08/03 13:59:08 INFO scheduler.DAGScheduler: stage & (collect at sparkPlan.scala:85) finished in 0.304 s
15/08/03 13:59:08 INFO spark.sparkcontext: Job finished: collect at sparkplan.scala:85, took 5.044423314 s
[2004,1004,3265606)]
2005,3828,13247234]
2006,3772,13670416]
2007 ,4885,16711974]
2008,4861,146706958]
2009,2619,6322137]
2010,94,210924]
S/NR/NT 12-50-NR TNEN handler rontextrHandler: stanned n e i = servierrantevytHandler{ /metrics dann nnll1}

BT s ETREEZIZ S HiveOnSpark BWELAETTIENR

Running Applications

ID Name Cores Memory per Node Submitted Time User State Duration

app-20150803135655-0000 HiveOnSpark 3 1024.0 MB 2015/08/03 13:56:35 hadoop RUNNING 60 s

Active Stages (1)

Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
12 mapPartitions at Exchange scala:71 +details  (kill) 2015/08/03 13:59:03 4s 187/200 122908 590B

Completed Stages (6)

Stage Tasks: Shuffle Shuffle

Id Description Submitted Duration Succeeded/Total Input Read Write

0 RangePartitioner at Exchange.scala:79 +details 65 200/200 143.7 KB

5 mapPartitions at Exchange_scala:48 +details a0s 200/200 1909.0 KB 215.0KB

4 mapPartitions at Exchange.scala:48 +details 33s 200/200 1402.7 KB 2.7 MB

3 mapPartitions at Exchange scala:48 +details 24s 212 11.4 MB 1713.1 KB

2 mapPartitions at Exchange.scala:43 +details 31s 212 588.0 410.6 KB
KB

1 mapPartitions at Exchange scala:48 +details 31s 212 167.5 B86.6 KB
KB

3.3 B

PRELIFNAPIFETIRE , LI EFHITOR. WEHHITORESS | JARISEHIRE
AERIREE , JLAEAIEREWRIEIZAA. EIMIA. T2EFIPRIREHE—MRIEAR
FEWHILEE  ESERFEERSEAIHNE | BEED R/ E75E. TESENEBRIGT
RIRHEHENHESTUXF MFLEEE | #IT5RE , 7 3 MNERAYEH.
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3.3.1cHKES

import org.apache.log4y.{Level, Logger}

import org.apache.spark.sql.catalyst.expressions.Row
import org.apache.spark.{SparkConf, SparkContext}
import org.apache.spark.sql.hive.HiveContext

import org.apache.spark.mllib.clustering.KMeans
import org.apache.spark.mllib.linalg.Vectors

object SQLMLIib {
def main(args: Array[String]) {
/R H it B i
Logger.getlogger("org.apache.spark’).setLevel(Level WARN)
Logger.getLogger(“org.eclipse jetty.server”).setlLevel(Level OFF)

/IR EIET T

val sparkConf = new SparkConf().setAppName("SQLMLIib")
val sc = new SparkContext(sparkConf)

val hiveContext = new HiveContext(sc)

J/EH sparksqgl BHE1NEHIEEHEIEET

hiveContext.sql("use hive")

hiveContext.sql("SET spark.sqgl.shuffle.partitions=20")

val sqldata = hiveContext.sql("select a.locationid, sum(b.qty)
totalqty,sum(b.amount) totalamount from tbStock a join tbStockDetail b on
a.ordernumber=>b.ordernumber group by a.locationid”)

B R ARk Ie
val parsedData = sqldata.map {
case Row(, totalqty, totalamount) =>
val features = Array[Double](totalqty.toString.toDouble,
totalamount.toString.toDouble)
Vectors.dense(features)

SIXTEHEEEREE | 3 1€, 20 K&, T ERE
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/B ER(EFIRLERY partition £ 20
val numClusters = 3

val numliterations = 20

val model = KMeans.train(parsedData, numClusters, numiterations)

/IR BIEHEH T2 , L
/BT partition [RIRE , FH 79 200 ™MK, BTLIERE bin/hdfs dfs -getmerge &7
FEEI2
val result? = sqldata.map {
case Row(locationid, totalgty, totalamount) =>
val features = Array[Double](totalqty.toString.toDouble,
totalamount.toString.toDouble)
val linevectore = Vectors.dense(features)
val prediction = model.predict(linevectore)

non non non

locationid +

+ totalqty + " " + totalamount +

J.saveAsTextFile(args(0))

+ prediction

sc.stop()

© sqLonSpark.scala © Hiveonspark.scala © sqLMLib.scala

ts [LearnSpark]

3.3.2 EFIEXH

&R 3.1.3SQL On Spark /& 173168

3.3.3 iEITEELGR

B TS ERFIEHA) SQLONnSpark 757%
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cd /app/hadoop/spark-1.1.0
bin/spark-submit --master spark.,//hadoopl:7077 --class class6.SQLMLIib
--executor-memory 1g LearnSpark.jar /class6/outputl

%]
aster spark://hadoopl:7077 lass class6.squML1ib executor-memory 1g Learnspark.jar /class6/outputl E|
15/08/03 14:08:20 INFO s'\f4j.5'|f4jLoggEr‘: s1f4jLogger started
15/08/03 14:08:20 INFO RemoTing: Starting remoting
15/08/03 14:08:20 INFO Remoting: Remoting started; '\15temng on addresses :[akka.tcp://sparkoriver@hadoopl:50457]
15/08/03 14:08:20 INFO Remoting: Remoting now Tistens on addresses: [akka.tcp://sparkpriver@hadoopl:50457]
15/08/03 14:08:31 WARN util.NativeCodeLoader: unable to load native-hadoop 1ibrary for your platform... using builtin-java classes where applicable
15/08/03 14:08:34 INFO configuration.deprecation: d.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat.input.dir.recursive
15/08/03 14:08:34 INFO Configuration.deprecation - max. sp'ht size is deprecated. Instead, use mapreduce.input.fileinputformat.split.maxsize
15/08/03 14:08:34 INFO Configuration.deprecation .min.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize
15/08/03 14:08:34 INFO configuration.deprecatio -min.split.size.per.rack is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize.per.rack
15/08/03 14:08:34 INFO Configuration.deprecatiol .min.split.size.per.node is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize.per.node
15/08/03 14:08:34 INFO Configuration.deprecation .reduce.tasks is dEEFE(BtEd Instead, use mapreduce. job.reduces
15/08/03 14:08:34 INFO Configuration.deprecatiol -reduce.tasks.speculative.execution is deprecated. Instead, use mapreduce.reduce.speculative
15/08/03 14:08:26 INFO parse.ParseDriver: Parsing command: use hive
15/08/03 14:08:37 INFO parse.ParseDriver: Parse Completed
15/08/03 14:08:40 INFO Confi guratwon deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat.input.dir.recursive
15/08/03 14:08:40 INFO gl.Driver: <PERFLOG method=Driver.run>
15/08/03 14:08:40 INFO ql.Driver: <PERFLOG method=TimeToSubmit>
15/08/03 14:08:40 INFO ql.Driver: <PERFLOG method=compile>
15/08/03 14:08:40 INFO ql.Driver: <PERFLOG method—parse>
15/08/03 14:08:40 INFO parse.ParseDriver: Parsing command: use hive
15/08/03 14:08:40 INFO parse.ParseDriver: Parse Completed
=4 S TNER S G FRER 0 /™ partiti
Ji2 |, AJLARINERSS I AZEB2 A 20 4 partition
Active Stages (1)
Stage Id Description Submitted Duration Tasks: Succeeded/Total Input Shuffle Read Shuffle Write
62 mapPartitions at KMeans.scala:171 +details (ki) 2015/08/03 14:09:44 97 ms 0/20
Completed Stages (22)
Stage Tasks: Shuffle Shuffle
Id Description Submitted Duration Succeeded/Total Input Read Write
53 collectAsMap at KMeans.scala:298 +details 2015/08/03 03s .. e2om0 2.2KB
14:09:43
a7 flatMap at KMeans.scala:254 +details  2015/08/03 08s OO 024.0B 11.4KB 3.5KB
14:09:42
49 collect at KMeans.scala 283 +delails  2015/08/03 1s B 205 1.4 KB
14:09:41
44 collectAsiMap at KMeans.scala:275 +details  2015/08/03 02s . 200 0 2000.08B
14:09:41
48 flailMap at KMeans scala:271 +delails  2015/08/03 08s B /05 1.4 KB 2.3KB
14:09:40
40 collect at KMeans.scala:283 +details  2015/08/03 1s L 20een ) 82408 11.4KB
14.09:38
35 collectAsMap at KMeans.scala:275 +details 2015/08/03 03s .. 200 800.0 B
14:09:38
39 flatMap at KMeans.scala:271 +details  2015/08/03 1s L 20een T 82408 11.4KB 23 KB
14:09:37
31 collect at KMeans scala 283 +delails  2015/08/03 09s B 208 11.4KB
14:09:36

It
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Contents of directory /class6/outputl

Goto @ |/classBloutput] | go |

Go to parent directory

|Hénf ”TypeHSize”Replicatiun”Bluck SizeHludificatiun TinB”PEImissiun”OWﬂer HGruup ‘
| stccess  [[fileo B ||2 128 B 20150803 14:09 ||rw—r——r— ||hadoop |supergrow
[part-00000/[filel0 B [[3 128 lB 20150803 14:09 |rw—r——r—— ||hadoop||supergroup|
lpart-00001 [file |0 B |[3 128 B 2015-08-03 14:09 |rw—r——r—— | hadoop|supergroup|
|part-00002)|file||44 B3 128 B ||2015-08-03 14:09 |rw—r——r— |hadoop||supergroup,
lpart-00003/[file |0 B |3 128 HB  2015-08-03 14:09 |rw—r——r—— | hadoop |supergroup|
lpart—00004/|file|0 B |3 128 B 20150803 14:09 |rw—r——r— |/hadoop||super group|
lpart-00005[file |21 B[[3 128 B 20150803 14:09 |rw—r——r—— ||hadoop|supergroup|
lpart—00006|file |15 B|[3 128 HB 20150803 14:09 |rw—r——r— |/hadoop||super group|
[part-00007 [file |23 B[[3 128 1B 20150803 14:09 |rw—r——r—— |hadoop|supergroup|
lpart—00008||file |38 B|[3 128 B 20150803 14:09 |rw—r——r— |hadoop||super group|

M8 getmerge BERZZIAMIUY , HEEER

cd /home/hadoop/upload

hdfs dfs -getmerge /class6/outputl result.txt
| hadoopl || hadoopz || hadoop3 %]

[hadoop@hadoopl spark-1.1.0]% cd /home/hadoop/upload
[hadoop@hadoopl upload]$ hdfs dfs -getmerge /class6/outputl result.txt
[hadoop@hadoopl upload]§ 1s
classs c?assﬁ hive-0.13.1-s tar.gz result result.txt scala-2.10.4 sogou
adoop@hadoopl upload]$ cat resth TXT
DOGNGUAN 33422 5726613 1
TY 23386 4330205 1
ZHAOD 24996 4587718 1
DY 355 55185 0
YINZUO 48336 8471349 2
ZY 27049 6307626 1
RM 21627 3010800 0
GUIHE 30446 6571570 1
™ 4363 708261 O
HUAXIN 4186 487099 0
BYYZ 4401 533953 0
LZ 706 123817 O
ZM 30513 4267355 1
TS 17961 2236106 0
HL 13426 1637889 0
TAIHUA 41002 9180132 2
L] 47375 9865094 2 LN

&t R HrEE | A 3 MARNFERTARERZES.
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1.5
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totatamount

] . 0.5
0.0

B

o -lola[qty o
3.4 PageRank

PageRank, BIRITIHER , NFRMTIZE. Google AMHEZ S M2THER , 2 Google BITAA
R -(METFIE/R =T 1997 SFE RN REARREARHAEHEDTE A, BRIRS
BEEHEDITE LSRR PageRank EEEM FAT4E KA., PageRank 2 Google BT H
AR TSR/ EE L —F /A% | 2 Google FsREE— NRULAVIFRIE—IRE, EF
B 7iE Title #RRA0 Keywords tRRFEBEEEREZE 2GS | Google 1EiJ PageRank SRijFZELE
R, (FREEE "ER/EEN" PINREERERPSMuHERIREIRT | NMiEEERER
HIBXMERRE.

Spark GraphX 5| N7 google A EHIELIES |2 pregel ,BJLAFG{ERISCER PageRank AUt
%0

3.4.18)ER

TEEEAIRBINEIERE wiki IR Berkeley trEAIMIZ BIEEREK |, EIE AN

% : graphx-wiki-vertices.txt #1 graphx-wiki-edges.txt , RILAS BB FELTERITRAFA,

XN S EERIA IS4 2 %5 /home/hadoop/upload/class6 BRH (i : IXEAN4R]
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LANIZZR KB # R/ data/class6 F5KEY )

B—F LIEHE

I hadeop! || hadoop2 | | hadoop3| X

[hadoop@hadoopl ~]% cd /home/hadoop/upload/classé
[hadoop@hadoopl class&]$ 11

|| total 2164 i
-rwxrw-rw- 1 hadoop hadoop 1247306 Jun 19 2014 gra X Xt

-rwxrw-rw- 1 hadoop hadoop 946608 Jun 19 2014 g

»

-rw-rw-r-- 1 hadoop hadoop 838 Feb 28 17:14 nes
-rwxrw-rw- 1 hadoop hadoop 73 Aug 31 2014 peop is
-rwxrw-rw- 1 hadoop hadoop 32 Jun 2 2014 E:“'e.:x:
drwxr-xr-x 2 hadoop hadoop 4096 Feb 4 14:07 wiki _parquet

[hadoop@hadoopl class6]$%
%4 |30 SparkSQL

WEE 6 1R (SparkSQL (— ) --SparkSQL f&if™) 3.2.3 [35h SparkSQL

S$cd /app/hadoop/spark-1.1.0
3$bin/spark-sql --master spark.//hadoopl.7077 --executor-memory 1g

Running Applications

1D Name Cores Memory per Node Submitted Time User State Duration

app-20150803143919-0003 SparkSQL::hadoop1 3 1024.0 MB 2015/08/03 14:39:19 hadoop  RUNNING 3s
J— —— e,
B=H ENFFINEEE

£z vertices # edges I NRFFINEEIE -

spark-sql>show databases;

spark-sql>use hive;

spark-sql>CREATE TABLE vertices(ID Bigint Title String) ROW FORMAT DELIMITED
FIELDS TERMINATED BY '\t' LINES TERMINATED BY '\n; LOAD DATA LOCAL INPATH
vhome/hadoop/upload/class6/graphx-wiki-vertices.txt' INTO TABLE vertices;

| hadoop1 || hadoop2 I | hadoop3| ]
spark-sql> CREATE TABLE vertices(ID BigInt,Title String) ROW FORMAT DELIMITED FIELDS TERMINATED BY '\t' LINES TERMINATED BY '|.
“n'; LOAD DATA LOCAL INPATH '/home/hadoop up1oad class6/graphx-wiki-vertices.txt’ INTO TABLE vertices;
15/08/03 14:46:07 INFO parse.ParseDriver: Parsing command: CREATE TABLE vertices(ID BigInt, Title Str1ng) ROW FORMAT DELIMITED
FIELDS TERMINATED BY '‘“t' LINES TERMINATED BY %n
15/08/03 14:46:07 INFO parse.ParseDriver: Parse Completed
115/08/03 14:46:07 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.file
M| inputformat. input.dir.recursive
15/08/03 14:46:07 INFO ql.Driver: <PERFLOG method=Driver.run=
15/08/03 14:46:07 INFO ql.Driver: <PERFLOG method=TimeTosubmit>
15/08/03 14:46:07 INFO ql.Driver: <PERFLOG method=compile=
15/08/03 14:46:07 INFO ql.Driver: <PERFLOG method=parse>
15/08/03 14:46:07 INFO parse.ParseDriver: Parsing command: CREATE TABLE vertices(ID BigInt,Title String) ROW FORMAT DELIMITED
FIELDS TERMINATED BY '‘“t' LINES TERMINATED BY %n
15/08/03 14:46:07 INFO parse.ParseDriver: Parse Completed
15/08/03 14:46:07 INFO gl.Driver: </PERFLOG method=parse start=1438584367190 end=1438584367192 duration=2>
15/08/03 14:46:07 INFO ql.Driver: <PERFLOG method=semanticanalyzes>
15/08/03 14:46:07 INFO parse.Semanticanalyzer: Starting Semantic Analysis I
[15/08/03 14:46:07 INFO parse.Semanticanalyzer: Creating table vertices position=13
M15/08/03 14:46:07 INFO al.Driver: Semantic Analvsis Completed

spark-sql>CREATE TABLE edges(SRCID Bigint, DISTID Bigint) ROW FORMAT DELIMITED
FIELDS TERMINATED BY ‘\t' LINES TERMINATED BY '\n; LOAD DATA LOCAL INPATH
vhome/hadoop/upload/class6/graphx-wiki-edges.txt' INTO TABLE edges;
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| hadoop1 || hadoop2 I | hadoop3| ]
S ark- sq'l> CREATE TAELE EdgES(SRCID B‘IgIn‘t DISTID B'lgInt) ROW FORMAT DELIMITED FIELDS TERMINATED BY ‘T LINES TERMINATED BY |.
gn ; LOAD DATA LOCAL INPATH ' home oop upload/class6/graphx-wiki-edges. txt’ INTO TAELE edges;

15/08/03 14:47:00 INFO parse.ParseDriver: Parsing command: CREATE TABLE edges(SRCID BigInt,DISTID BigInt) ROW FORMAT DELIMITE
D FIELDS TERMINATED BY '“t' LINES TERMINATED BY "‘\n'

15/08/03 14:47:00 INFO parse.ParseDriver: Parse Completed

|15/08/03 14:47:00 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.file

!l inputformat. input. dir.recursive

15/08/03 14:47:00 INFO ql.Driver: <PERFLOG method=Driver.run=

15/08/03 14:47:00 INFO gl.Driver: <PERFLOG method=TimeToSubmit>

15/08/03 14:47:00 INFO ql.Driver: <PERFLOG method=compile=

15/08/03 14:47:00 INFO ql.Driver: <PERFLOG method=parse>

15/08/03 14:47:00 INFO parse. ParseDriver: Pars1ng command : CREATE TABLE edges(SRCID BigInt,DISTID BigInt) ROW FORMAT DELIMITE

D FIELDS TERMINATED BY '“t' LINES TERMINATED BY "‘\n'

15/08/03 14:47:00 INFO parse.ParseDriver: Parse Completed

15/08/03 14:47:00 INFO ql.Driver: </PERFLOG method=parse start=1438584420271 end=1438584420272 duration=1>

15/08/03 14:47:00 INFO gl.Driver: <PERFLOG method=semanticanalyze>

15/08/03 14:47:00 INFO parse.Semanticanalyzer: Starting Semantic Analysis

l15/08/03 14:47:00 INFO parse.Semanticanalyzer: Creating table edges position=13

M15/08/03 14:47:00 INFO gl.Driver: Semantic Analysis Completed

RIS

spark-sql>show tables;

15/08/03 14:48:11 INFO ql.Driver: <PERFLOG method=releaSeLockss
15i08i03 14:48:11 INFO ql.Driver: </PERFLOG method=releaseLocks start=1438584491220 end=1438584491220 duration=0>

qd

ivetable
sogougl
sogoug2

bgate
thstock
thstockdetail
testthrift

Time taken: 0.118 seconds
15/08/03 14:48:11 INFO CliDriver: Time taken: 0.118 seconds

3.4.2 sHKES

import org.apache.log4y.{Level, Logger}

import org.apache.spark.sql.hive.HiveContext

import org.apache.spark.{SparkContext, SparkConf}
import org.apache.spark.graphx._

import org.apache.spark.sql.catalyst.expressions.Row

object SQLGraphX {
def main(args: Array[String]) {
V7=l
Logger.getlogger("org.apache.spark’).setLevel(Level WARN)
Logger.getlogger(’org.eclipse.jetty.server”).setLevel(Level OFF)

/I IREIE T

val sparkConf = new SparkConf().setAppName("PageRank")
val sc = new SparkContext(sparkConf)

val hiveContext = new HiveContext(sc)

/R sparksql BHETNEHIEEHERIEAT
hiveContext.sqgl("use hive")

val verticesdata = hiveContext.sql("select id, title from vertices")
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val edgesdata = hiveContext.sql("select srcid,distid from edges”)

V=AUt 2
val vertices = verticesdata.map { case Row(id, title) => (id.toString.toLong,
title.toString)}

val edges = edgesdata.map { case Row(srcid, distid) => Edge(srcid.toString.tolLong,
distid.toString.toLong, 0)}

/I
val graph = Graph(vertices, edges, "").persist()

//pageRank EEEEHIFHEEE T cache() , BCEIE persist HIFHEREEZEH
MEMORY ONLY

' T oA o e o e ok A Ak Ak A kA A AAAAAAAAAAKAAARAAAAAAAAAAAA XA XA XA KA XA AAAAAAAN
printin( )

println("PageRank it & , AR B 1TERIEHE")

prlnt/n("**********************************************************’9
val prGraph = graph.pageRank(0.001).cache()
val titleAndPrGraph = graph.outeroinVertices(prGraph.vertices) {

(v, title, rank) => (rank.getOrElse(0.0), title)

titleAndPrGraph.vertices.top(10) {
Ordering.by((entry: (Vertexld, (Double, String))) => entry._2._1)
Jforeach(t => printin(t_2_2 + " "+ t_2_1))

sc.stop()
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3.4.3 &p183HE
%08 3.1.3SQL On Spark BiA#H{TH &
3.44 iZiTEFLEER

BN Far<STE AT T8 HRY SQLONSpark 733X

cd /app/hadoop/spark-1.1.0
bin/spark-submit --master spark.//hadoopl:7077 --class class6.SQLGraphX
--executor-memory 1g LearnSpark.jar

[hadoop@hadoopl spark-1.1.0]% bin/spark-submit --master spark:

hadoop1:7077 --class classé6.5qLGraphX --executor-memory 1g Learnspark. jar

™

15/08/03 15:12:27 INFO s1f4j.51f4jLogger: s1f4jLogger started
15/08/03 15:12:27 INFO Remoting: 5tarting remoting

15/08/03 15:12:28 INFO Remotwng Remot1ng started; listening on addresses :[akka.tcp://sparkDriver@hadoopl:32815]

15/08/03 15:12:28 INFO Remoting: Remoting now 1wstens on_addresses: [akka.tcp://sparkpriver@hadoopl:32815]

15/08/03 15:12:44 WARN util.NativeCodeLoader: Unable to load native-hadoop Tibrary for your platform... using builtin-java classes where applicable

15/08/03 15:12:50 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat.input.dir.recursive
15/08/03 15:12:50 INFO configuration.deprecation: mapred.max.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.split.maxsize

15/08/02 15:12:50 INFO configuration.deprecation: mapred.min.split.size is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize

15/08/03 15:12:50 INFO Configuration.deprecation: mapred.min.split.size.per.rack is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize.per.rack
15/08/03 15:12:50 INFO Configuration.deprecation: mapred.min.split.size.per.node is deprecated. Instead, use mapreduce.input.fileinputformat.split.minsize.per.node
15/08/02 15:12:50 INFO configuration.deprecation: mapred.reduce.tasks is deprecated. Instead, use mapreduce.job.reduces

15/08/02 15:12:50 INFO Configuration.deprecation: mapred.reduce.tasks.speculative.execution is deprecated. Instead, use mapreduce.reduce.speculative

15/08/03 15:12:58 INFO parse.ParseDriver: Parsing command: use hive

15/08/03 15:12:58 INFO parse.ParseDriver: Parse Completed

15/08/03 15:13:11 INFO confwguratwon deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce.input.fileinputformat.input.dir.recursive
15/08/03 15:13:11 INFO gl.Driver: <PERFLOG method=Driver.runs>

15/08/03 15:13:11 INFO ql.Driver: <PERFLOG method meToSubmits>

15/08/03 15:13:11 INFO ql.Driver: <PERFLOG method=compile>

15/08/02 15:13:12 INFO ql.Driver: <PERFLOG method=parse>

15/08/03 15:13:12 INFO parse.ParseDriver: Parsing command: use hive

\_/_é:t%

15/08/03 15:30:11 INFO parse.ParseDriver: Parsing command: select id, title from vertices

15/08/03 15:30:11 INFO parse.ParseDriver: Parse Completed

15/08/03 15:30:11 INFO parse.ParseDriver: Parsing command: select srcid,distid from edges

15/08/03 15:30:11 INFO parse.ParseDriver: Parse Completed

15/08/03 15:30:12 INFO conf1gurat10n.deprecation: mapred.map.tasks is deprecated. Instead, use mapreduce. job.maps
15/08/03 15:30:15 INFO mapred.FileInputFormat: Total input paths to process : 1

15/08,/03 15:30:16 INFO mapred.FileInputFormat: Total input paths to process : 1

University of California, Berkeley: 1321.1117543121227
Berkeley, California: 664.8841977233989

Uc berkeley: 162.5013274339786

Berkeley software Distribution: 90.47860388486127
Lawrence Berkeley National Laboratory: B1.90404939642021
George Berkeley: 81.B85226118458043

Busby Berkeley: 47.87199821801991

Berkeley Hills: 44,76406979519929

ander Berkeley: 30.32407534728813

Berkeley County, South Carolina: 28.908336483710315

3.5 IhE&E

EPSEEURMIEEET | XIS RZTRFLERRES . BESTRRZEREIEREYT
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METEIEALE T — MMERFH TR, X3F Spark ki , BESNMEMIIES | ATLALUR
IKEGRIATURAGIREERE. W EEAIEEILIEY | BFR T e8I, , #RERNEF
TERN. BR TSN EAPREHEIEERE | 2578, XA E spark £8RFHIES
K&k . One stack rule them all, 534 sparkSQL+sparkStreaming BJUAZRM X FIHEE )
B9 Lambda Z2A{AR |, J9 CEP 12HRRG R, BIERNLEEX , AR5 T AFREFENE
¥, (BH T Spark £ SHEERARE.
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