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Hive E#liE3

1 Hive I{EESR

1.1 PIERER
1.1.1 GUEBRHINELE

=— 551 HDFS. YARN #[ Hive , [Bahs2EefE0liE Hive BUEREE

hive>create database hive;
hive>show databases;

hive>use hive;

| | hadoop1 ||haduup2 ||haducp3| o
hive> show databases; ~
oK

default

hive

Time taken: 0.05%9 seconds, Fetched: 2 row(s)
hives use hive;

[a].4

Time taken: 0.212 seconds

FE BlIEAEE
FF Hive ER 73U SQL ANIEEL ATLACUZNERZRAVEMERT SQL RIEIN T 1T IR IRAT.

hive>CREATE TABLE SOGOUQZ2(DT STRING, WEBSESSION STRING, WORD
STRING,S_SEQ INT,C_SEQ INT, WEBSITE STRING) ROW FORMAT DELIMITED FIELDS
TERMINATED BY '\t' LINES TERMINATED BY ‘\n’,;

| | hadoop1 || hadeop2 | I hadoop3 | X

hive> CREATE TABLE S0GOUQ2({DT STRING,WEBSESSION STRIMNG,WORD STRING,S5_SEQ INT,C_SEQ INT,WEBSIT .
E STRING) ROW FORMAT DELIMITED FIELDS TERMINATED BY '“T' LINES TERMINATED BY "“n' ;

oK

Time taken: 0.55%2 seconds

hive> show tables;

sogoug2
ime taken: 0.10% seconds, Fetched: 1 row(s)

H=# &R

EWES AT LAM HDFS S A MIRERFINEEIZRF , qnSRnnzk HDFS X{4{FF LOAD DATA
INPATH , MoN&E AR/ ER F 3243 LOAD DATA LOCAL INPATH #5<, HIVE RIFFAVER
INEERTES{HIVE_HOME}/conf/hive-site.xml Bt B3 {4HJ hive.metastore.warehouse.dir Btk
EE  SEIERTRTE hive.metastore.warehouse.dir f5ARER FIARZBIZE— 4K
ERERTRFPRIIAIERRZ/ user/hive/warehouse,
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R ERNE R ER SIS ERZIRG NI B RS |, MEFEXMAE HDFS &, BiE4H5%a)
BIRMNMAIBRT , FRNBEEAM IR, EXEER (Spark fRiEEE ( L) -
Shell if3e) PEAMRIFRFPAVEE B SEIENY

hive>LOAD DATA LOCAL INPATH yhome/hadoop/upload/sogou/SogouQZ.txt' INTO

TABLE SOGOUQ2;
| | hadoop1 || hadoop2 | | hadoup3| ]
h1ve;|LOAD DATA LOCAL INPATH '/home/hadoop/upload/sogou,/SogouQ2. txt’ INTO TABLE S0GOUQZ; | ~

Copying data from TwIe:;homeihadooqfupIoad;sogoujsngouqz.txt
Copying file: file:/home/hadoop/upload/sogou/Sogoug. txt

Loading data to table hive.sogoug2

Table %ive.sognuqz stats: [numFiles=1l, numRows=0, totalSize=217441417, rawDatasize=0]
oK

Time taken: 54.983 seconds A

f£/user/hive/warehouse/hive.db/sogouq2 BRT , BJLAEBZE SougouQ2.txt FHEIIH :

Contents of directory|/user/hive/warehouse/hive. db/sogouq?

¢ C' | [1 hadoop3:50075/browseDirectory.jsp?dir=%2Fuser%_2Fhive%2Fwarehouse%2Fhive.db%2Fsog:

. i [ T A iy
: |;userah|»emare se'hive.db| go

Type”Size ”Rﬁplicatiun”Bluck Size”ludificatiun.TinEHPermissiun”Onnﬁr ”Gruup ‘
|Sogou2. txt||file||207. 37 WB/[2 128 B ||2015-07-23 16:01 |rw-—r—r— |hadoop |supergroup

1.1.2 &ifiTE

B]LAA count XEFEIF SogouQ2.txt #iE{TEL . R E5) MapReduce #{Tit&E ,Map
RINE—RRFIEIR D A NEIRL , EAREETE 2 1 Map 55 (#UES4E 2 4~ Block ), 1
™ Reduce 1153,

hive>select count(*) from SOGOUQZ2,

| hadoop1 Ihadoopzll hadoop3 (X

hive> select count(*) from sS0GOUQZ;
Total jobs =1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):

set hive.exec.reducers. bytes. per.reducer=<number:
In order to limit the maximum number of reducers:

set hive.exec.reducers. max=<number>
In order to set a constant number of reducers:

set mapreduce. job.reduces=<number:>
starting Jo? = job_1437639210711_0001, Tracking URL = http://hadoopl:8088/proxy/application_1437639
210711_0001
ki1l command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -kill job_1437639210711_0001
Hadoop job information for Stage-1: number of mappers: 2; number of reducers: 1
2015-07-23 16:16:50,771 5tage-1 map 0%, reduce = 0%
2015-07-23 16:17:50,916 Stage-1 map 0%, reduce = 0%
2015-07-23 16:17:56,497 Stage-1 map 50%, reduce = 0%, Cumulative CPU 23.3 sec
2015-07-23 16:18:05,526 Stage-1 map 100%, reduce = 0%, Cumulative CPU 48.63 sec
2015-07-23 16:18:16,348 Stage-1 map 100%, reduce = 100%, Cumulative CPU 52.6 secC
MapReduce Total cumulative CPU time: 52 seconds 600 msec
Ended Job = job_1437639210711_0001
MapReduce Jobs Launched:

»

Job O: Map: 2 Reduce: 1 CumuTative CPU: 52.6 sec HDFS Read: 217572931 HDFS write: 8 SUCCESS
Total MapReduce CPU Time Spent: 52 seconds 600 msec

QK
2000000

X

ije tgken: 113. 307 seconds, Fetched: 1 row(s)
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B =

€< - C' [ hadoop1:8088/cluster/apps B Ty =

‘@hadaap All Applications -

~ Cluster Cluster Metries
About Apps Apps Apps Apps Containers  Memory | Memory Memory Active | Decommissionsd | Lost  Unhealthy | Rebooted
Nodes Submitted  FPending  Rumning  Completed Running Used Total Reserved Hodes Hodes Nodes Nodes Hodes
Applications 1 0 o 1 o 0B 24 GE 0B 3 Q Q Q Q
NEW savInG G o0 v Lot T
% @ . Usal; e s Aplirlylpiatlnn/\ B StartTlmf Flnlsthmi St © FlnalStatui Progress ¢ Tr;;klng]\
Eg;gaﬁG application 1437638210711 0001 hadeop |select NAPREDUCE default Thu, 23 Thu, 23 Jul FINISHED SUCCEEDED Historw
FINISHING count (#) from Tul 2015 2016
FINISHED 5060TG 2 (Stage- 08:18: 20 08:16:16
FAILED 1l GHT GHT
KILLED Showing 1 tn 1 of 1 sntries
Scheduler
baid
1.1.3 €% baidu I
TLAR i FHTIRME] M—RANEHE D F D EI ML
AJLAFS like KEFHHTIEHAEIE , Map BN E—ReF0E MR,
. - . 10 . o/
hive>select count(*) from SOGOUQZ2 where WEBSITE like '%baidu% .,
| hadoop1 || hadoopz | | hadoop3 3|
hivex|select count(*) from S0GOUQZ wnere WEBSITE [1ke "%baidu% ;| -

(l1ob 0: Map: 2 Reduce: 1  Cumulative CPU: 74.66 sec HDFS Read: 217572931 HDFS Write: 7 SUCCESS

Total jobs = T
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
set hive.exec.reducers. bytes. per.reducer=<number>
In order to 1imit the maximum number of reducers:
set hive.exec. reducers.max=<number:>
In order to set a constant number of reducers:
set mapreduce. job.reduces=<number:>
Starting Job = job_1437639210711_0002, Tracking URL = http://hadoopl:8088/proxy/application_14376392

|(10711_0002/

Kill command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -kill job_1437639210711_0002
Hadoop job information for Stage-1: number of mappers: 2; number of reducers: 1
2015-07-23 16:21:36,381 Stage-1 map 0%, reduce 03
2015-07-23 16:22:36,978 Stage-1 map 0%, reduce 0%, Cumulative CPU 55.99 sec
2015-07-23 16:22:45,662 Stage-1 map 50%, reduce = 0%, Cumulative CPU 60.79 sec
2015-07-23 16:22:51,964 Stage-1 map 100%, reduce = 0%, Cumulative CPU 72.75 sec
2015-07-23 16:22:58,376 Stage-1 map 100%, reduce = 100%, Cumulative CPU 74.66 sec
MapReduce Total cumulative CPU time: 1 minutes 14 seconds 660 msec

Ended Job = job_1437639210711_0002

apReduce Jobs | aunched:

Total MapReduce CPU Time Spent: 1 minutes 14 seconds 660 msec
0K

260085

Time taken: 94,417 seconds, Fetched: 1 row(s)

m

1.1.4 ERERHEE 1, REXFHS 2, B URL 88 baidu %R

hive>select count(*) from SOGOUQZ2 where S_SEQ=1 and C SEQ=2 and WEBSITE like
"‘%baidu% '
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| hadoopl || hadeop2 | | hadoop3 X

hivex[select count(*) from S0GOUQ2 where 5_SEQ=1 and C_5EQ=2 and WEBSITE like "%baiduXk ;]| ~
Total jobs =1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
set hive.exec.reducers. bytes. per.reducer=<number:>
In order to 1imit the maximum number of reducers:
set hive.exec.reducers. max=<number:>
In order to set a constant number of reducers:
set mapreduce. job.reduces=<number=
starting J?b = job_1437639210711_0003, Tracking URL = http://hadoopl:B8088/proxy/application_14376392
10711_0003
Kill Command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -kill job_1437639210711_0003
Hadoop job information for Stage-1: number of mappers: 2; number of reducers: 1
2015-07-23 16:25:11,685 Stage-1 map = 0%, reduce = 0%
2015-07-23 16:25:51,386 Stage-1 map = 100%, reduce = 0%, cumulative CPU 15.96 sec
2015-07-23 16:26:16,202 Stage-1 map = 100%, reduce = 100%, Cumulative CPU 18.85 sec
MapReduce Total cumulative CPU time: 18 seconds B850 msec
Ended Job = job_1437639210711_0003
MapReduce Jobs Launched:
Job 0: Map: Z Reduce: 1 CumuTative CPU: 1E.B5 sec HDFS Read: 217572931 HDFS Write: 5 SUCCESS
Total MapReduce CPU Time Spent: 18 seconds 850 msec
| OK
5024
Time taken: 83.077 seconds, Fetched: 1 row(s) [

Job Owerwiew
Job Hame: select counti®) from S0G0UQZ wh... %baidu%’ (Stage-1)
State: RUNNING
Ubexized: false
Started: Thu Jul 23 15:25:10 C35T 2015
Elapsed: 1mins, Z2=zec

ApplicationMaster
Attempt Number Start Time Node Logs=
1 Thu Jul 23 16:25:03 CS5T 2015 hadoopl:8042 logs
Tazk Type Frogressz Total Fending Funning Complete
Map 2 0 0 2
Reduce 1 4] 1 4]
Attempt Type Hew Funning Failed Eilled Succeszsful
Maps o o a a 2
Reduces o 1 a a 0
kv
1.2 JMERR
1.2.1 GUEFRCEREE
$—2 £ HDFS SIi2/MBRFREUEER
Shadoop fs -mkdir -p /class5/sogouqgl
Shadoop fs -Is /class5
|| | hadoop1 || hadoop2 II hadonp3| &
[hadoop@hadoopl ~]% o

[hadoop@hadoopl ~]% hadoop fs -mkdir -p /class5/sogougl
[hadoop@hadoopl ~]% hadoop fs -1s5 fclasss
Found 1 items

|ldrwxr-xr-x - hadoop supergroup 0 2015-07-23 16:46 /class5/sogouql (o
[hadoop@hadoopl ~]% ﬁ

B 1 Hive BIBIMNER | IBERTFHER

hive>CREATE EXTERNAL TABLE SOGOUQI(DT STRING, WEBSESSION STRING, WORD
STRING,S_SEQ INT,C_SEQ INT, WEBSITE STRING) ROW FORMAT DELIMITED FIELDS

%06 U0 3k 18 i HEAiE, b http://Awvww.cnblogs.com/shishanyuan




TERMINATED BY '\t' LINES TERMINATED BY '\n' STORED AS TEXTFILE LOCATION
/class5/sogouql;
hive>show tables;

ME—TEIERMIMBRIIXE , SRIMESEINGBERSZ T EXTERNAL KEFLURISE T RIS

FHOI43 LOCATION  ‘/class5/sogouql’

(] FEMBRERATETR , RERRISIHIBRERAITEIEANEIE S | TMIBRIMERRAGRT R | (AR

BRIMERRAVTCEUE | AMIBREWESS

| | hadeopt || hadeop2 | I hadeop3|

(%]

hive> CREATE EXTERNAL TABLE S0GOUQL(DT STRING,WEBSESSION STRING,WORD STRING,S_SEQ INT,C_SEQ INT,WE
BSITE STRING) ROW FORMAT DELIMITED FIELDS TERMINATED BY '“t' LINES TERMINATED BY '‘n’ STORED AS TE

s

¥TFILE LOCATION "/class5/sogougl’;
OK -

| Time taken: 0.362 secon g
hive> show tables;:
Ok
sogougql

sogouq2
Time taken: 0.029 seconds, Fetched: 2 row(s)

F=2 MNEEEHEIINBRYNAIE R+

B Hive JMERREREUESHARIT S  — MBI MR EIR B BRI EIE SR E
BRL , XS NESHIEHEEE HDFS 7 |, BIM—Th R eI R a e/ N RREE

B, lEEHEINEEZERT. IIPRBLSE MU TED

S$hadoop fs -copyFromLocal /home/hadoop/upload/sogou/SogouQ1l.txt
/class5/sogouql/

$hadoop fs -Is /class5/sogouqgl

Shadoop fs -tail /class5/sogougl/SogouQl.txt

| hadoop1 |hadoop2|| hadoop3 5%
[hadoop@hadoopl ~]%|hadoop fs -copyFromLocal /home/hadoop/upload/sogou/Sogouql.txt /class5/sogougl/| .
[hadoop@hadoopl ~]%|hadoop fs -1s /class5/sogougl
Found 1 items
-rw-r--r-- 2 hadooﬂ supergroup 108750574 2015-07-23 17:12 /class5/sogougl/Sogouql. txt
|| [hadoop@hadoopl ~]% hadoop Ts -tail /class5/sogouql/Sogouql.txt
Jindex. html I
20111230114209 baaaflasde7d43ead0e8304620b62352 PR 1 5 http://wew. g
anji.com/gongsi, /5484315
20111230114209 08802c6el99d82clo6bbbabd30ciectt PARIEICET 3 1 http://iask.
sina.com. cn/b/14749937. html
20111230114209 f77b6e57e97fd04de7c85Fbbcadd3e3f TETT 1 1 http://wew. zpgd. net/
Mzpxwsp/_ e o L
Contents of directory /eclass5/sogouqgl
Goto @ |fclass5sogouql go
o to parent di
‘Nane |Size ”Rﬂplicatiun”Bluck Size”ludificatiun Tinf”Permissiun”Onner ”Gruup
|Sogoull. txt |file/[103. 71 MB/[2 (128 B ||2015-07-23 17:12 |rw—r——r— |hadoop|supergroup|

1.2.2 HiFTL
hive>select count(*) from SOGOUQI,
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| hadoopl || hadoopz | | hadoop3 3¢

Total Jobs = T
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
set hive.exec.reducers. bytes. per.reducer=<number:>
In order to 1imit the maximum number of reducers:
set hive.exec.reducers. max=<number:>
In order to set a constant number of reducers:
set mapreduce. job.reduces=<number:
Starting J?b = job_1437639210711_0004, Tracking URL = http://hadoopl:8088/proxy/application_14376392
10711_0004
ki1l command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -kill job_1437639210711_0004
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
2015-07-23 17:15:07,235 stage-1 map = 0%, reduce = 0%
2015-07-23 l?:15:20,994 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 4.33 sec
2015-07-23 17:15:32,290 stage-1 map = 100%, reduce = 100%, Cumulative CPU 6.72 sec
MapReduce Total cumulative CPU time: 6 seconds 720 msec
Ended Job = job_1437639210711_0004
MapReduce Jobs Launched:
Job 0: Map: 1 Reduce: 1  CumuTative CPU: 6.72 sec  HDF5 Read: 108750774 HDFS Write: 8 SUCCESS
Total MapReduce CPU Time Spent: 6 seconds 720 msec
llok
1000000
| Time taken: 41.9 seconds, Fetched: 1 row(s)

Job Overwiew
Job Hame: =elect count(*) from SOGOUGL(Stage-1)
State: RUNNING
Tberized: fal=ze
Started: Thu Jul 23 17:15:08 CST 2015
Elapsed: 1bzec

hive>|select count(*) from soGOUQL; | ~

ApplicationMaster
Lttempt Mumber Start Time Node Logs
1 Thu Jul 23 17:14:89 CS5T 2015 hadoop3:8042 logs
Tazk Tvpe Progrezs Total Pending Fumning Complete
Map 1 o] o]
Reduce 1 1 o] o]
Attempt Type Hew Funning Failed Eilled Succeszsful
Maps= o o a o 1
Reduces 1 o o] o o
1.2.3 2811017
S8 17
. * .. i
hive>select * from SOGOUQI limit 10,
| hadoop1 || hadoop2 | | hadoop3
hive> select * from soGouQl Timit 10; ~
oK
20111230000005 57375476989eeal2893c0c3811607bcf ?IITIIT 1 1 http //WWW qiyi.com/
20111230000005 ©66c5bh7774e31d0a22278249b26bc&3a TRPTTETET 3 http://weww. booksky. org/B
20111230000007 b97920521c78der0ac38e3713f524b50 PIITIVI? 1 l http://wew. bb1ianmeng. co
20111230000008 ©6961d0c97fe93701fc9c0d861d096cda TRPTTETRTTETRY 1 1 http://1ib.scnu. edu. cn/
20111230000008 f2f5a2lc7edaebhdeleBafcc2871e086f ?RRTTI? 2 1 http://proxyie.cn/
20111230000009 96994a0480e7eledcaef67b20d8816b7 ardrdrard 1 1 http://movie. douban. com/review/1
20111230000009 ©698956eh07815439fe5f46e9a4503997 youku 1 1 http S feverw. youku. com/
20111230000009 599cd26984f72ee68b2bbebefccfbaed PFITT?IELTI?IVT 1 http://hf.house365. com/
20111230000010 f577230df7b6c532837cdleab731f874 PRPTTVIVIIV 1 l http://www. kz321. com/
20111230000010 285F88780dd0659f5fcBacciccd4949f2 Q7777 1 1 http://www.iqshuma.com/
Time taken: 0.122 seconds, Fetched: 10 row(s) |

LB Hive 2IRIEEIRARESRERBER Job , FREXAT 10 F£HIRBE Job , MES

A IREERHITET.

1.2.4 SRERAERE 1, SERFHES 2 rYEE
hive>select count(*) from SOGOUQI where S_SEQ=1 and C SEQ=2;

%8 U Jk 18 i HEAifE, b http:/Awvww.cnblogs.com/shishanyuan



| hadoopl || hadoop2 | | hadoop3 [

hive> pelect count( ) from socouql where 5_sEQ=1 and C_SEQ=2; | ~
Total jobs =
Launchin Job 1 out of 1
Number of reduce tasks determined at compile time: 1
IlIn order to change the average load for a reducer (in bytes):
set hive.exec.reducers. bytes. per.reducer=<number:

In order to limit the maximum number of reducers:

set hive.exec.reducers.max=<number>
In order to set a constant number of reducers:

set mapreduce. job.reduces=<number>
Starting Job = job_1437639210711_0005, Tracking URL = httE: /hadoopl: 8088!pr0xyiapp11cat1on 1437639
|[ki11 Command = /app/hadoop/hadoop-2.2.0/bin/hadoop job i11 job_1437639210711_0005

Hadoop job information for stage-1: number of mappers: 1; number of reducers: 1
2015-07-23 17:17:31,207 stage-1 map = 0%, reduce = 0%
2015-07-23 l?:l?:45,461 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 6.76 sec
2015-07-23 17:17:57,270 stage-1 map = 100%, reduce = 100%, Cumulative CPU 9.02 sec
MapReduce Total cumulative CPU time: 9 seconds 20 msec
Ended Job = job_1437639210711_0005
MapReduce Jobs Launched:
Job 0: Map: 1 Reduce: 1  cCumulative CPU: 9.02 sec  HDF5 Read: 108750774 HDFS write: 6 SUCCESE
Total MapReduce CPU Time Spent: 9 seconds 20 msec
QK
1977
Time taken: 40.659 seconds, Fetrched: 1 row(s)

Job Osrexrwiew
Job Hame: select count(¥) from 50G0UQL where...C_SEQ=2(5tage-1)
S5tate: RUNNING
Uberized: fal=e
Started: Thu Jul 25 17:17:30 ST 2015
Elapsed: 1hzec

Applicationfaster
Lttempt MNumber Start Time HNode Logz
1 Thu Jul 23 17:17:22 C5T 2015 hadoopl:8042 logs
Tazk Tvpe Progrezz Total Pendingz Funning Complete
Map 1 o] o] 1
Eeduce 1 1 4]
Lttempt Twpe Hew Funning Failed KEilled Succezaful
Maps= g o g g 1
Reduces 1 a Q 0 Q

1.2.5 HifIREHETEE

&R session Si{TIFE , HIZEEAREHITHIF | R R"ERREEZRIE) 10 &,

hive>select WEBSESSION, count(WEBSESSION) as cw from SOGOUQI group by
WEBSESSION order by cw desc limit 10;

| hadoop1 || hadeop2 | | hadoop3 L

hives|select WEBSESSION,count(WEBSESSION) as cw from 50GOUQL group by WEBSESSION order by cw desc Timit 10;] .
Total jobs = 2

Launching Job 1 out of 2
Number of reduce tasks not specified. Estimated from input data size: 1
Il In order to change the average load for a reducer (in bytes):
set hive.exec.reducers. bytes. per.reducer=<number:

In order to Timit the maximum number of reducers:

set hiwve.exec.reducers. max=<number:
In order to set a constant number of reducers:

set mapreduce. job. reduces=<number:
Sta;ting Job = job_1437639210711_0006, Tracking URL = http://hadoopl:8088/proxy/application_1437639210711_0
| 006
Kill Command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -ki1l job_1437639210711_0006
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
2015-07-23 17:20:11,236 Stage-1 map 0%, reduce = 0%
2015-07-23 17:20:28,939 stage-1 map 100%, reduce = 0%, Ccumulative CPU 12.59 sec
2015-07-23 17:20:43,032 stage-1 map 100%, reduce = 100%, Cumulative CPU 20.38 sec
limapreduce Total cumulative CPU time: 20 seconds 380 msec
llEnded 1ob = job_1437639210711_0006

%9 U Jk 18w HEAiE, b http://Awww.cnblogs.com/shishanyuan




2 ZHEEER
2.1 S

2.1.1 &R

RBEBEEFHEIZARY B ERRER/class5/saledata BRT , #£/home/hadoop/upload lJ§#
class5 BRATHEHRARUREE

Scd /home/hadoop/upload
Smkdiir class5

Bl XHEXRFHER , £MH SSH Secure File Transfer T B E (& %
/home/hadoop/upload/class5 HR T , i1 FEF :

File Edit View Operation Window Help

= = £ | % iy 8o - EEEE | 3TN & K?

&1 Quick Connect (] Profiles

B & E | ef \F\L.Spark\giRis »| | Add | 0 4} @1 2 | cF |/home/hadoop/up »| | Add

Local Mame 5 Size | Type Modified | Remote Name ; Size | Type Modified
) saledata vy s e 2015702/ | . saledata Folder 2015/02/04 14
wiki_parquet Sepliipipiiuieigil| || wiki_parquet Folder 2015/02/04 14
| | peopletst 32 TXT 3§ 2014/06( | peopletxt 32 THT =& 2014/06/18 1£),
4 m bl 4 i b

Transfer| Queue]

2.1.2 £ Hive Bi2EUEEEIIE
J551 Hadoop &8 , A Hive ap>fTHR(ERE , RN TS EIE=KEE=R:

® tbDate EXTHHINDE , BEXDIWTFENRGD. EH. ZESEM , FERDBIA
BES. R, &. B. H. B/l. /U8, =E. 9. ¥/,

® tbStock X TITEREL , FEROHMIBS, RXHMNE. KHHE

® tbStockDetail 34X TITERAAMA |, 1%3=H thStock LIZRZSHITREX , FEROBIMITER
5. 175, Am. HE. '8

hive>use hive,

hive>CREATE TABLE tbDate(datelD string, theyearmonth string,theyear string, themonth

string, thedate string,theweek string, theweeks string,thequot string, thetenday

string,thehalfmonth string) ROW FORMAT DELIMITED FIELDS TERMINATED BY ' LINES

TERMINATED BY '\n’,
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hive>CREATE TABLE tbStock(ordernumber STRING,locationid string,datelD string)
ROW FORMAT DELIMITED FIELDS TERMINATED BY ' LINES TERMINATED BY '\n’,
hive>CREATE TABLE tbStockDetail(ordernumber STRING, rownum int.itemid string,qty
int price int , amount int) ROW FORMAT DELIMITED FIELDS TERMINATED BY ' LINES

I I,
TERMINATED BY '\n’,
| | hadoop1 || hadoop2 I | hadoop3| x|
hive> CREATE TAELE tbDate(dateID string,theyearmonth str1ng,the¥ear string,themonth string,thedate string,t .
heweek string,theweeks string,thequot string,thetenday string,thehalfmonth string) ROW FORMAT DELIMITED FIE
||LDS TERMINATED BY ',' LINES TERMINATED BY "\n’ ;
QK

|Time taken: 1.574 seconds
hive= CREATE TAELE tbstock{ordernumber STRING,locationid string,dateID string) ROW FORMAT DELIMITED FIELDS
TERMINATED BY '," LINES TERMINATED BY "“n' ;
0K

|Time taken: 0.099 seconds

hive> CREATE TABLE thstockDetail(ordernumber STRING,rownum int,itemid string,qty int,price int ,amount int)
ROW FORMAT DELIMITED FIELDS TERMINATED BY '," LINES TERMINATED BY "“n' ;

Ok

Time taken: 0.131 seconds
hive> show tables;

0K

sogouql
sogoug2
thdate
thstock
thstockdetail
Time taken: 0.03 seconds, Fetched: 5 row(s)

2.1.3 SR
WA ER S AU EEE. B ERBHIRZBHFMEERETE

hive>use hive:

hive>LOAD DATA LOCAL INPATH yhome/hadoop/upload/class5/saledata/tbDate.txt' INTO TABLE
tbDate,

hive>LOAD DATA LOCAL INPATH yhome/hadoop/upload/class5/saledata/tbStock.txt' INTO TABLE
tbStock;

hive>LOAD DATA LOCAL INPATH yhome/hadoop/upload/class5/saledata/tbStockDetail.txt' INTO
TABLE tbStockDetail;

| | hadoop1 || hadoop2 I | hadoop3| x|

hive> LOAD DATA LOCAL INPATH ' /home/hadoop u?1oad class5/saledata/thDate. txt’ INTO TABLE thDate;
Copying data from fﬁWE:/home/hadooE/up1oad/c ass5/saledata/thDate. txt

|Copying Tile: file:/home/hadoop/upload/classs/saledata/thDate. TXT

Loadinﬁ data to table hive.tbdate

Table hive.tbdate stats: [numFiles=1, numRows=0, totalsize=171512, rawDataSize=0]

0K

Time taken: 1.863 seconds

hives LOAD DATA LOCAL INPATH '/home/hadoop/u€10ad/c?a555/5a1Edata/tbstock.txt' INTO TABLE thstock;
Copying data from fﬁWE:/home/hadoo?/up1oad/c ass5/saledata/thstock. txt

Copying file: fﬁ1e:/home/hadoop/uE oad/class5s/saledata/thstock. txt

Loadinﬁ data to table hive.thstoc

Table hive.tbstock stats: [numFiles=1, numRows=0, totalSize=602118, rawDatasize=0]

oK
ITime taken: 0.672 seconds

hqve> LOAD DATA LOCAL INPATH '/home/hadoop/upload/class5/saledata/tbstockDetail.txt’ INTO TABLE thstockDeta
113

Copying data from fﬁ19:/home/hadooq/up1oad/c1a555/5a1edata/tbstockDetaﬁ1.txt

»

"copyﬁng file: file:/home/hadoop/upload/classs/saledata/thstockDetail. txt
Loadinﬁ data to table hive.tbstockdetail
HlTable hive.tbstockdetail stats: [numFiles=1, numRows=0, total5ize=11992131, rawDataSsize=0]

0K
Time taken: 0.853 seconds

B%E HDFS 18X SALEDATA #AREEIEIN T =Nk |, DRI =15 -
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€& = C | [4 hadoopl1:50075/browseDirectary.jsp?dir=%2Fuser%2Fhive%2Fwarehouse%2Fhive.db&nam

Contents of directory| /user/hive/warehouse/hive. db

Goto |fusen’hivefwarehousefhiv.

G0 to parent directopd
|Tybe|Si ze|[Replication [Block Size|Wodification Time |Permission/Owmer |Group |
| | 2015-07—23 16:01 |rwxr—xr—x |hadoop||supergroup|
[ | | 12015-07-23 22:00 ||rwxr—xr-x |hadoop| supergroup|
[tbstack lair || | 12015-07-23 22:00 ||[rwxr—xr—x |hadoop| supergroup|
[tbstockdetail |dir | || | |2015-07-23 22:00 |rwxr—xr—x |hadoop||supergrou|

|Hame

2.2 it BFETREFRNEEM

2.2.1 SiESth

B HRRETESFNEEM , B RRBFaEITRRNTRS, ITRARMTREER |
RRIEXEERMBIAREITRE , SKNFDER | REREXNFIEFDIFBASTHREER
BITBEEFHNEEH.

2.2.2 #iF HSQLiE

hive>use hive;

hive>select c.theyear, sum(b.amount) from tbStock a,tbStockDetail b,tbDate ¢ where
a.ordernumber=>b.ordernumber and a.dateid=c.dateid group by c.theyear order by
C.theyear;

| hadoop1 || hadoop2 | | hadoop3 a

hive= select c.theyear, sum(b.amount) from tbstock a,tbstockDetail b,tbbDate c where a.ordernumber=b.ordernumber an
d a.dateid=c.dateid group by c.theyear order by c.theyear;

Total jobs = 2

15/07/23 22:04:57 WARN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-04-50_855_1652573098814475079-1/-10
cal- 10009/Jobconf.xm1 an attempt to override final parameter: mapreduce.job.end-notification.max.retry.interval;
Ignoring.

15/07/23 22:04:57 WARN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-04-50_855_1652573098814475079-1/-10 |
cal-10009/jobconf.xml :an attempt to override final parameter: mapreduce. job.end-notification.max.attempts; Ignori

-

=

ng.

35/0?/23 22:04:57 INFO configuration.deprecation: mapred.reduce.tasks is deprecated. Instead, use mapreduce.job.re
uces

15/07/23 22:04:57 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use mapreduce.inpu

t.fileinputformat.split.minsize

15/07/23 22:04:57 INFO conf1?urat10n.deprecat10n: mapred. reduce. tasks. speculative. execution is deprecated. Instead
, use mapreduce.reduce.speculative

15/07/23 22:04:57 INFO Configuration.deprecation: mapred.min.split.size.per.node is deprecated. Instead, use mapre

duce. input.fileinputformat.split.minsize. per. node

15/07/23 22:04:57 INFO Configuration.deprecation: mapred.input.dir.recursive is deprecated. Instead, use mapreduce
Jinput.fileinputformat. input.dir.recursive

ETIFEFEIER Job 55579 job_1437659442092_0001 #0 job_1437659442092_0002 ,
EITEENT
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Startingljob = jab_143?659442092_0001, Tracking URL httE dcation_1437659442092_0001/
Ki11l Command = /app/hadoop/hadoop-2.2.0/bin/hadoop ]ob 111 |job_1437659442092_0001
Hadoop job information for Stage-2: number of mappers: 1; number of reducers: I

2015-07-23 22:05:18,477 s5tage-3 map = 0%, reduce = 0%
2015-07-23 22:05:35,954 Stage-3 map 100%, reduce = 0%, Cumulative CPU 8.88 sec
2015-07-23 22:05:45,629 stage-3 map 100%, reduce = 100%, Cumulative CPuU 11.01 sec
MapReduce Total cumulative CPU time: 11 seconds 10 msec
ended Job = job_1437659442092_0001
Launching Job 2 out of 2
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):

set hive.exec.reducers. bytes. per.reducer=<number=
In order to 1imit the maximum number of reducers:

set hive.exec.reducers. max=<number>
In order to set a constant number of reducers:

set mapreduce. job. reduces=<number=>
starting Job = job_1437659442092_0002, Trackﬁng URL httE //hadoopl: 8088 /proxy,/application_1437659442092_0002/
ki1l command = /app/hadoop/hadoop-2.2.0/bin/hadoop ]ob 111 [Job_1437659442092_0002 |
Hadoop job information for Stage-4: number of mappers: 1; number of reducers: 1
2015-07-23 22:06:00,843 Stage-4 map = 0%, reduce = 0%
2015-07-23 22:06:10,483 stage-4 map = 100%, reduce = 0%, Ccumulative CPU 1.69 sec
2015-07-23 22:06:20,085 Stage-4 map = 100%, reduce = 100%, Ccumulative CPU 3.78 sec
MapReduce Total cumulative CPU time: 3 seconds 780 msec

£ YARN A REEes R EP eI LAEZINTRE :

<« C' | [J hadoop1:8088/cluster v & B
v Legged in as: dr.who
r11E[a/ala]s) All Applications
- Cluster Cluster Metrics
About Apps lpps ipps lpps Containers Wemory | Memory Hemory Active | Decommissionsd = Lost Unhealthy  Rebooted
Nodes Submitted = Pending = Rumning = Completed Funning Used Total Reserved Nodes Nodes Nodes Nodes Nodss
Applications 2 4 1 1 2 3 GB 24 GB 0B 3 Q 0 Q @
NEW .
NEW SAVING Show 20 ¥ entries o
SUBMITTED fcati
SUBMITIED - . User . o Ap,zrly;zatm'\n Quene  StartTime FinishTime oo o FinalStatus oo 00 oo
%{3 application 1437650442002 0002 hadoop select c.theyear,  WAPREDUCE  default Thu, 23 N/4 RUNNING ~ UNDEFINED ApplicationNaster
EIMISHING. sun (b, amount) Jul 2018
EINISHED . ..c. theysar (Stage- 14:05: 49
FAILED 4) GHT
KILLED application 1437653442002 0001 hadoop select c.theyear,  MAPREDUCE  default Thu, 23  Thu, 20 FINISHED SUCCEEDED Histery
] su (b, amount) Jul 2015 Jul 2015
Scheduler ... c. theyear (Stage= 14:05:05  14:05:45
3 onT oNT
» Tools

Showing 1 to 2 of 2 entries

2.2.3 BELR
AHEISRERT 91518 , LRI

MapReduce Jobs Launched:

Job 0: Map: 1 Reduce: 1  Cumulative CPU: 11.01 sec  HDFS Read: 11992364 HDFS Write: 278 SUCCESS
Job 1: Map: 1 Reduce: 1  Cumulative CPU: 3.78 sec  HDFS Read: 641 HDFS Write: 94 SUCCESS

Total MapReduce CPU Time Spent: 14 seconds 790 msec

oK

2004 3265696
2005 13247234
2006 13670416
2007 16711974
2008 14670698
2009 6322137
2010 210924
Time taken: 91.515 seconds, Fetched: 7 row(s)

2.3 itBBITRBFEEAX ST TRAHED

2.3.1 SiEDth
ZEiED AL
1. ZRERABMTRSHTRENE  SREFEITREXRAVEHEEEE

2. EHE—TIRERIEIRM AR T REGRBFMER  ARERFOHITIEA | (£/R Max
REL , SR BT R EFRASTITRRIHER.

m
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2.3.2 #1117 HSQL iFa

S HIrE LT BEFFRA LT EATE AT

V/Z i

hive>use hive:

hive>select a.dateida.ordernumber,sum(b.amount) as sumofamount from tbStock

a tbStockDetail b where a.ordernumber=b.ordernumber group by
a.dateid,a.ordernumber;

V4 -

hive>select c.theyear,max(d.sumofamount) from tbDate ¢, (select
a.dateid.a.ordernumber,sum(b.amount) as sumofamount from tbStock a, tbStockDetail
b where a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber) d where
c.dateid=d.dateid group by c.theyear sort by c.theyear;

| hadoopl || hadoop2 I | hadoop3 a

hive> select c.theyear ,max(d.sumofamount) from tbDate c,(select a.dateid,a.ordernumber,sum(b.amount) as sumofam
ount from thstock a,tbStockDetail b where a.ordernumber=b.ordernumber group by a.dateid,a.ordernumber) d where
c.dateid=d.dateid group by c.theyear sort by c.theyear:

Total jobs = 2

15/07,/23 22:13:02 WARN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-12-57_685_5621731284397117739-1/
—1?ca1—1001;/jobconf.xm1:an attempt to override final parameter: mapreduce. job.end-notification.max.retry.inter

val; Ignoring.

15/07/23 22:13:02 warRN conf.configuration: file:/tmp/hadoop/hive_2015-07-23_22-12-57_688_5621731284397117739-1/
-local-10011/jobconf. xml:an attempt to override final parameter: mapreduce. job.end-notification.max. attempts;
Ignoring.

15/07/23 22:13:02 INFO configuration.deprecation: mapred.reduce.tasks is deprecated. Instead, use mapreduce.job
.reduces

15/07/23 22:13:02 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use mapreduce.i

llnput.fileinputformat.split.minsize )

ETIEREACIERA Job 535179 job_1437659442092_0004 #0 job_1437659442092_0005 ,
ETERENT -

In order to set a constant number of reducers:
set mapreduce. job. reduces=<number:
starting Job = job_1437659442092_0004, Tracking URL = http://hadoopl:8088,/proxy/application_1437659442092_0004/
Ki11 command = /app/hadoop/hadoop-2.2.0/bin/hadoop job —Ei11|10b_143?659442092_0004|
Hadoop job information for stage-4: number of mappers: 1; number of reducers: 1
2015-07-23 22:13:18,591 stage-4 map = 0%, reduce = 0%
2015-07-23 22:13:31,691 Stage-4 map 100%, reduce = 0%, Cumulative CPU 9.26 sec
2015-07-23 22:13:44,025 Stage-4 map 100%, reduce = 100%, Cumulative CPU 14.89 sec
MapReduce Total cumulative CPU time: 14 seconds 890 msec
Ended Job = job_1437659442092_0004
15/07,/23 22:13:50 warRN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-12-57_688_5621731284397117739-1/
—1?ca1—1001$/j0bconf.xm1:an attempt to override final parameter: mapreduce. job.end-notification.max.retry.inter
val; Ignoring.

»>

In order to set a constant number of reducers: -
set mapreduce. job. reduces=<numbers>

starting Job = job_1437659442092_0005, Trackﬁng URL = httE://hadoo 1:8088/proxy/application_1437659442092_0005/

ki1l command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -kill1|job_1437659442092_0005

Hadoop job information for sStage-2: number of mappers: 1; number of reducers: I

2015-07-23 22:14:04,484 sStage-2 map = 0%, reduce = 0%

2015-07-23 22:14:16,279 Stage-2 map 100%, reduce = 0%, Cumulative CPU 6.11 sec

2015-07-23 22:14:26,321 Stage-2 map 100%, reduce = 100%, Cumulative CPU 9.01 sec

MapReduce Total cumulative CPU time: 9 seconds 10 msec

Ended Job = job_1437659442092_0005

£ YARN (IR R EE SRR E A LERIN TRE
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€ - C [1 hadoopl:8088/cluster o

All Applications

Logged in as: dr.whe
Cluster Metrics

Apps Apps Apps App= Containers Memozy Memory Memoxy Active Decommizsioned Lost Unheal thy Eebooted
Submitted Pending Furming Completed Fuming Tzed Total Reserwed Nodes Hodes Nodes Nodes Hodes
8 0 1 4 2 3 GE 24 GB 0 3 o [} [} ]
Show 20 ¥ entries Search:
™ - USEIA Hame 2 Ap}ir];{;c:tlu’\n QueueA StaItTnv'\\e FlnlSth]‘lE State & FlnaIStat\.}\s Frogress & Tracking UT
application 1437650442082 00056 hadaop =elect MAFPEEDTICE default Thu, 23 n/h RINNING  TUNDEFINED ApplicationMaster
c. theyear, nax (d. sumof anou. . . c. theyear (Stage— Jul 2018
2) 14:13: 55
GNT
application 1437652442082 0004 hadeop select MAPREDUCE default Thu, 23 Thu, 23 FINISHED SUCCEEDED History
c. theyear, nax (d. sumof anou. . . c. theyear (Stage— Jul 2016 Jul 2015
4) 14:13:07  14:13:44
GHT GNT
application 1437659442092 0003 hadoop select MAPREDUCE default Thu, 23 Thu, 23 FINISHED SUCCEEDED Historw
a.dateid, a. ord. .. dateid, a. ordermumber (Stage— Jul 2016 Jul 2015
2] 14:11:33  14:12:10
GNT GNT
application 1437660442082 0002 hadoop select c.theyear, sum(b. ameust) MAFEEDICE default Thu, 23 Thu, 23 FINISHED SIUCCEEDED History
...c.theyear (Stage—4) Jul 2016 Jul 2015
14:08:49  14:08:20
GNT GNT
application 1437658442082 0001 hadoop select c. theyear, sum(b.amount) MAPREDUCE default Thu, 23 Thu, 23 FINISHED SUCCEEDED History
. ..o theyear (Stage—3) Jul 2015 Jul 2015
14:05:08  14:06:45
GNT GNT
Showing 1 to 5 of 5 entries
. N— )= N y
1| .
N
Hrh job_1437659442092_0005 =/ 7AIEMRIERANT :
Job Overwiew
Job Hame: select o theyear,max [d. sumofamow. .. c. theyear (5tage—2)
State: RUNNING
Uberized: false
Started: Thu Jul 23 22:14:02 C5T 2015
Elapsed: 17sec
ApplicationMaster
Attempt Number Start Time Hode Logs
1 Thu Jul 25 22:15:57 C3T 2015 hadoop3:804 2 logs
Tazk Type Frogress Total Pending Rurming Complete
Nap 1 0 0
Reduce 1 0 1 o]
Attempt Type Hew Funning Failed Eilled Successful
Maps o} a Q Q 1
Reduces 4] 1 0 4] 4]

233 BEER

BMTEEIEERT 2857, ERa0TF -

MaEReduce Jobs Launched:

Job O: Map: 1 Reduce: 1 Cumulative CPU: 14,89 sec HDFS Read: 11992364 HDFS write: 638181 SUCCESS
Job 1: Map: 1 Reduce: 1  Cumulative CPU: 9.01 sec  HDF5S Read: 638544 HDFS Write: 78 SUCCESS

Total MapReduce CPU Time Spent: 23 seconds 900 msec

oK

2004 23617
2005 3B1E0
2006 36124
2007 159126
[ 2008 55828
2009 25810
2010 13063
Time taken: 90.004 seconds, Fetched: 7 row(s)

2.4 T EEMEEH

2.4.1 FRrBITREPEEHEETR 10 {2
/BT R E A ERE) 10 (i

hive>use hive;
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hive>select c.theyear,c.thequot sum(b.amount) as sumofamount from tbStock
a,tbStockDetail b ,tbDate c where a.ordernumber=b.ordernumber and
a.dateid=c.dateid group by c.theyear,c.thequot order by sumofamount desc limit 10;
2008 1 5252819

2007 4 4613093
2007 1 4446088
2006 1 3916638
2008 2 3886470
2007 3 3870558
2007 2 3782235
2006 4 3691314
2005 1 3592007
2005 3 3304243
| | hadoop1 || hadoop2 | I hadoop3| %]

hive> select c.theyear,c.thequot,sum(b.amount) as sumofamount from tbstock a,tbStockbDetail b,tbbDate c |.
where a.ordernumber=b.ordernumber and a.dateid=c.dateid group by c.theyear,c.thequot order by sumofamo
unt desc Timit 10;
Total jobs = 2
15/07/23 22:35:27 WARN conf.cConfiguration: fiTe:/tmpihadooq}hiVe_ZDl5—0?—23_22—35—22_6?2_5143929466869
932-1/-Tocal-10009/jobconf.xml :an attempt to override final parameter: mapreduce. job.end-notification.
max.retry. interval; Ignoring.
15/07/23 22:35:27 wWARN conf.Configuration: fiWe:/tmpihadooq/hiVe_2015—0?—23_22—35—22_6?2_5143929466869
932-1/-Tocal-10009/jobconf.xml :an attempt to override final parameter: mapreduce. job.end-notification.
||max. attempts; Ignoring.

15/07/23 22:35:27 INFO configuration.deprecation: mapred.reduce.tasks is deprecated. Instead, use mapr
educe. job.reduces
15/07/23 22:35:27 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use ma
|l preduce. input.fileinputformat. split.minsize

||MaEReduce Jobs Launched:

Job 0: Map: 1 Reduce: 1  Cumulative CPU: 11.68 sec  HDFS Read: 11992364 HDFS Write: 767 SUCCESS
Job 1: Map: 1 Reduce: 1  Cumulative CPU: 3.24 sec HDFS Read: 1127 HDFS write: 150 SUCCESS
Total MapReduce CPU Time Spent: 14 seconds 920 msec

QK
2008 1 3252819
2007 4 4813093
! 2007 1 4446088
2006 1 3916638
2008 2 3886470
zoo7 3 3870558
[l 2007 2 3782235
2006 4 3691314
2005 1 3592007
2005 3 3304243
Time taken: 79.628 seconds, Fetched: 10 row(s) |

2.4.2 FUHIHEEIHTE 100000 LA ERYSE
/B EESETE 100000 LIFRIESE

hive>use hive;

hive>select a.ordernumber,sum(b.amount) as sumofamount from tbStock

a tbStockDetail b where a.ordernumber=b.ordernumber group by a.ordernumber
having sumofamount>100000;
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| | hadoop1 || hadoop2 || hadoop3| =

hive> select a.ordernumber,sum(b.amount) as sumofamount from thstock a,tbstockbDetail b where a.ordernuy .

mber=b. ordernumber group by a.ordernumber having sumofamount=>100000;

Total jobs = 1

15/07/23 22:40:09 wWARN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-40-04_321_4258109466309

171632-1/-Tocal-10007 /jobconf. xml:an attempt to override final parameter: mapreduce. job.end-notificati

on. max.retry. interval; Ignorigg.

15/07/23 22:40:09 wARN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-40-04_321_4258109466309

171632-1/-Tocal-10007/jobconf.xml:an attempt to override final parameter: mapreduce. job.end-notificati

on. max. attempts; Ignoring.

15/07/23 22:40:10 INFO Configuration.deprecation: mapred.reduce.tasks is deprecated. Instead, use mapr

educe. job. reduces

15/07/23 22:40:10 INFO Configuration.deprecation: mapred.min.split.size is deprecated. Instead, use ma
reduce. input.fileinputformat.split.minsize

15/07/23 22:40:10 INFO Configuration.deprecation: mapred.reduce.tasks.speculative.execution 15 depreca

ted. Instead, use mapreduce.reduce.speculative

Ki11 command = /app/hadoop/hadoop-2.2.0/bin/hadoop job -ki1l job_1437659442092_0016

Hadoop job information for Stage-2: number of mappers: 1; number of reducers: 1

2015-07-23 22:40:23,317 stage-2 map 0%, reduce = 0%

2015-07-23 22:40:35,027 stage-2 map 100%, reduce = 0%, Cumulative CPU B.O sec

2015-07-23 22:40:45,722 s5tage-2 map 100%, reduce = 100%, cumulative CPU 13.41 sec

MapReduce Total cumulative CPU time: 13 seconds 410 msec

Ended Job = job_1437659442092_0016

MapReduce Jobs Launched:

Job 0: Map: 1 Reduce: 1  Cumulative CPU: 13.41 sec HDFS Read: 11992364 HDFS wWrite: 42 SUCCESS
Total MapReduce CPU Time Spent: 13 seconds 410 msec

0K

HMISL00009024 119058
HMISLOO0009958 159126
Time taken: 42.673 seconds, Fetched: 2 row(s) (N

2.4.3 FRrBITREPEFRIGHE®

/BT BB P R A EiA
B

hive>use hive;

hive>select c.theyear, b.itemid,sum(b.amount) as sumofamount from tbStock

a, tbStockDetail b,tbDate ¢ where a.ordernumber=b.ordernumber and
a.dateid=c.dateid group by c.theyear,b.itemid]

B

hive>select d.theyear,max(d.sumofamount) as maxofamount from (select
c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a,tbStockDetail
b, tbDate ¢ where a.ordernumber=>b.ordernumber and a.dateid=c.dateid group by
c.theyear,b.itemid) d group by d.theyear

FE=

hive>select distinct e.theyear,e.itemid,fmaxofamount from (select
c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock a,tbStockDetail
b, tbDate ¢ where a.ordernumber=>b.ordernumber and a.dateid=c.dateid group by
c.theyear,b.itemid) e, (select d.theyear,max(d.sumofamount) as maxofamount from
(select c.theyear,b.itemid,sum(b.amount) as sumofamount from tbStock

a, tbStockDetail b,tbDate ¢ where a.ordernumber=b.ordernumber and
a.dateid=c.dateid group by c.theyear,b.itemid) d group by d.theyear) f where
e.theyear=f.theyear and e.sumofamount=f maxofamount order by e.theyear;
2004 1Y424420810101 53374

2005 24124118880102 56569
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2006 JY425468460101 113684
2007 JY425468460101 70226
2008 E2628204040101 97981
2009 YL327439080102 30029
2010 5Q429425090101 4494

|| hadoop1 “ hadoopzll hadoopSl

hive> select distinct e.theyear,e.itemid,T.maxoramount from (select c.theyear,b.itemid,sum(p.amount)

as sumofamount from thstock a,tbstockbDetail b,tbbate ¢ where a.ordernumber=b.ordernumber and a.dateids

c.dateid group by c.theyear,b.itemid) e , (select d.theyear,max(d.sumofamount) as maxofamount from (se

lect c.theyear,b.itemid,sum(b. amount) as sumofamount from tbstock a,tbstockDetail b,tbDate ¢ where a.g

rdernumber=hb. ordernumber and a.dateid=c.dateid group by c.theyear,b.itemid) d group by d.theyear) f wh

ere e.theyear=f.theyear and e.sumofamount=f.maxofamount order by e.theyear;

Total jobs =7

15/07/23 22:42:45 WARN conf.Configuration: file:/tmp/hadoop/hive_2015-07-23_22-42-40_641_7821765305197

2220-1/-Tocal-10020/jobconf. xml :an attempt to override final parameter: mapreduce. job.end-notification

fif - max.retry.interval; Ignoring.

15/07/23 22:42:45 wWARN conf.configuration: file:/tmp/hadoop/hive_2015-07-23_22-42-40_641_7821765305197

2220-1/-1ocal-10020/jobconf. xm]:an attempt to override final parameter: mapreduce. job.end-notification

.Mmax. artempts; Ignoring.

15/07/23 22:42:45 INFO Configuration. deprecation: mapred.reduce.tasks is deprecated. Instead, use mapr

educe. job. reduces

||Mapreduce Jobs Launched:

Job 0: Map: 1 Reduce: 1  Cumulative CPU: 20.52 sec HDFS Read: 11992364 HDFS wWrite: 274 SUCCESS

Job 1: Map: 1 Reduce: 1  Cumulative CPU: 22.39 sec  HDFS Read: 11992364 HDFS Write: ©65004 SUCCESS

Job 2: mMap: 1 cCumulative CPU: 5.67 sec HDFS Read: 665365 HDFS Write: 379 SUCCESS

Job 3: Map: 1 Reduce: 1  Cumulative CPU: 5.79 sec  HDFS Read: 740 HDFS Write: 379 SUCCESS

Job 4: Map: 1 Reduce: 1  Cumulative CPU: 6.6 sec HDFS Read: 740 HDFS write: 182 SUCCESS

Total MapReduce CPU Time Spent: 1 minutes 0 seconds 970 msec

0K

2004 JY424420810101 53374

2005 24124118880102 56569

|| 2006 Iv425468460101 113684

| 2007 Iv425468460101 70226
2008 EZ2628204040101 97981

2009 YL327439080102 320029

2010 50429425090101 4494

Time taken: 240.139 seconds, Fetched: 7 row(s)
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